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Abstract 

Electrophysiology and haemodynamics related to human brain function can be 

measured using several modern imaging techniques. Magnetoencephalography 

(MEG) enables direct measurement of neuromagnetic fields created by signal 

transmission in neuronal ensembles, with high temporal resolution but limited spatial 

resolution and depth sensitivity. Functional magnetic resonance imaging (fMRI) 

enables the indirect measurement of neuronal activity through changes in blood 

oxygenation, with lower temporal resolution but high spatial specificity throughout the 

entire brain. These techniques can be used to investigate the spatial origin and 

dynamics of brain activity, in response to tasks or during resting state. This thesis uses 

MEG and fMRI to study responses that occur in the transition period between task 

cessation and rest, which we term post-task responses (PTRs).  

The most well-known PTR in electrophysiology is the beta rebound, a rise in motor 

cortex oscillatory power following movement cessation, lasting up to 10 seconds. The 

haemodynamic PTR often manifests as a post-stimulus undershoot in the blood 

oxygenation level dependent (BOLD) signal, lasting up to a minute. Both of these 

responses have displayed characteristics that warrant neuroscientific and clinical 

investigation, including reliable amplitude modulations with task conditions and 

reduction in clinical populations. Despite this, current research into electrophysiological 

PTRs outside of the motor cortex, following non-motor activities, is severely lacking. In 

addition, the relationship between electrophysiological and haemodynamic PTRs is 

poorly understood. This thesis details three experiments aiming to establish PTRs as 

an important brain-wide phenomenon that enables regulation of functional network 

activity during the transition to rest. 

The first experimental chapter, “Post-Task Responses in Oscillatory Activity follow 

Cessation of Working Memory Processes”, used MEG to measure PTRs following an 

n-back working memory task. PTRs were measured across the brain in regions 

associated with higher cognition, increasing in amplitude with working memory load 

and showing promising relationships with reaction times. This chapter establishes 

PTRs in electrophysiology as a more general property of the cortex than previously 

thought, induced by non-motor activity and spanning multiple frequency bands and 

regions. 

The next experimental chapter, “Characterising Post-Task Responses using Hidden 

Markov Models”, compares PTRs in electrophysiology following working memory and 
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movement by examining burst characteristics of these responses, using a hidden 

Markov model (HMM) to infer burst timing in a data-driven manner. The analysis 

revealed stark similarities between region-wise burst properties across two different 

tasks and showed that PTRs are supported by coincidence of these bursts in 

widespread cortical networks.  This chapter provides further evidence that PTRs are a 

fundamental property of the cortex, underpinned by long-range cortical interactions. 

The final experiment, “Spatial and Dynamic Dissociation of Primary and Post-Stimulus 

BOLD Responses”, used ultra-high field fMRI to study the post-stimulus BOLD 

response following working memory. Results showed similarities between post-

stimulus BOLD responses and the electrophysiological PTR, with modulations that are 

spatially and dynamically decoupled from responses that occurred during the 

preceding task. Using the high spatial resolution and depth sensitivity of fMRI, this 

chapter reveals the influence of the PTR on several distinct functional networks, 

including interactions with deep grey matter regions that are difficult to study with MEG.   
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1 Introduction 

Study of the brain has been conducted for at least several thousand years, with the 

earliest recorded reference to the brain dating back to 17th century BC (Feldman and 

Goodrich, 1999), although this was purportedly copied from an even older manuscript. 

A section of the manuscript is shown below in Figure 1.1, taken from (Feldman and 

Goodrich, 1999). 

 

Figure 1.1: A section of the Edwin Smith Surgical Papyrus (Feldman and Goodrich 
1999), the earliest known reference to the human brain, detailing a host of head 

injuries and surgical procedures. 

Early study of the brain was necessarily structural in nature, as no techniques existed 

that could measure the neuroelectric currents that constitute brain function. However, 

the past century has seen many sophisticated techniques emerge that have 

revolutionised our understanding of the brain. These advances have allowed us to 

investigate not only brain structure, including physical damage or degradation to 

tissues, but also brain function, allowing us to gain insight into illnesses that are not 

easily understood using structure alone, such as epilepsy and schizophrenia.  The 

following introduction will outline these advancements in functional neuroimaging and 

the aims of this thesis, which uses cutting edge non-invasive imaging techniques to 

investigate electrophysiological and haemodynamic signals in the healthy human 

brain.  
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1.1 Functional Brain Imaging 

1.1.1 Direct Measures of Brain Function 

In the 19th Century, Carlo Matteucci performed a series of experiments that 

demonstrated that human physiology is underpinned by electrical currents (Moruzzi, 

1996). Perhaps most notably, in 1843, he provided evidence that electric currents 

produce reflexive muscle switches. Later in the century, Richard Caton measured 

electrical impulses on the surface of living brains, directly demonstrating the electrical 

nature of brain activity (Caton, 1875). 

It was not until the 20th century that neuroelectric signals were measured in vivo in the 

human brain by Hans Berger (Berger, 1929). This recording, which used electrodes 

placed upon the scalp surface to measure currents conducted through the scalp, was 

termed the Electroencephalogram (EEG). EEG has developed notably since its 

conception, with relatively cheap, whole-head systems available commercially and 

used widely in both research and clinical settings (Soufineyestani et al., 2020). In 

research settings, these systems are typically formed of flexible caps containing an 

array of electrodes which detect neuroelectric signals originating from the brain. EEG 

is able to sample at high temporal resolution (> 100 Hz), allowing the direct 

measurement of rapidly changing signals that arise due to the synchronous firing of 

neurons in the brain. To improve the electrical connection between electrodes and the 

scalp, the skin is prepared with alcohol and gentle abrasion to remove dead skin, and 

a conductive gel is used to physically connect the electrodes to the scalp surface. This 

preparation process can make performing whole-head EEG time-consuming and 

sometimes uncomfortable for the participant. In addition, EEG is sensitive to volume 

conduction effects, causing spatial blurring of signals and high sensitivity to muscle 

artefacts. This makes scalp EEG impractical for pinpointing precise sources of brain 

activity. 

EEG can also be performed invasively, termed intracranial EEG (iEEG) (Parvizi and 

Kastner, 2018). This category includes electrocorticography (ECoG), where a grid 

of electrodes are placed directly on the cortical surface following a craniotomy (surgical 

removal of a section of skull), and stereo EEG (sEEG) (Stricsek et al., 2018), where a 

set of depth electrodes, each with up to 16 electrical contacts, are placed inside the 

brain tissue in various locations through small holes in the skull. ECoG is very effective 

at pinpointing superficial sources of activity under the electrode grid, as the removal of 

the skull means there is less spatial blurring and higher signal to noise ratio (SNR) than 

scalp EEG, however, sensitivity to sources elsewhere in the brain is low due to signal 
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decay with distance. On the other hand, sEEG recordings are often taken in close 

proximity to both superficial and deep sources of activity, and data can be taken from 

many locations in the brain simultaneously. It can therefore be argued that sEEG 

provides the most direct information about human brain electrophysiology. Both ECoG 

and sEEG are often used to identify epileptogenic networks in preparation for surgery 

(Bartolomei et al., 2017, Yang et al., 2014). The limitation of all iEEG techniques is 

their highly invasive nature, meaning recordings are almost always limited to patients 

with severe illnesses, limiting the comparisons that can be made with healthy brains. 

In addition, the placement of electrodes is biased towards areas affected by the illness, 

often temporal regions in the case of epilepsy (Iasemidis et al., 1988, Dührsen et al., 

2020), rather than a homogenous distribution around the brain. 

Magnetoencephalography (MEG) (Cohen, 1972) provides a potential non-invasive 

middle-ground between the accessibility of EEG and the signal quality of iEEG. MEG 

measures the magnetic field produced by (mostly) the same neuronal activity that is 

measured with EEG. Unlike EEG, MEG does not suffer from spatial blurring due to 

conductivity effects, as the fields pass through the various tissues and skull largely 

undistorted. This means that MEG signals are more spatially specific than EEG signals 

and less prone to muscle artefacts, with similar high temporal resolution across both 

modalities. MEG sensors typically operate at cryogenic temperatures, meaning the 

array of sensors must remain in a fixed helmet-shaped configuration in a dewar of 

liquid helium, limiting head movement during scanning. This also makes MEG more 

expensive. Despite these limitations, the high data quality and minimal preparation 

time make MEG an ideal research tool (Baillet, 2017). MEG acquisition and analysis 

is explained further in Chapter 3, and used in Chapters 5 and 6. To overcome some of 

the issues with cryogenic MEG, new MEG systems are being developed with a 

different type of sensor that operates at room temperature, with a wearable helmet 

design to allow for a greater range of movement (Schofield et al., 2022).  

In addition to direct electrophysiological measurement of brain function, it is also 

possible to detect chemicals known as neurotransmitters, involved in the transmission 

of neuronal signals, using an application of nuclear magnetic resonance (NMR) known 

as functional magnetic resonance spectroscopy (fMRS) (Pasanta et al., 2023). 

Two important neurotransmitters measured with fMRS are glutamate and gamma 

aminobutyric acid (GABA). Glutamate is involved in neuronal excitation, supporting the 

firing of neurons, while GABA is involved in neuronal inhibition, preventing the firing of 

neurons. Concentrations of each of these chemicals can serve as a direct measure of 

neurochemical brain function. The temporal resolution of this technique is low, close 
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to a minute per datapoint at best (Stanley and Raz, 2018), limiting its application as an 

independent measure of brain function. However, fMRS can provide unique 

neurochemical insight when used in conjunction with other functional imaging 

techniques. 

1.1.2 Indirect Measures of Brain Function 

The ongoing firing of neurons requires a near-constant supply of oxygen and glucose, 

transported to neuronal assemblies by the blood. If the rate of firing increases in a 

particular brain region, metabolic demands rise, which is reflected by increased blood 

flow to the region. Several techniques exist that can measure this metabolic process, 

acting as indirect measures of brain function. 

The first of these is positron emission tomography (PET) (Ter-Pogossian et al., 

1975). In PET scanning, a radioactive tracer chemical such as fluorodeoxyglucose is 

injected into the participant, flowing quickly to the brain. The tracer chemical is 

unstable, rapidly decaying into a more stable isotope and emitting a positron. The 

positron annihilates with a nearby electron, releasing two gamma photons travelling 

exactly 180° apart. After many of these events, the location of the tracer, and therefore 

the metabolic blood supply, can be inferred. This technique is generally avoided in 

healthy participants as it produces ionising radiation, but is commonly used to detect 

tumours in cancer patients (Schöder and Gönen, 2007, Flanagan et al., 1998). 

Another technique that provides an indirect measure of brain function is functional 

near-infrared spectroscopy (fNIRS) (Jöbsis, 1977). This technique shines near-

infrared light through the scalp and skull in optodes that are mounted in a cap 

configuration on the head. Oxygenated and deoxygenated blood have different 

absorption spectra, meaning that the reflected light provides information about the ratio 

of oxygenated and deoxygenated blood in the underlying tissues, acting as a proxy of 

brain function. This technique has poor spatial resolution and the underlying signals 

are sluggish in comparison to direct electrophysiological measures. However, fNIRS 

is non-invasive, wearable (allowing movement) and relatively cheap. 

Perhaps the most popular method to indirectly measure brain activity is functional 

magnetic resonance imaging (fMRI) (Ogawa et al., 1990). Magnetic resonance 

imaging (MRI) is most well-known as a technique for studying the structure of the body 

and brain, however, it can also be used to track changes in blood oxygenation in the 

brain which act as a proxy of brain function. This technique exploits the fact that 

oxygenated and deoxygenated blood have different magnetic properties, meaning the 

MRI signal in a location will depend on the local ratio of the two. This is known as the 
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blood oxygenation level dependent (BOLD) signal. If many MRI images are taken in 

quick enough succession (usually 1 – 5 s), the BOLD signal can be measured at 

relatively high spatial resolution (usually 1 – 4mm), with good sensitivity to both deep 

and superficial sources of activity. Greater magnetic field strengths increase the signal 

measured with fMRI, allowing for greater spatial and temporal resolutions. Functional 

MRI is explained in greater depth in Chapter 4 and used in Chapter 7. 

1.2 Thesis Aims 

In this thesis, we explore the electrophysiological and haemodynamic signals following 

stimulus or task cessation, termed post-stimulus or post-task responses (PTRs)1. 

Specifically, these responses occur at the start of a rest period, rather than a period of 

continued attention to a task. A schematic of these responses is shown in Figure 1.2. 

 
1 In this thesis we have used the term ‘post-task response’ when referring to the MEG response 
in between task periods and rest due to the additional (faster) MEG responses that occur 
following individual stimuli presentation within a task period. The relatively slow fMRI response 
does not require this differentiation, and so the conventional terminology of post-stimulus 
response has been used. 
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Figure 1.2: A schematic showing the timing of the post-task M/EEG response (A), as 
well as the post-stimulus BOLD fMRI response (B), which are the subject of this 

thesis. These responses occur following a sustained stimulus or task period, at the 
start of a rest period. 

 

The most well established electrophysiological PTR is the post-movement beta 

rebound (PMBR), a response characterised by an increase in beta (13 – 30 Hz) 

oscillatory power following movement cessation, lasting for up to 10 s before returning 

to resting levels (Pfurtscheller et al., 1996b). This response has been shown to have 

neuroscientific and clinical relevance, modulating with features of the prior movement, 

including movement force (Fry et al., 2016) and duration (Pakenham et al., 2020), and 

with neurological conditions such as schizophrenia (Hunt et al., 2019, Gascoyne et al., 

2021), autism (Gaetz et al., 2020) and multiple sclerosis (Barratt et al., 2017a). The 

relationship between the MEG PTR and schizophrenia is particularly interesting, as 

the response is shown to scale with disease severity. These features make the PTR a 

promising candidate as a diagnostic or prognostic biomarker of neurological illness, 
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with potential to guide future treatment strategies. Existing evidence suggests that the 

PMBR is reflective of increased top-down inhibition in motor networks, preventing 

further movement or sensory perception from taking place after a stimulus or task has 

ended (Pfurtscheller et al., 1996b, Solis-Escalante et al., 2012, Zhang et al., 2008). In 

turn, this suggests that reduced PMBR in patient populations is a marker of reduced 

inhibitory control, which may be driven by impaired connectivity in top-down control 

circuitry. This is expanded upon in Chapter 2.3.4. 

Although the PMBR in M/EEG has been well-studied and characterised, research into 

PTRs outside of the motor cortex following non-movement tasks is severely lacking. 

One reason for this is experiment design, with most studies opting for very minimal 

rest periods in between sequential stimuli or task periods, making the study of PTRs 

virtually impossible. In this thesis, we aim to uncover whether PTRs are a general 

property of the cortex and cognition, occurring outside of the motor cortex following 

non-movement activity. 

Several traditional practices in M/EEG analysis have prevented the study of PTRs as 

a brain-wide phenomenon. The first is frequency banding, which is typically set a priori, 

often limiting the reported sources of activity, e.g., only studying the location of peak 

beta-band activity in motor paradigms. In addition, traditional M/EEG analysis 

considers only the average response over many trials, ignoring the trial-level features 

of the response. Recent years have seen a rise in an alternative description of 

oscillatory activity through bursting models (Jones, 2016, Quinn et al., 2019, Seedat et 

al., 2020, Little et al., 2019, Lundqvist et al., 2024), which describe the transient, high 

amplitude oscillatory events that form smooth responses, such as PTRs, after trial-

averaging. Bursts have been shown to relate to behavioural outcomes in a task (Little 

et al., 2019), functional connectivity (Seedat et al., 2020, Vidaurre et al., 2016) and 

neurological condition (Rier et al., 2021, Gascoyne et al., 2021). A technique that is 

becoming popular for identifying bursts, without a priori knowledge of frequency 

response or task timings, is hidden Markov modelling (HMM) (Woolrich et al., 2013, 

Vidaurre et al., 2016, Quinn et al., 2018, Seedat et al., 2020), an unsupervised machine 

learning technique that infers a set of mutually exclusive states that describe the data 

at each timepoint. We aim to use this approach to explore PTR characteristics without 

the constraints of frequency banding or trial-averaging.  

Finally, the relationship between electrophysiological PTRs and the post-stimulus 

BOLD response is poorly understood, especially in subcortical regions which are 

difficult to study with M/EEG. A robust feature of the BOLD fMRI response is the post-
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stimulus undershoot (Frahm et al., 1996). This feature was previously thought to be a 

vascular consequence of the primary (during-stimulus) BOLD response, but there is 

mounting evidence that the post-stimulus undershoot has a neuronal origin which is 

distinct from that of the primary response (Chen and Pike, 2009, Mullinger et al., 2013, 

Sadaghiani et al., 2009, Shmuel et al., 2006). Post-stimulus undershoots, like the 

PMBR in MEG, have been associated with increased neuronal inhibition, suggesting 

a relationship between the responses measured with each modality. In addition, the 

post-stimulus BOLD response, like the PMBR measured with M/EEG, has shown 

promise as a clinical tool, with reported reductions in magnitude in patients with 

schizophrenia (Hanlon et al., 2016) and autism (Murray et al., 2020). Direct links 

between electrophysiological and haemodynamic responses that occur in the post-

task period are difficult to make, given the difference in spatial and temporal resolutions 

between the two modalities and the respective neuronal generators of each signal. We 

aim to contribute to the evidence that the post-stimulus BOLD response is neuronal in 

origin, providing a potential counterpart to the electrophysiological PTR that can be 

studied with greater spatial specificity and depth sensitivity. 

We use the best available technologies to study PTRs in electrophysiology and 

haemodynamics. To study electrophysiological PTRs, we use MEG, which has 

superior spatial resolution to EEG, allowing us to study regions and networks that are 

activated immediately post-task, in theta (4 – 8 Hz), alpha (8 – 13 Hz) and beta (13 – 

30 Hz) bands, following non-motor tasks. We use HMMs to characterise the transient 

single-trial events which constitute these responses, comparing these events across 

the brain in motor and non-motor tasks. Finally, we use 7T fMRI to study the post-

stimulus BOLD response in both superficial and deep brain networks, as a potential 

haemodynamic correlate of the electrophysiological PTR. We utilise the high spatial 

and temporal resolutions enabled by 7T MRI as well as long rest periods to allow 

haemodynamic activity to properly return to baseline before subsequent trials.  

1.3 Thesis Layout 

This thesis starts by outlining basic neuroscientific theory in Chapter 2, both cellular 

and cognitive, required to understand the interpretations of MEG and fMRI signals that 

are discussed in the experimental chapters. This includes the origin and transmission 

of neuronal signals, structural and functional organisation of the brain, and the 

macroscopic signals produced by large ensembles of neurons. 

The next two chapters outline the acquisition and analysis techniques applied in the 

experimental chapters. This includes the theory of MEG in Chapter 3, describing the 
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sensors, magnetic shielding and a typical experiment setup. We also outline the 

traditional analysis techniques used to interrogate the data. This is followed by the 

equivalent for fMRI in Chapter 4, describing the physics of MRI, various pulse 

sequences used in the experimental chapters, and standard analysis procedures. 

Chapter 5, the first experimental chapter, uses MEG to uncover whether PTRs follow 

working memory processes, an example of higher cognitive function. Importantly, we 

use long rest periods in between task blocks to allow MEG activity to fully come to 

baseline after any persistent PTR activity. Using traditional analysis techniques, we 

find that PTRs occur in multiple brain regions and frequency bands, are modulated by 

working memory load, and show promising relationships with behavioural measures of 

task difficulty. 

Following our discovery of PTRs in a working memory task, Chapter 6 uses HMMs to 

characterise the transient single-trial events that drive these responses, comparing our 

working memory dataset with a visuomotor dataset containing the well-studied PMBR. 

We find that intrinsic burst characteristics driving PTRs are consistent on a region-wise 

basis across tasks. We also find that PTRs are supported by coincidence of bursts 

across the entire cortex as well as in task-specific networks. 

Chapter 7, the final experimental chapter, studies 7T fMRI responses with a similar 

working memory task to the previous experimental chapters, allowing us to study the 

post-stimulus BOLD response as a potential correlate of electrophysiological PTRs 

following working memory. We find condition-dependent modulation of post-stimulus 

BOLD responses in three distinct networks, as well as in subcortical structures, which 

are challenging to image using M/EEG. We find that the post-stimulus BOLD response 

has spatial and dynamic components that are modulated independently of the primary 

response. 

Finally, in Chapter 8 we make a set of reflections and conclusions based on all of the 

work presented, including directions that future research may take in further study of 

the post-task period of brain activity. 

1.4 Impact Statement 

Overall, this thesis provides valuable insight into network control mechanisms that are 

essential for healthy brain function. The findings presented corroborate existing 

evidence showing that the post-task period of activity reveals functionally relevant 

information about the brain that does not seem to be contained within responses that 

occur during stimulation.  
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As described earlier, the PMBR, measured with M/EEG, has shown a range of clinical 

interactions in previous studies, showing promise as a clinical biomarker for 

neurological illness. Specifically, responses such as this could be used to diagnose or 

prognose illnesses before sufficient behavioural symptoms have emerged. However, 

this research has only focussed on motor paradigms, limiting understanding of these 

effects in higher-order networks and illnesses that affect these networks. In addition, 

the PMBR differs similarly across a range of seemingly different disorders, highlighting 

the need for a more complete mechanistic understanding of how these disorders affect 

brain function. The work presented in this thesis provides evidence that PTRs are a 

general phenomenon exhibited by a range of cortical networks, following higher 

cognitive activity as well as movement, and seemingly performing a common function 

in networks that are recruited for a task. The addition of PTRs following working 

memory in clinical studies would provide a powerful addition to the well-established 

PMBR, giving insight into control mechanisms in non-motor networks that may be 

implicated in clinical populations. The study of a range of PTRs in varied networks may 

enable the delineation of different types and severities of neurological illness, which in 

turn could guide drug development and bespoke treatment strategies. Finally, this 

thesis provides another step towards a better understanding of the relationship 

between PTRs in M/EEG and fMRI, which should allow the non-invasive study of 

dysfunction in deep grey matter regions in the future, again providing a more complete 

understanding of cognitive control mechanisms and malfunction of these systems. 

Based on this work, future clinical protocols could utilise PTRs taken with both M/EEG 

and fMRI, acquired over several standardised paradigms, to form a thorough 

assessment of cognitive control mechanisms in a range of essential brain networks. 
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2 Brain Function 

The following chapter provides a description of the mechanisms that underly brain 

function, including transmission of signals between individual cells, structural and 

functional segregation of the brain, and macro-scale properties such as 

haemodynamics and neural oscillations that are measured with fMRI and MEG.  

2.1 Cellular Origins of Brain Function 

2.1.1 The Neuron 

Neurons are cells in the brain that form the basis of cognitive function (Kandel et al., 

2000). These cells allow us to respond to stimuli in our environment, such as photons 

of light, odorous molecules and vibrations in air. Broadly speaking, neurons are split 

into three categories: sensory neurons, receiving information (e.g. heat on the skin) 

and transmitting to the central nervous system (brain and spinal cord); motor neurons, 

sending information from the central nervous system to the body to control movement; 

inter-neurons, receiving and transmitting information between other neurons. Inter-

neurons make up most of the neuronal population in the brain. Neurons are formed 

primarily of the soma, or cell body, an axon and dendrites, see Figure 2.1. Signals are 

sent via axon terminals and received via dendrites. The structure of neurons can differ, 

broadly categorised as: unipolar, making up all sensory neurons, containing only a cell 

body and axon; bipolar, with a cell body, axon and a single set of dendrites; multipolar, 

with a cell body, axon and multiple sets of dendrites. Multipolar neurons can be further 

differentiated based on their geometry, as either stellate, meaning dendrites spread 

out in all directions in a star-like formation, or pyramidal, where dendrites spread out 

in one direction from a roughly pyramidal-shaped cell body (see Fig. 2.1). The 

arrangement of dendrites determines the contribution of neurons to brain imaging 

techniques such as EEG and MEG (see section 2.3.1). 
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Figure 2.1: Panel A shows a diagram of a typical multipolar neuron, showing the 
axon terminals, axon, soma, and dendrites. Chemical and electrical inputs from other 
cells are received through the dendrites, and outputs are transmitted from the axon 
terminals to other cells. Panel B shows the two primary ways in which dendrites are 

arranged, either pyramidal or stellate, adapted from (Churchill et al. 2004). 

 

2.1.2 Signal Generation 

The primary electrical signal produced by a neuron is known as the action potential 

(Kandel et al., 2000). A key component of action potentials in neurons is the cell 

membrane. The electrical potential across this membrane is known as the membrane 

potential. At rest, the membrane maintains a resting membrane potential, which is 

typically around -70 mV inside the cell, occurring due to unequal distribution of ions on 

either side of the membrane, predominantly sodium (Na+) and potassium (K+).  

Transport of ions across the cell membrane is facilitated largely by channels, and 

pumps. Channels allow passive transport of ions via diffusion, although some types of 

channels will allow certain ions to diffuse through more readily. Pumps use active 

transport, requiring energy to move specific ions through the membrane. Pumps 

maintain the concentration gradient between the inside and outside of the cell. For 

example, sodium-potassium pumps keep the concentration of sodium inside the cell 

around one tenth of its concentration outside the cell, whilst potassium is kept 20 times 
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higher inside the cell than its concentration outside. At rest, the cell channels are more 

permeable to potassium than sodium, allowing potassium to diffuse out of the cell due 

to the concentration gradient, leaving the inside of the cell more negatively charged. 

In order to produce an action potential, a neuron must first enter an excitable state. 

Inputs from other neurons arrive through the dendrites, creating a change in resting 

membrane potential at the axon hillock, a region near the cell body, before the axon. 

If the resting membrane potential at the axon hillock reaches a particular threshold 

voltage, typically around -55 mV, a series of events is triggered, causing production of 

an action potential. The change in resting membrane potential from around -70 mV to 

-55 mV causes voltage-gated sodium channels to open, allowing a rapid influx of Na+ 

across the membrane into the cell down the concentration gradient. This results in an 

overall positive membrane potential, a process known as depolarisation. Once the 

membrane potential reaches a peak of around +40 mV, voltage-gated potassium 

channels open, allowing K+ ions to diffuse out of the cell down the concentration 

gradient, a process known as repolarisation. Importantly, the repolarisation phase 

overshoots, creating a short period of hyperpolarisation. Hyperpolarisation ensures 

directionality of the signal, and also creates a refractory period where the cell is less 

excitable for a short time, limiting the time between consecutive action potentials. The 

process of action potential production is shown schematically in Figure 2.2, as well as 

a plot of the changes in membrane potential. Following production at the axon hillock, 

the action potential travels down the length of the axon to be transmitted to other cells. 

Action potentials are always the same amplitude, meaning higher initial depolarisation 

does not increase the amplitude of the action potential, instead contributing to the 

frequency of subsequent action potentials. 
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2.1.3 Synaptic Transmission 

The action of a single neuron is not very useful alone. In order to achieve complex 

behaviours in humans and animals, neurons must communicate with other neurons 

using synaptic transmission. A synapse is the point at which the axon terminals of one 

neuron meet the dendrites of another. A single neuron can receive signals from several 

thousand other neurons and send signals to a similar number of other neurons. We 

Figure 2.2: Panel A contains a simplified schematic showing the processes that 
occur at the axon hillock to create an action potential. Changes in resting 

membrane potential cause the opening and closing of voltage-gated channels, 
allowing specific ions to pass through the membrane following concentration 

gradients. The movement of ions across the membrane causes the membrane 
potential to change, according to the plot in panel B, going through phases of 
depolarisation, repolarisation and hyperpolarisation before returning to resting 

state. Hyperpolarisation creates a refractory period, temporarily reducing neuron 
excitability. 
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call the neuron producing the signal the presynaptic cell, and the one receiving the 

signal the postsynaptic cell. Synapses allow signals to propagate using either electrical 

or chemical processes (Kandel et al., 2000). In the case of electrical synapses, the 

presynaptic and postsynaptic cell are physically connected by a set of gap junction 

channels, which allow signals to propagate directly through shared cytoplasm. 

Chemical synapses consist of a small gap, or cleft, which a particular set of chemicals, 

known as neurotransmitters, diffuse across, binding to proteins on the postsynaptic 

receptor site. Chemical synapses allow for a greater range of behaviours than electrical 

synapses, as there are numerous types of neurotransmitters and receptor sites that 

lead to different outcomes in postsynaptic cells. 

In chemical synaptic transmission, neurotransmitters are released into the cleft when 

an action potential propagates down the axon to the axon terminals (a schematic is 

shown in Fig. 2.3). Once neurotransmitters bind to the postsynaptic membrane, ion-

specific channels are opened in the postsynaptic cell, leading to a flow of ions across 

the membrane, causing a postsynaptic potential, which is a shift in the postsynaptic 

membrane potential away from resting levels. The effect of postsynaptic potentials can 

either be excitatory or inhibitory. Excitatory neurotransmitters will trigger a slight 

depolarisation by opening sodium channels, causing an influx of sodium ions into the 

cell, increasing the chance of an action potential. Inhibitory neurotransmitters will 

trigger a slight hyperpolarisation by opening potassium channels, causing potassium 

ions to leave the cell, decreasing the chance of an action potential. A single neuron 

can have many excitatory and inhibitory inputs which travel down the dendrites and 

sum at the axon hillock. The balance of excitatory and inhibitory inputs at the axon 

hillock at any point in time determines whether the postsynaptic cell produces an action 

potential. While neurons can have both excitatory and inhibitory inputs, it should be 

noted that the output from a neuron is usually either excitatory or inhibitory. For 

example, pyramidal neurons are the primary excitatory neuron in mammals.  

The current created due to chemical synaptic transmission has two components: 

Primary current, and volume current.  The primary current is created by the influx of 

ions from the extracellular to the intracellular space, through channels in the dendritic 

cell membrane – in the case of sodium ions, the influx creates an intracellular source 

(increase in potential), creating a flow of ions down the dendrite towards the cell body. 

A side-effect of the influx of sodium ions is the creation of a local extracellular sink 

(reduction) in potential, which must be balanced by a volume current which flows in 

the extracellular medium.  
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Figure 2.3: A schematic showing the process of chemical synaptic transmission. An 
action potential in the presynaptic cell triggers the production of neurotransmitter 

chemicals, which are transported to the axon terminal in vesicles. The 
neurotransmitters are released into a small gap, or cleft, where they diffuse to 

receptor sites on the postsynaptic cell membrane, causing changes in the 
postsynaptic membrane potential. 

2.2 Brain Anatomy and Functional Segregation 

2.2.1 Grey and White Matter 

The brain can be divided into white and grey matter (Mercadante and Tadi, 2023). 

White matter consists mostly of axons, getting its name from the layer of myelin 

surrounding the axons, which is pale in colour and speeds up the rate of signal 

transmission. Axons in the white matter form so-called neuronal tracts which physically 

connect different regions of the brain, allowing for long range neuronal communication. 

Grey matter is formed mostly of cell bodies and dendrites, with the high abundance of 

cell bodies giving it its darker colour. Grey matter is essential to almost all cognitive 

functions performed by humans due to the sheer number of connections that are made 

within it, allowing complex neural networks to form. An MRI of a brain is shown in 

Figure 2.4, with white and grey matter labelled.  
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Figure 2.4: An MRI of a brain, showing white and grey matter. White matter mostly 
occupies the deeper parts of the brain, while grey matter occupies the superficial 

layer of the brain as well as subcortical structures (see section 2.2.3). 

 

Cortical grey matter is split into a set of cortical layers (Shipp, 2007), each performing 

a distinct function. For example, layer IV receives input from sensory neuronal 

pathways, while layer I, the outermost layer, plays a role in integrating inputs from other 

cortical regions. In addition to layers, neurons in grey matter tend to arrange 

themselves into cortical columns, which are clusters of neurons, mostly pyramidal 

neurons, with similar functionality (e.g., dealing the same aspect of sensory inputs), 

oriented perpendicular to the cortical surface. We can think of a cortical column as a 

single processing unit, with the ability to take sensory information, process it, and 

produce outputs which are sent to other cortical columns and regions of the brain. 

2.2.2 Functional Segregation of the Cortex 

As discussed above, neurons within a cortical column tend to share functional 

properties, such as responding to the same type of stimuli. In turn, groups of columns 

amass to form broader functional domains which deal with a more general aspect of 

cognition, e.g., visual processing. A coarse set of functional domains is shown in Figure 

2.5, including frontal, parietal, occipital and temporal lobes (Kandel et al., 2000, Casillo 

et al., 2020). Generally speaking, the occipital lobe is associated with visual 

processing, the parietal lobe is associated with higher order visual and sensory 

processing, including attention and spatial awareness, the temporal lobe is associated 

with auditory processing and memory, and the frontal lobe is associated with executive 

functions as well as motor planning and execution. It should be noted that this is 

perhaps the most coarse functional segregation of the cortex; each of these lobes can 



18 
 

be subdivided into more specific functional domains. For example, the occipital (visual) 

lobe can be split into several sub-regions, starting with v1, related to early stages of 

visual processing, followed by v2, v3 and v4 which deal with later, more complex 

stages of visual processing (Roland and Zilles, 1998). Importantly, these large 

functionally segregated regions, as well as those within each lobe, are connected to 

one another in a complex network, meaning that the information processed in one 

region can be combined with information from other regions to form a more complete 

picture of the world around us. 

 

Figure 2.5: The lobes of the brain, representing broad functional domains in the 
cortex, each dealing with a particular aspect of cognition. Taken from (Kandel et al. 

2000). 

2.2.3 Subcortical Structures 

Beneath the cortex lies a set of structures, known as subcortical structures, which far 

predate the cortex in evolutionary terms, being shared by much simpler vertebrates. 

Generally speaking, these structures deal with early stages of information processing, 

receiving information from the body and sensory systems and guiding the flow of 

information to higher order cortical structures. For example, the amygdala, sat deep 

under the temporal lobe, is involved in immediate threat detection (Öhman, 2005), 

creating a fear response to natural threats such as snakes or spiders that is far faster 

than our higher cognitive response to the same stimuli, allowing us to react before we 

have consciously attended to the stimulus. The thalamus, the largest subcortical 

structure, sitting centrally beneath the cortex, is heavily involved in sensory processing 

(Sommer and Wurtz, 2006, Yen and Lu, 2013), receiving information from our sensory 

systems, including visual information from the retina, or pain signals from receptors in 

the skin, and relaying (and sometimes, limiting) the information to various other regions 

of the brain for further processing. The hippocampus, located under the medial 

temporal lobe (Eichenbaum et al., 1999), controls whether information becomes 
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embedded in long-term memory based on information from other systems. Although 

these subcortical structures, as well as those not mentioned here, are particularly 

implicated in certain processes, it should be noted that subcortical structures are 

essential to nearly all human behaviour.  A diagram of the position of these structures 

in the brain is shown in Figure 2.6 (Raju, 2020). 

 

Figure 2.6: A labelled diagram of subcortical structures in the brain, taken from 
(Raju, 2020). These structures are evolutionarily older than the cortex, being shared 

with more simple vertebrates, and are involved in early stages of information 
processing. 

2.2.4 Hierarchical Neuronal Processing 

As described in the above sub-sections, different regions of the brain, both cortical and 

subcortical, deal with specific aspects of information processing. Connectivity of these 

regions, in so-called neural pathways and circuits, allows for efficient transmission 

between hierarchical processing units. 

The way that information is transmitted through neural pathways can be described as 

bottom-up and top-down, based on the direction in which information travels through 

the hierarchy of processing units. The terms feedforward and feedback are also 

commonly used to describe these processes. Bottom-up processes are those which 

are data-driven, where sensory information is used to guide a response in higher 

cognitive brain regions. Bottom-up processes (Ward, 2013) generally begin at sensory 

neurons, travelling to the thalamus, where the information is relayed to regions 

involved in early sensory processing (e.g., v1). An example of a bottom-up process is 

the recognition of pain after touching a hot object or seeing a flashing light.  
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Top-down processes (Gilbert and Li, 2013) are guided by perception rather than data, 

meaning higher cognitive constructs, such as attention and perception, as well as a 

priori knowledge, are used to inform the response to external information. For example, 

information about a non-attended visual stimulus is prevented from reaching higher 

order visual brain regions for further processing. Top-down circuitry minimises the 

amount of information that must be actively processed from the environment to form a 

useful model of our surroundings, in turn reducing the energy expenditure of ongoing 

cognition. 

Both bottom-up and top-down processes are involved in any given neural pathway. 

For example, in the visual pathway (Wurtz and Kandel, 2000): sensory neurons in the 

retina pick up visual information; visual information is converted to neural signals which 

are transmitted to the thalamus; the thalamus then transmits signals to v1 in the 

occipital cortex via thalamo-cortical connections to begin processing; processed 

signals are then transmitted to higher-order visual regions such as v2, v3 etc via 

cortico-cortical connections to be processed and integrated with information from other 

brain regions. So far, this process has been purely bottom-up, however, thalamo-

cortical and cortico-cortical loops allow information to be fed back down the hierarchy 

of processing units to modulate signals which are fed upwards (top-down information 

flow), based on existing models, e.g., knowledge that a particular type of visual 

stimulus is irrelevant to the task at hand. A schematic of simplified neural circuitry is 

shown in Figure 2.7. 
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Figure 2.7: A simplified schematic demonstrating the principle of bottom-up and top-
down information flow, in the context of neural pathways. Sensory information flows 

upwards through the hierarchy of processing units, from sensory neurons, to the 
thalamus, to cortical regions which deal with early sensory processing. These cortical 

regions then often transmit this information to other cortical regions that deal with 
higher-level sensory processing. Thalamo-cortical and cortico-cortical loops allow for 
higher order brain regions to modulate the transmission of bottom-up signals through 

the pathway, transmitting information down the hierarchy of processing units. In 
reality, connections between brain regions are much more complex than this 

schematic, but the same principles are applied. 

2.3 Measurable Brain Activity 

We now understand how signals are produced in neurons, how these propagate into 

a vast network via synapses and dendrites, and how the brain operates in functional 

domains to process these signals. Several non-invasive imaging techniques such as 

MEG and fMRI (see Chapters 1, 3 and 4) are able to measure macro-scale properties 

of brain function, arising due to the action of large ensembles of neurons. This sub-

section will outline the signals commonly measured by non-invasive techniques such 

as EEG, MEG and fMRI. 

2.3.1 Neural Contributions to MEG Signal 

The first human electroencephalogram was taken by Hans Berger in 1924 (Berger, 

1929), marking the beginning of a vast field of study into electrophysiological brain 

signals that could be taken non-invasively in humans using techniques such as EEG 

or MEG. These signals arise directly due to neuronal activity, or more specifically, the 

synchronous activity of large ensembles of neurons. 
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As explained in section 2.1.2, the action potential is the output of a neuron, while the 

postsynaptic potential is the input (Ullsperger and Debener, 2010). The different 

properties of these signals determine how they contribute to measurable signals. 

Action potentials are higher in amplitude, but they only last around 1 ms. Postsynaptic 

potentials are lower in amplitude, but lasts around 10 ms. In addition, action potentials 

act as a quadrupolar current, meaning the magnetic field decays as 1/r3, while 

postsynaptic potentials act as a current dipole, with a corresponding field decay of 1/r2. 

The properties of these signals mean that postsynaptic potentials are more likely to 

temporally overlap and produce a large enough field to be measured extracranially 

using MEG. A single postsynaptic current is typically around 20 fAm (Hämäläinen et 

al., 1993), meaning that around 100,000 – 1000,000 of these must coincide to produce 

a measurable MEG signal. Dendrites occupy the grey matter of the brain, meaning 

postsynaptic potentials only originate in grey matter, constraining the locations of MEG 

contributors in the brain. 

The geometry of neurons further constrains the source of extracranial measurable 

signals. The dendrites of stellate neurons (section 2.1.1) point in all directions, meaning 

the fields measured far from the cell sum to zero. The dendrites of pyramidal neurons 

are approximately parallel to each other, with an overall net direction, meaning they 

create a measurable field at a distance from the cell. Pyramidal neurons are the 

primary excitatory cells in mammals, but the postsynaptic potentials (the signals 

primarily measured by EEG and MEG), which act as the input to these cells, can be 

both inhibitory and excitatory.  

2.3.2 Types of Electrophysiological Response 

Extracranial responses are commonly split into two categories: induced and evoked 

responses. Evoked potentials are changes in electrical potential specifically related to 

stimuli. These are time-locked and phase-locked to stimulus timings, meaning that 

responses occur with the same phase and latency relative to stimulus presentation. 

Induced responses are changes in the power of spontaneous rhythms, which are 

ongoing rhythms in the cortex, related to changes in cognitive states. Induced 

responses are time-locked to tasks and stimuli, but not phase locked, meaning that 

there will be between-trial variation in amplitude and phase of the signal. Different brain 

regions and tasks are associated with particular induced frequency responses, leading 

to a set of canonical frequency bands that can be used to characterise a response. A 

simple schematic of evoked and induced responses is shown in Figure 2.8. The 

following sections will describe these categories of electrophysiological response, both 
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evoked and induced, in greater detail, including the neuroscientific and clinical 

relevance of both. 

 

Figure 2.8: A simplified schematic showing evoked and induced responses in 
electrophysiological recordings. Evoked potentials occur with the same phase and 

latency following stimulus onset, meaning that simply averaging over trials will reduce 
the effect of random noise. Induced responses are changes in the power of ongoing 
spontaneous rhythms, related to a stimulus or task. Induced responses do not occur 
with the same phase between trials, meaning that simple averaging cannot be used 

to reduce the effects of noise. 

2.3.3 Evoked Responses 

Evoked potentials are phase-locked responses relating to processing of stimuli, 

occurring with the same shape and latency following sensory input. These were 

reported in humans shortly after Berger’s initial demonstrations of spontaneous 

rhythms, in response to light flickering at a specific frequency (Adrian and Matthews, 

1934). These responses are related to the transmission of information through neural 

pathways which occurs upon sensory stimulation, occurring at a particular latency and 

location depending on the neural pathway (e.g., visual, auditory) that is activated. An 

example of an evoked response is the P100 (Shigeto et al., 1998, Spehlmann, 1965), 

a visual evoked response which can be measured in the primary visual cortex (v1), 

relating to early visual processing. Further evoked responses often follow this, such as 

the P300 (Machado et al., 2014), occurring in higher cognitive regions (such as the 

parietal cortex), relating to the integration of visual information with higher cognitive 

processes such as attention and working memory. It is debated whether measured 

evoked responses are created by neural activation in discrete, functionally defined 
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domains (e.g., v1), superimposed on other neuronal signals and noise, or a stimulus-

induced phase-resetting of ongoing neural synchrony (Makeig et al., 2002). 

Both bottom-up and top-down processes contribute to the measured evoked 

potentials. For example, different types of stimulus (e.g., visual, auditory, sensory) will 

create different spatiotemporal evoked potentials due to differences in the type and 

location of sensory neurons which receive the stimulation, e.g., sensory neurons in the 

eyes or ears, reflecting a bottom-up flow of information. However, evoked potentials 

can also be modulated by higher order processes such as attention (Hillyard and Anllo-

Vento, 1998), reflecting top-down flow of information through neural pathways. 

Due to the phase locking of evoked potentials, they can be analysed quite simply by 

averaging over trials, reducing the effects of random noise (see Chapter 3). Due to the 

relationship between evoked potentials and stimulus processing in the brain’s sensory 

systems, they can be used clinically to detect malfunction in such systems (Halliday et 

al., 1973), manifesting as changes in waveform morphology. They can also be used in 

neuroscientific study, often in conjunction with induced and behavioural measures, as 

a marker of stimulus perception (Sutton et al., 1965, Du et al., 2017, Morgan et al., 

1996).  

2.3.4 Induced Responses 

Spontaneous rhythms were first measured in humans by Hans Berger in 1924 (Berger, 

1929), measuring what we now call the alpha rhythm, which was initially coined the 

Berger rhythm (Adrian and Matthews, 1934). In his experiments, approximately ten of 

these waves occurred per second while the subject was at rest with closed eyes, 

disappearing when the subject was fully attended to their environment. This was the 

first example of an induced EEG response in humans, i.e., a change in oscillatory 

power during a particular cognitive state, relative to a baseline cognitive state which is 

often a rest (no changing stimuli or task demands). To measure induced responses, 

the potentials must be squared and averaged over trials (see Chapter 3) as the waxing 

and waning pattern of spontaneous rhythms varies both within and between subjects 

(Pfurtscheller and Lopes da Silva, 1999, Adrian and Matthews, 1934), with no phase 

locking relative to stimulus presentation. In the case of the beta rhythm, the oscillations 

are often explicitly described as bursts (see Chapter 6) due to the extreme fluctuations 

that can be seen on the single trial level (Pfurtscheller, 1981, Pfurtscheller et al., 

1996b), as seen in Figure 2.9. 
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Figure 2.9: A figure taken from (Pfurtscheller, Stancak, and Neuper 1996b) showing 
bursting behaviour of induced brain activity in the low beta band. 

 

Induced responses come in the form of event-related synchronisation (ERS) and 

event-related desynchronisation (ERD) (Pfurtscheller and Lopes da Silva, 1999), 

corresponding to increases and decreases in oscillatory power, respectively, relative 

to baseline. Changes of these types are often split into a set of canonical frequency 

bands (Ullsperger and Debener, 2010), including delta (2 – 4 Hz), theta (4 – 8 Hz), 

alpha (8 – 13 Hz), beta (13 – 30 Hz) and gamma (30 – 100 Hz), which tend to be 

localised to particular regions of the brain, in response to a particular type of stimulus 

or task. These rhythms will be explained further in the subsections below. It must be 

noted that these descriptions aim only to provide a basis to understand the 

methodologies presented in later chapters, as research surrounding oscillatory 

rhythms is expansive and there are many distinct interpretations of the described 

effects that cannot be easily reconciled. 

The Alpha Rhythm 

The alpha rhythm, in the 8 – 13 Hz range, was the first spontaneous rhythm to be 

measured, nearly 100 years ago (Berger, 1929). These were found to be the strongest 

over the occipital cortex during a relaxed wakeful state with closed eyes and were 

interrupted by opening the eyes. Although the exact neurophysiological mechanisms 

underlying alpha oscillations are uncertain, experimental evidence and mathematical 

models have shown that alpha oscillations depends on the resonance properties of 

thalamo-cortical loops (see section 2.2.4) (Hindriks and van Putten, 2013, Da Silva et 

al., 1974, Steriade et al., 1990). Other studies have shown that both thalamic and 

pyramidal cortical neurons can have intrinsic “pacemaker” properties which encourage 

rhythmicity in the firing of connected circuits, leading to alpha oscillations (Da Silva and 
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Van Leeuwen, 1977, Andersen and Andersson, 1968). In addition, studies using iEEG 

in monkeys and humans have found convincing relationships between alpha 

oscillations and feedback (top-down) information flow (see section 2.2.4) in cortical 

circuits, showing directionality of alpha oscillations from higher order to lower order 

regions (Halgren et al., 2019, Van Kerkoerle et al., 2014).  

Alpha oscillations were long associated with an idling brain (Pfurtscheller et al., 1996a), 

such that the oscillation represents a default state for the visual network. Testing over 

more complex paradigms showed that alpha oscillations were reliably modulated by 

working memory load, and were directly related to task performance, leading to the 

hypothesis that alpha oscillations are related to active suppression of 

external/distracting information to prioritise task-relevant neural processes (Jensen et 

al., 2002, Tuladhar et al., 2007). In keeping with the putative models of alpha 

generation discussed above, it is likely that increases in alpha relate to increases in 

feedback inhibition in thalamo-cortical circuits (see section 2.2.4), essential in 

managing sensory information flow throughout cortex (Klimesch et al., 2007, Jensen 

and Mazaheri, 2010). 

The Beta Rhythm 

The beta rhythm was the second spontaneous rhythm to be reported by Hans Berger 

(Berger, 1930). These were smaller and faster (13-30 Hz) oscillations that seemed to 

replace the alpha rhythm upon opening of the eyes. These were later found to relate 

more closely to sensorimotor activity, with higher spontaneous power during rest, and 

reduction due to movement of one or more body parts (Neuper and Pfurtscheller, 2001, 

Pfurtscheller, 1981). Beta activity was also found to modulate with passive motor 

stimuli, i.e., touch, or imagined movements (Pfurtscheller et al., 2005, Pfurtscheller and 

Neuper, 2001).  

Given the fact that beta oscillations were strongest during inactivity (Pfurtscheller, 

1981, Pfurtscheller et al., 1996b, Stancak and Pfurtscheller, 1995), this rhythm was 

initially considered a correlate of an idling sensorimotor system. Similar to alpha, later 

studies showed that beta may relate to active inhibition in the sensorimotor network, 

with effects such as slowing of voluntary movements made during periods of high beta 

oscillatory power (Chen et al., 1998, Jensen et al., 2005, Gilbertson et al., 2005, 

Pogosyan et al., 2009). Other lines of evidence have related beta oscillations to inter-

regional connectivity, showing increased beta coherence (phase relationship) during 

known co-activity of brain regions (Roelfsema et al., 1997, Classen et al., 1998). In 

addition, forming another parallel with alpha, beta oscillations have been specifically 
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linked to top-down neuronal processes, with increased beta coherence in higher 

cognitive networks during periods of top-down attention-shifting processes (Buschman 

and Miller, 2007). As with alpha, the evidence relating beta oscillations to both 

behavioural inhibition and inter-regional connectivity suggests that these oscillations 

may be closely related to top-down inhibition in neural circuits, essential in managing 

information flow through neural pathways to higher cognitive regions (see section 

2.2.4). 

The Theta Rhythm 

Theta oscillations are defined as approximately 4 – 8 Hz, and are known to modulate 

with a variety of cognitive tasks, particularly those involving working memory 

(Klimesch, 1999, Sauseng et al., 2010). Theta rhythms are commonly measured 

across frontal midline electrodes/sources (Inanaga, 1998), although studies also report 

parietal theta activity related to working memory (Sauseng et al., 2005, Wolinski et al., 

2018). In addition, hippocampal theta is a well-studied phenomenon in animal brains 

(Nuñez and Buño, 2021), with phase-locking effects demonstrated between prefrontal 

and hippocampal theta in the rat brain (Siapas et al., 2005) and putative roles in 

navigational learning (Foster and Wilson, 2007) and working memory (Vertes, 2005). 

Experiments have shown that pacemaker properties in the medial septum (subcortical 

structure separating the two brain hemispheres, closely involved with the 

hippocampus) are likely to generate hippocampal theta (Gogolak et al., 1968), and 

relationships between frontal and hippocampal theta suggest a common generator 

(Mitchell et al., 2008, Soltani Zangbar et al., 2020). However, other studies have 

suggested a separate generator of frontal theta in the anterior cingulate (Asada et al., 

1999).  

Interestingly, during cognitive tasks, theta is usually shown to increase (ERS) during 

the attentive state, which is the opposite behaviour to alpha and beta, which reliably 

decrease (ERD) during increased attention. Some studies show relationships between 

theta rhythms and the default mode network (DMN) (Scheeringa et al., 2008, Tyvaert 

et al., 2008), an example of a functional network (see section 2.3.7) whose activity 

often negatively tracks attentiveness (Anticevic et al., 2012, Ceko et al., 2015). This 

relationship may explain the opposing behaviour of theta compared to alpha and beta, 

as periods of high amplitude theta may correspond to inactivity of the DMN to facilitate 

attention, just as periods of high amplitude alpha and beta correspond to inactivity of 

the visual and sensorimotor systems. As with alpha networks, this is likely achieved by 

top-down information flow in recursive neural circuits (Mitchell et al., 2008) which link 
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the hippocampus with the DMN through fronto-hippocampal pathways (Soltani 

Zangbar et al., 2020). 

Other Spontaneous Rhythms 

The delta and gamma rhythms will be described here for completeness, albeit in less 

detail as they are not the focus of this thesis.  

Gamma activity ranges from 30 – 100 Hz (Ullsperger and Debener, 2010) and is often 

associated with a state of cortical excitability. Evidence from animal experiments 

suggests that visual gamma, observed reliably with multiple modalities in primary 

visual regions, is related to bottom-up (feedforward) information flow in the visual 

pathway (Michalareas et al., 2016, Van Kerkoerle et al., 2014), reflecting the opposite 

process to alpha oscillations in the same system. Increases in gamma activity are often 

seen during ERD of the lower frequency bands, specifically theta and alpha, 

suggesting functional coupling, posited as a mechanism for guiding the flow of 

information in functional networks (Jensen and Mazaheri, 2010). This is supported by 

evidence relating gamma to synchronisation of spike timings in neural networks 

(Singer, 1993). Interestingly, gamma oscillations measured with stereo EEG (sEEG) 

are found to be spatially coupled to haemodynamic (blood flow) changes measured 

with fMRI (see section 2.3.5) (Lachaux et al., 2007), although the amplitudes of the 

signals are not directly coupled (Muthukumaraswamy and Singh, 2009, Butler et al., 

2017). 

Delta waves are those with frequencies below 4 Hz (Ullsperger and Debener, 2010), 

and are typically associated with sleep, particularly so-called slow-wave sleep, and are 

more prominent in children. Elevated delta power during wakeful states in adults has 

been associated with pathology. 

Post-Stimulus Induced Responses 

The sections above described how spontaneous rhythms may vary in power due to 

changes in cognitive state. Another group of induced responses are those that occur 

shortly after a change in cognitive state, more specifically, during a transition between 

an engaged state and rest, i.e., a post-stimulus response. These have long been 

studied in the beta band following movement (Pfurtscheller, 1981, Pfurtscheller et al., 

1996b), and are often referred to as post-movement beta rebounds (PMBR). The 

PMBR is defined as a post-movement ERS in beta power, usually occurring in 

contralateral motor regions, lasting 6 – 10 s (Neuper and Pfurtscheller, 2001). This 

effect has been described as a temporary increase in the number of beta burst events 

(Pfurtscheller, 1981, Pfurtscheller et al., 1996b), i.e., moments of high amplitude beta 
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activity that sum over trials to form a smooth ERS (see Chapter 6), as shown in Figure 

2.10. A similar post-stimulus ERS effect is seen in the alpha band too, spanning 

central, parietal and occipital regions (Neuper and Pfurtscheller, 2001, Mullinger et al., 

2013, Mullinger et al., 2017), following both movement and visual stimulation. Although 

these are usually termed post-stimulus responses, it should be noted that we refer to 

these in later chapters as post-task responses (PTRs) as we find that responses of 

this type follow cognitive tasks as well as sustained sensorimotor or visual stimuli (see 

Chapter 5). 

 

Figure 2.10: A schematic of the post-task induced response, measured with MEG or 
EEG following stimulus or task cessation and lasting for up to 10 s. This response 

must occur at the start of a rest period, not during a period of continued engagement. 
See Figure 2.11 for the equivalent response in BOLD fMRI data. 

The precise neural mechanisms that produce post-stimulus responses in EEG and 

MEG are not fully understood, but there is a wealth of evidence that relates post-

stimulus ERS in alpha and beta to inhibition of cortical networks (Neuper and 

Pfurtscheller, 2001, Chen et al., 1998, Mullinger et al., 2013, Mullinger et al., 2017, 

Pakenham et al., 2020, Pfurtscheller et al., 2005, Fry et al., 2016). Evidence includes, 

but is not limited to: the fact that these rhythmic increases occur during inactivity rather 

than activity, or during periods of behavioural inhibition (Pfurtscheller et al., 1996b, 

Pfurtscheller et al., 2005); these responses scale in magnitude in seemingly more 

demanding task conditions (Fry et al., 2016, Pakenham et al., 2020); these responses 

are greater after termination of real vs imagined movements (Solis-Escalante et al., 

2012). In keeping with established evidence surrounding neural oscillations in the 
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alpha and beta bands (see section 2.3.4), these responses may be generated by top-

down information flow in circuits which link the thalamus to cortical sensory networks, 

limiting the sensory information flowing to higher cortical regions following cessation of 

task-related processes. 

This group of responses is made particularly interesting by the many reported links 

with pathology, including patients with schizophrenia (Gascoyne et al., 2021, Hunt et 

al., 2019), autism spectrum disorder (ASD) (Gaetz et al., 2020) and multiple sclerosis 

(MS) (Barratt et al., 2017b). In the case of schizophrenia, the PMBR was shown to 

scale with symptom severity (Gascoyne et al., 2021), with recent onset and established 

patients showing progressive reduction in PMBR amplitude compared to healthy 

controls, giving the PMBR potential as a prognostic marker of neurological illness. 

Given the putative role of beta oscillations in inter-regional connectivity (discussed 

earlier in this section), enabling top-down control of neural circuits, the reduced PMBR 

in schizophrenic patients may relate to disrupted network integrity, an effect which has 

been documented with multiple modalities (Wheeler and Voineskos, 2014, Friston, 

2002). In the case of ASD, the PMBR is again shown to be reduced in patients 

compared to controls (Gaetz et al., 2020), which may reflect impaired inhibitory 

mechanisms in neural circuits involved with motor planning and control, a well-

documented effect in ASD patients (Kana et al., 2007, Yuk et al., 2020). In MS patients, 

the PMBR is delayed, with a longer time-to-peak compared to controls, which is 

consistent with reduction in processing speed (Strober et al., 2009), likely caused by 

structural degradation (Schoonheim et al., 2015), particularly in white matter (see 

section 2.2.1).   

2.3.5 Haemodynamic Signals 

MRI primarily images Hydrogen nuclei (protons) in the body (see Chapter 4), and 

therefore cannot directly image brain activity, which largely takes the form of electrical 

impulses. However, several scanning techniques exist in MRI which, when performed 

at a high enough temporal resolution (several seconds), are able to take measures 

which can be used as proxies of brain function. These measures include cerebral blood 

flow (CBF), cerebral blood volume (CBV), and the blood oxygenation level dependent 

(BOLD) signal. CBV is a measure of how much volume is occupied in a given space 

by blood vessels, while CBF is a measure of the rate of flow through these blood 

vessels. In addition, metabolic rate of oxygen consumption (CMRO2), which describes 

the rate of energy consumption in a particular region, can be estimated using models 

that relate the BOLD signal to the CBF signal (Xu et al., 2009). The term functional 

MRI (fMRI) can be used to describe any measurements of these types, although it is 
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usually used to describe the BOLD signal, which arises due to a combination of CBF, 

CBV and CMRO2. How the BOLD signal, which is the subject of Chapter 7, is believed 

to be generated due to different underlying neuronal activity will be explained in detail 

in this section, linking to the changes in CBF, CBV and CMRO2 that have been either 

been reported or modelled. 

The Primary BOLD Response 

When activity in an ensemble of neurons increases, there is a local increase in CMRO2, 

reflecting the increased demand for oxygen (Logothetis and Wandell, 2004). The 

increase in neuronal activity triggers relaxing of smooth muscle surrounding blood 

vessels, causing an increase in both CBF and CBV, supplying oxygenated blood to 

tissues surrounding the neurons. Oxygenated blood contains oxyhaemoglobin, which 

is diamagnetic, whereas deoxygenated blood contains deoxyhaemoglobin, which is 

paramagnetic. Paramagnetic deoxyhaemoglobin distorts local magnetic fields, 

creating a relative drop in MR signal (see Chapter 4). When the brain is at rest the 

average amount of neuronal activity remains relatively stable, reflected in a consistent 

ratio of oxy/deoxyhaemoglobin. However, when the brain is performing a task, 

neuronal activity in recruited regions significantly increases. The subsequent increase 

in CBF and CBV following activation overcompensates for the rise in CMRO2, thus 

shifting the composition of blood towards diamagnetic oxyhaemoglobin, primarily in 

the capillaries and venules (Ogawa et al., 1993a). As a result, the local MRI signal (see 

Chapter 4) increases, peaking around 6 s after stimulation (see Fig. 2.11). This is 

known as the primary peak and is the most well-understood part of the BOLD 

response.  

The Post-Stimulus BOLD Response 

The post-stimulus undershoot is a second robust feature of the BOLD response, 

consisting of a drop in signal below baseline around 6 s after stimulus cessation, taking 

up to a minute to recover to baseline (Frahm et al., 1996). The origin of this part of the 

response with respect to CBF, CBV and CMRO2 is highly debated (van Zijl et al., 2012). 

The earliest model proposed that CBF and CBV were tightly coupled, and dropped 

after stimulus cessation, while CMRO2 recovered more slowly, as excess energy is 

required to supply ionic pumps in neuron cell membranes which bring membrane 

potentials back to rest (see section 2.1.2), leaving an excess demand for oxygen which 

would temporarily deplete oxyhaemoglobin and create a drop in signal below baseline 

(Kruger et al., 1996, Frahm et al., 1996). This model implies a post-stimulus BOLD 

response that is proportional to the amount of local neuronal activity that has occurred 
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during a stimulus or task, reflected in the energy required to rebalance the local ionic 

gradients. An alternative model instead proposed that it was CBV that recovered more 

slowly than CBF and CMRO2 due to venous ballooning (Buxton et al., 1998). In this 

model, the vasculature surrounding an ensemble of neurons is modelled as a balloon 

with elastic properties, where the balloon inflates following stimulation due to relaxing 

of the smooth muscle and the subsequent increase in CBV and CBF. Following 

stimulus cessation, CBF drops, but CBV cannot fall as fast due to the elastic properties 

of blood vessel walls, creating a temporary reduction in relative oxygenated blood 

concentration. This model also implies a post-stimulus BOLD response that is 

proportional to the primary peak, as a greater primary peak implies greater CBV, which 

should translate to a proportional ballooning effect. The balloon model was a 

particularly popular interpretation of the BOLD response, leading many to believe that 

the post-stimulus undershoot was merely a vascular consequence of the primary peak, 

holding no excess information about neuronal processes. However, later studies have 

provided evidence that the post-stimulus undershoot may be driven in part by an 

undershoot in CBF (Chen and Pike, 2009, Mullinger et al., 2013, Sadaghiani et al., 

2009), which is thought to relate to a local shift towards neuronal inhibition (see section 

2.1.3). This will be explored further in Chapter 7. This forms an interesting parallel with 

existing theories of the post-stimulus M/EEG response (beta/alpha rebound), which 

has been posited as a mechanism for inhibitory control (Pfurtscheller et al., 2005, 

Pakenham et al., 2020, Mullinger et al., 2017). 
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Figure 2.11: A schematic of the BOLD response to a stimulus or task. The peak of 
the response occurs around 5 – 6 s after stimulus onset. Following stimulus 

withdrawal, the response “undershoots” before returning to baseline. This response 
can be flipped (negative peak and poststimulus overshoot) in task-negative brain 

regions. The equivalent response for M/EEG data can be seen in Figure 2.10. 

Like the PMBR in electrophysiology, the post-stimulus BOLD response has also been 

shown to modulate in clinical populations compared to controls. In patients with 

schizophrenia, the post-stimulus BOLD response was reduced in amplitude (less 

negative undershoot) (Hanlon et al., 2016). Importantly, there was no effect on the 

primary response, suggesting that the post-stimulus phase of the response may have 

a distinct neuronal origin. This forms a parallel with the studies mentioned in section 

2.3.4, which showed that the PMBR was reduced in patients with schizophrenia, while 

the during-stimulus response was not (Gascoyne et al., 2021, Hunt et al., 2019). In 

addition, patients with ASD also showed reduced post-stimulus BOLD response, with 

no reduction of the primary response (Murray et al., 2020), forming another parallel 

with the PMBR (Gaetz et al., 2020). Similar to the electrophysiological cases, the 

studies discussed here speculated that the reduced post-stimulus BOLD response was 

related to reduced inhibitory processing. 

2.3.6 Negative BOLD Responses 

As well as the haemodynamic response shown in Figure 2.11, where a positive primary 

peak is followed by a negative undershoot. There are many reported instances of the 

opposite behaviour – negative primary peak, sometimes followed by a positive 

overshoot. These can occur in regions surrounding a positive BOLD response, thought 

to be at least partially caused by a “stealing” of blood flow due to nearby activation 

(Devor et al., 2005, Harel et al., 2002). However, negative BOLD responses have also 
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been reported in ipsilateral regions where the contralateral equivalent region is 

activated (Hamzei et al., 2002, Mayhew et al., 2022), thought to relate to increased 

inhibition, leading to decreased neuronal firing, in the ipsilateral part of a bilateral 

network. In addition, negative BOLD responses are reported in task-negative networks 

(see section 2.3.7), which are shown to be neuronal in origin, and become more 

negative with more challenging task conditions, likely reflecting inhibitory processes 

(Lin et al., 2011). Positive post-stimulus BOLD responses (overshoots) have been 

reported in some studies (Sten et al., 2017, Anticevic et al., 2012, Grimm et al., 2009), 

but are less pronounced than post-stimulus undershoots and are not properly 

accounted for in models of the post-stimulus response involving sustained CMRO2 or 

CBV.  

2.3.7 Resting State Functional Networks 

The discussion so far has been concerned with task-based changes in haemodynamic 

activity. However, one of the major discoveries made using fMRI was the identification 

of functional networks, i.e., groups of regions with correlated dynamics, that became 

active during resting state (Biswal, 2012). The novelty in this discovery was the fact 

that the nodes within these networks, which were already known to co-activate during 

relevant tasks, became spontaneously co-activated while the brain was not engaged 

in any particular activity, suggesting that these regions are closely connected in 

neuronal circuitry (see section 2.2.4). Since this discovery, there is a vast field of study 

into how the network organisation of the brain is perturbed by different activities, 

pathologies, and demographics (Fox and Greicius, 2010). More recently, studies have 

achieved similar results using MEG, identifying a range of networks whose activity 

spontaneously becomes synchronised during rest (Brookes et al., 2011a). Despite the 

fundamental differences in the generators of MEG and fMRI signal, similarities in 

resting state network connectivity suggest that meaningful comparisons can be made 

between the two modalities. 

Commonly identified functional networks include the visual and sensorimotor 

networks, consisting of bilateral visual and sensorimotor regions, respectively. Other 

networks, such as the dorsal attention network (DAN), default mode network (DMN) 

and salience network (SN), are comprised of both superficial and deep brain regions 

which are spatially dispersed over the brain. The DAN, as the name suggests, has 

long been associated with increased attention, particularly in tasks that involve 

executive function such as working memory (Szczepanski et al., 2013). This is not 

surprising given that the superficial component of the DAN is formed of the frontal eye 

fields, known to be involved in the planning and execution of saccadic eye movement 
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(Schall, 2004) required for spatial sampling of the environment, as well as regions in 

the parietal cortex, known to be involved in maintaining and manipulating information 

in working memory (Koenigs et al., 2009, Curtis, 2006). The DMN is often shown to 

negatively track attention, forming a counterpart to the DAN in many cases (Raichle, 

2015). The DMN is formed of bilateral prefrontal, parietal, and temporal nodes, as well 

as the posterior cingulate. This network is often associated with mind-wandering and 

rest, previously referred to as the task-negative network. The SN is formed of the 

bilateral insula, anterior cingulate and dorsolateral prefrontal cortex, and is often co-

modulated with either the DAN or DMN. This network has been linked to addressing 

homeostatic demands (Seeley, 2019), as well as switching between the DAN and DMN 

(Goulden et al., 2014). 

2.3.8 Relationship between MEG and fMRI Signal 

As described in section 2.3.1, EEG and MEG measure synchronous postsynaptic 

potentials to pyramidal neurons, which primarily exist in the grey matter, with sensitivity 

that decreases with depth. The BOLD signal reflects the delivery of oxygen to these 

same neurons, meaning there is some correspondence between the two signals. 

However, BOLD signal, as well as being much slower, is not limited to particular types 

of neuron, does not decrease in sensitivity with depth, and does not require 

synchronicity of firing. Although the origin of the BOLD signal is complex, the primary 

mechanism by which it is linked to neuronal activity is energy consumption. Attwell and 

Lauglin estimated that around three quarters of the energy consumption of the neuron 

is associated with the repolarisation phase of neuronal activity (Attwell and Laughlin, 

2001). This energy is required to supply active transport through pumps to rebalance 

ionic gradients across the cell membrane. As the majority of ion movement across the 

cell membrane occurs due to neuronal input at the dendrites, we can infer that most of 

the energy, and therefore oxygen consumption, of the neuron occurs due to 

postsynaptic activity rather than the action potential itself. This has been demonstrated 

in many animal studies that compared the BOLD response to both spiking (action 

potential) activity and local field potentials (LFPs, i.e., synchronous postsynaptic 

activity), showing consistently stronger relationships between BOLD and LFPs than 

spiking activity (Logothetis et al., 2001, Shmuel et al., 2006, Goense and Logothetis, 

2008). Although difficult to replicate non-invasively in humans, these studies provide 

support for the relationship between BOLD and extracranial neuronal measures such 

as EEG and MEG, which are thought to be primarily driven by LFPs. 

Many studies have tried to uncover the neurovascular coupling between fMRI and 

M/EEG measures in Humans, but the topic remains challenging. A commonly reported 
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effect in concurrent recording of EEG and BOLD is an inverse relationship between 

changes in alpha/beta oscillatory power and BOLD signal (Ritter et al., 2009, Yuan et 

al., 2010, Pang and Robinson, 2018). It may seem at odds that high amplitude 

oscillations are measured in the EEG while the metabolic oxygen consumption is 

reduced in the same regions and time windows. However, following on from the 

discussions so far on the origins of electrophysiological oscillations (see section 2.3.4) 

and the BOLD signal (see section 2.3.5): EEG oscillations are a measure of 

synchronous postsynaptic currents in neurons, which, in the case of alpha and beta 

oscillations, are thought to relate to feedback processes in neural circuits (Halgren et 

al., 2019, Van Kerkoerle et al., 2014), predominantly relating to inhibitory neuronal 

signalling (Jensen et al., 2002, Tuladhar et al., 2007, Chen et al., 1998). This has the 

overall effect of reducing neuronal firing, leading to lower metabolic demands and thus 

a reduction in BOLD signal. Conversely, a reduction of alpha/beta oscillations is likely 

reflective of increased feedforward processes relating to the propagation of sensory 

information through thalamo-cortical and intra-cortical pathways, which has the effect 

of increasing overall neuronal firing, increasing the metabolic demand. This inverse 

relationship between neural oscillations and BOLD is supported by invasive recordings 

in humans, showing negative relationships between beta oscillations and BOLD 

(Conner et al., 2011). 

Two components of the EEG signal that are known to relate more directly to the BOLD 

signal than oscillations in the alpha/beta range are gamma oscillations (Lachaux et al., 

2007, Conner et al., 2011) and ultra-low frequency components (< 0.2 Hz) (Zarahn et 

al., 1997, Robinson et al., 2006, He et al., 2008, Pang and Robinson, 2018). Gamma 

oscillations have already been discussed briefly in section 2.3.4, and may relate to 

BOLD more closely than alpha/beta as they are thought to relate to feedforward (states 

of excitation) processes rather than feedback (Michalareas et al., 2016, Van Kerkoerle 

et al., 2014). However, the two signals have been shown to dissociate in visual 

paradigms, such that BOLD signal responds to total visual input while gamma band 

activity responds to the degree of relationship between the inputs (Butler et al., 2017). 

This finding highlights the role of neural oscillations in the integration of information 

across both focal and widespread functional domains, an effect that is thought to relate 

directly to oscillatory phase relationships (Fries, 2015). Gamma also modulates with 

features of visual stimuli such as shape, position and movement speed, demonstrating 

sensitivity to the type of information that is being processed by visual networks 

(Muthukumaraswamy and Singh, 2013). The BOLD signal, although clearly a marker 

of brain activity, is unlikely to be sensitive to fast interactions between functional 
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domains, and thus responds more closely to overall energy consumption in a region 

rather than specific features of the information being processed. The relationship 

between BOLD and ultra-low frequency components in EEG is particularly interesting 

as these components are nearly always filtered out in pre-processing using a highpass 

filter set at around 1 Hz. Mathematical models using neural field theory have shown 

that alpha oscillations and BOLD may be related to high and low frequency 

components of the same underlying neural activity, both being generated by variations 

in cortico-thalamic and intra-thalamic feedback (Pang and Robinson, 2018).  

Given the discussion so far, a question arises as to how these relationships between 

BOLD and M/EEG signal continue, or dissociate, during the post-stimulus response. 

We have already established that a rise above baseline in the MEG signal is often 

associated with increased inhibition, particularly related to feedback neuronal 

signalling. Conversely, increases above baseline in BOLD are associated with 

increased excitation. The most well-studied post-stimulus MEG response is the PMBR, 

characterised by a post-stimulus increase in beta band power in the contralateral motor 

cortex following movement, with strong evidence supporting an inhibitory role in the 

motor network. Multimodal work has shown that positive BOLD responses (i.e., 

positive primary peak and post-stimulus undershoot) coincide spatially with the PMBR 

(Stevenson et al., 2011) as well as alpha band responses in contralateral motor regions 

(Mullinger et al., 2013). Spatial correspondence, as well as trial-wise amplitude 

correspondence, has also been reported between visual alpha post-stimulus 

responses and the BOLD post-stimulus undershoot (Mullinger et al., 2017). Given 

these relationships, it is reasonable to assume that a positive primary peak in BOLD is 

driven by the rise in neuronal excitation related to a decrease in M/EEG oscillatory 

power, and a post-stimulus undershoot in BOLD is driven by the rise in neuronal 

inhibition, and thus a decrease in energy consumption, related to an increase in M/EEG 

oscillatory power. However, these results remain untested in post-stimulus responses 

outside of primary sensory regions, primarily due to the lack of existing work on post-

stimulus M/EEG responses in a wider range of cortical networks. Another question that 

arises is why post-stimulus overshoots (above baseline) in BOLD seem to have no 

obvious neuronal counterpart in M/EEG data. According to current understanding, 

overshoots in BOLD should have a correlate in M/EEG data that relates to a state of 

increased excitation. Based on the discussion so far, this could manifest as increased 

gamma band activity, or a post-stimulus dip in lower frequency (theta, alpha, beta) 

oscillatory power, although neither of these effects, to our knowledge, have been 

demonstrated. 
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2.4 Summary 

This chapter has described how brain function arises due to activity of single neurons, 

and how this activity scales up to the macroscopic signals that are measured with 

techniques such as MEG and fMRI. The following chapters will describe how these 

macroscopic signals are acquired and analysed. 
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3 Magnetoencephalography 

3.1 MEG Data Acquisition 

The first MEG recording was performed in 1968 by David Cohen using a copper 

induction coil as a sensor within a magnetically shielded room (MSR) (Cohen, 1968). 

Such sensors resulted in poor quality recordings with lots of noise. Cohen later 

demonstrated the use of superconducting quantum interference devices (SQUIDs) to 

record MEG, along with a better MSR, resulting in much greater signal quality (Cohen, 

1972). He performed a similar experiment to Hans Berger’s initial EEG experiment, 

showing an increase in spontaneous alpha oscillations with eyes closed, compared to 

open (see Chapter 2). Although MEG has undergone much development since this 

initial demonstration, with commercial systems now housing several hundred SQUID 

sensors, the same underlying principles remain. The following sections will describe 

the principles of MEG acquisition using SQUIDs, which are used in the experimental 

work presented in Chapters 5 and 6.  

 

Figure 3.1: An image taken from (Vrba 2002) comparing the magnetic fields 
measured from the brain with those measured from external sources and other 

biomagnetic sources.  

3.1.1 SQUID Operation 

Magnetic fields originating from synchronous action of neurons (see Chapter 2) are 

extremely small, occupying a range of tens to several hundred femtoTesla (fT) at the 

scalp surface, which is many orders of magnitude smaller than magnetic fields created 
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by nearby objects such as cars or electrical appliances (Vrba, 2002), as shown in 

Figure 3.1. This section will describe how superconductivity and Josephson junctions 

are used in superconducting quantum interference devices (SQUIDs) to measure 

these incredibly small magnetic fields. 

Superconductivity describes a state at which there is no electrical resistance below a 

particular critical temperature, 𝑇𝑐. This state is described using the theory proposed by 

Bardeen, Cooper and Schrieffer in 1957, known as BCS theory (Bardeen et al., 1957). 

Conductors can be described as a positively charged lattice formed of cations 

(positively charged ions) containing a “sea” of negatively charged electrons that can 

flow through the material. BCS theory states that when an electron travels through a 

lattice, the positive ions in the lattice are attracted to the electron via the 

electromagnetic force, bringing them closer towards the electron. This creates a slight 

increase in the positive charge density around the position of the electron, causing 

nearby electrons to be attracted towards this area. This process binds electrons into 

Cooper pairs. In a regular conductor, the Pauli exclusion principle forbids electrons 

(and all fermions) from occupying the same quantum state, meaning each electron is 

described by a distinct wavefunction that interacts with the surrounding lattice, causing 

electrical resistance. However, Cooper pairs are bosons, meaning that all electrons in 

the conductor can occupy the same quantum state, described by the same 

macroscopic wavefunction (Bardeen, 1950). The macroscopic wavefunction forms a 

lower energy, and thus favourable state for the electrons. Importantly, the macroscopic 

wavefunction is not sensitive to lattice interactions that cause the scattering of 

individual electrons in a regular conductor. As a result of this, current flows in a 

superconductor with zero resistance. This state is easily broken by thermal energy, 

meaning 𝑇𝑐 is often only a few degrees above absolute zero.  

A consequence of the macroscopic wavefunction in a superconductor is quantization 

of magnetic flux. In a classically conducting loop, magnetic flux, which is the magnetic 

field that passes through the loop, induces a current in the loop via electromagnetic 

induction. In a superconducting loop, magnetic flux causes the wavefunction to acquire 

phase. However, as the wavefunction must be continuous (single-valued) at any given 

point around the entire loop, phase changes caused by flux must change the phase of 

the wavefunction enough to bring it back to its original phase. In other words, flux is 

quantized, where a single flux quantum has value 𝛷0 =
2ℏ

𝑒
 (around 20 fT/m2). Flux 

quantization is essential to the operation of SQUIDs (Clarke, 1989), enabling reliable 

measurement of field changes on the order of a single flux quantum. 
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Josephson junctions (Josephson, 1962) are superconductors separated by a thin 

insulator, often oxide layers. As long as the barrier is thin enough, Cooper pairs are 

able to tunnel through, meaning the wavefunction remains coherent on both sides of 

the junction. With no current applied to the system, there is no bias in tunnelling 

direction, thus the phase of the wavefunction at each side of the junction remains the 

same. A voltage applied to the system creates a phase difference in the wavefunction 

either side of the junction, relating to the tunnelling current, 

𝐼 =  𝐼0 sin(𝛿), (3.1) 

where 𝐼0 is the maximum supercurrent in the junction, and 𝛿 is the difference in phase 

between the superconductors either side of the junction. This relationship between 

phase and current is critical in the operation of SQUIDs. 

 

Figure 3.2: A superconducting loop with a pair of Josephson junctions in parallel, 
forming the basis of a SQUID magnetometer. A bias current flows from A to B, 

splitting equally between junctions 1 and 2. With no applied magnetic flux, the phase 
of the wavefunctions at each side should be the same. An applied flux adds an 

additional current which flows in a single direction around the loop, creating a phase 
difference at each junction based on the adjusted tunnelling current. This produces a 

quantum interference pattern at side B which produces a measurable voltage. 

SQUIDs exploit the relationship between phase and current by connecting two 

Josephson junctions in parallel. A biasing current is applied to the loop from side A to 

side B (see Fig. 3.2). The supercurrent splits between junctions 1 and 2, tunnelling 

through each with the same resultant phase at both junctions. The wavefunctions then 

interact at side B via quantum interference.  
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The magnetic flux is the field that passes through a given area (the area formed by the 

superconducting loop in our case). Magnetic flux through a conducting loop induces a 

current in the loop via electromagnetic induction. In a superconducting loop, flux is 

quantized, suc With no magnetic flux through the loop, the phase difference between 

junctions 1 and 2 will be the same. However, magnetic flux will induce a further current 

in the loop that flows in a single direction, i.e., it will reduce the tunnelling current at 

one junction and increase the tunnelling current at the other. This results in a phase 

difference in the wavefunction at the two junctions, 𝛷, creating a change in the voltage 

measured between points A and B,  

𝑉 ∝ cos (
2𝑒

ℏ
𝛷) , (3.2) 

thus allowing the SQUID to infer the amount of magnetic flux through the loop. This 

expression is periodic, with period equal to the flux quantum, 𝛷0, meaning many flux 

values will give the same voltage (voltage vs flux plotted in Fig. 3.3). This issue is 

solved by using a separate circuit, inductively linked to the SQUID, that provides an 

equal and opposite field to the flux through the SQUID. This means the voltage across 

the SQUID is kept constant (at a so-called “lock point”), allowing measurement of the 

voltage (and therefore the magnetic flux) using the separate circuit. While the SQUIDs 

allow the calculation of magnetic flux, the fields read by the MEG system are initially 

received by an arrangement of pickup coils, also made of superconducting material, 

with corresponding circuits which inductively pass the measured fields to the SQUID 

loop (Wierenga, 1993). This is shown in the simplified schematic in Figure 3.3. To 

remain superconductive, SQUIDs must remain submerged in a dewar filled with liquid 

helium. The SQUIDs themselves are kept high up in the dewar, while the pickup coils 

are arranged in a helmet configuration around the head. An insulating layer protects 

the participant from the extremely cold temperature, meaning the pickup coils are 

always several centimetres away from the scalp. 
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Figure 3.3: A schematic showing operation of a SQUID magnetometer, which can be 
used to take a MEG recording. The SQUID consists of a loop of superconductive 

material, with two Josephson junctions in parallel. The phase of the superconductive 
wavefunction at each junction is dependent on the tunnelling current. Magnetic flux 

through the loop creates a difference in the phase between the two opposing 
junctions, which creates a measurable voltage. A separate pickup circuit picks up the 
magnetic fields from the subject’s brain, which are inductively passed to the SQUID.  

3.1.2 Magnetometers and Gradiometers 

The measured flux at the pickup coils of a MEG system will be a sum of 

neurophysiological signals from all parts of the brain, as well as physiological artefacts 

from the rest of the body and external noise. The design of pickup coils can affect the 

sensitivity of MEG measurements to these different signals. The simplest pickup coil 

design is a single loop, where the SQUID acts as a magnetometer (Vrba and Robinson, 

2001). In this configuration, magnetic flux induces a current in the pickup coil, which is 

inductively passed to the SQUID. An issue with magnetometers is that they are 

particularly sensitive to unwanted signal from the rest of the body and environment. 

Hardware gradiometers (Vrba and Robinson, 2001) employ two oppositely wound 

pickup coils separated by a short distance. Here, the difference in magnetic field 

between the two coils is measured by the SQUID rather than the absolute magnetic 
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flux. Because magnetic fields from a current dipole decay with the cube of distance, 

the change in flux between the two coils will be much greater for nearby sources, 

making gradiometers particularly sensitive to more superficial sources. In turn, this 

makes gradiometers less sensitive to deep sources, but also environmental noise, 

making them preferrable over magnetometers in most cases. The type of gradiometry 

described here is referred to as first order gradiometry. 

3.1.3 Synthetic Gradiometry 

Modern MEG systems have the ability to achieve higher order gradiometry using 

combinations of coils in different positions (Vrba and Robinson, 2001). These are often 

referred to as synthetic gradiometers as they are applied post-hoc, with the raw signal 

still being read by hardware first order gradiometers or magnetometers. Second order 

gradiometry is often achieved by comparing the signal at a first order gradiometer with 

a set of reference coils which sit much higher than the pickup coils in the dewar. Third 

order gradiometers (and even higher orders), available exclusively in CTF MEG 

systems (as used in this thesis), are created using combinations of first order 

gradiometers as well as the reference coils. Synthetic gradiometry allows for superior 

noise reduction compared to magnetometers, as can be seen in Figure 3.4. 

 

Figure 3.4: A comparison of the noise profile for magnetometers, hardware first order 
gradiometers and synthetic higher order gradiometers, taken from (Vrba and 

Robinson 2001). These were measured using a 151-channel MEG system with 29 
reference coils, within a magnetically shielded room. 

3.1.4 Magnetic Shielding 

Even with the use of gradiometers, the time-varying fields that will be induced in the 

SQUIDs due to activity outside of the lab will make it impractical to record MEG signal. 

This is demonstrated by the magnitude comparison in Figure 3.1. To create a 
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magnetically quiet environment for brain signals to be recorded, SQUID systems are 

placed in MSRs. In typical MSRs, quasi-static external fields (varying at <10 Hz) are 

largely removed by an effect known as flux shunting (Hoburg, 1995). This phenomenon 

relies on the high magnetic permeability of materials such as mu-metal, which provide 

a low magnetic reluctance route for external fields, causing them to be guided through 

the material rather than permeating the room. Higher frequency external fields are 

mitigated using eddy current cancellation (Celozzi et al., 2008). Conductors exposed 

to time-varying magnetic fields will produce a current, known as an eddy current, which 

produces a flux which opposes the applied magnetic field. This means higher 

frequency external fields are repelled. Layers of highly conductive materials such as 

copper or aluminium are used for MSRs to maximise this effect. A standard MSR for 

MEG is cuboidal in shape, consisting of several layers of mu-metal as well as layers 

of either copper or aluminium. 

3.1.5 Experimental Setup 

The experimental setup for MEG recording is relatively standard across MEG vendors 

and sites. The steps that must be taken are as follows: 

• Connecting hardware: Any hardware required for the task, such as button 

boxes, must be connected to a stimulus computer outside the MSR that 

controls the presentation of stimuli. Parts that are inside the MSR must be 

connected to other electronics via waveguides, which are thin bores in the MSR 

wall. Most electronics must be kept outside of the MSR to maintain a 

magnetically quiet environment. Visual stimuli are presented to the participant 

via a projector, which projects through a waveguide onto a mirror setup, 

allowing the participant to view images on a screen. 

• Stimulation/trigger setup: Programs must be set up on a stimulation 

computer which present stimuli and tasks to the participant. These programs 

control the timing of different stimuli, whilst also sending triggers that encode 

the timing of each stimulus within the dataset. Triggers in MEG are often 8-bit 

digital signals sent via parallel ports, meaning multiple triggers can be sent 

simultaneously as long as only mutually exclusive 8-bit values are chosen. 

• Participant setup: Even though MSRs and gradiometers are used to reduce 

noise in MEG scanning, there are still residual fields in the MSR, meaning that 

any metal on the participant can create considerable noise, either due to 

ferromagnetic impurities or movement of the metal through the residual field. 

For these reasons, participants must remove all metal before scanning, and 

participants with non-removable metal (e.g., dental implants) may be 
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unsuitable for scanning entirely. Once in the scanner, it is easy to identify 

whether there is residual metal present on the participant as there will be large 

artifacts in the MEG data during small movements like blinking and breathing.  

• Fiducial markers and head digitisation: Before entering the scanner, a set 

of fiducial markers (usually 3) must be fixed to the participant’s head. These 

are electrodes that are energised during the scan, providing landmarks which 

can be located by the MEG scanner. In conjunction with this, it is common to 

create a head digitisation, giving a set of points in 3D space that trace the 

surface of the head relative to the fiducial points. The digitisation is used later 

for co-registration (see section 3.1.6) with an anatomical MRI. 

A schematic of a standard MEG experimental setup is shown in Figure 3.5. 

 

Figure 3.5: A schematic of a standard MEG lab, taken from (Vrba 2000). The MEG 
dewar is positioned inside a magnetically shielded room (MSR) to mitigate the effect 
of external fields. Most electronics remain outside the MSR to prevent noise, with key 
components such as button boxes (or other stimulation/response equipment) being 

fed through waveguides, which are thin bores in the MSR wall. 

3.1.6 Anatomical Co-Registration 

For many applications of MEG, it is critical to know the precise locations of activity in 

the brain (see section 3.2.1). This can be achieved using anatomical co-registration, 

which is the process of mapping an anatomical MRI to the fiducial markers and 

digitised head surface collected during the scanning session. We therefore need an 

MRI of the whole head with good contrast and high resolution (see Chapter 4), which 

must be transformed to the same coordinate space as the MEG sensors. The position 

of the fiducial markers is known relative to the MEG, so once the MRI is moved to the 

same coordinates as the fiducials and corresponding head digitisation, we can discern 
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the position of the brain relative to each of the MEG sensors. This process is illustrated 

in Figure 3.6. 

Digitisations can be created in several ways. The two methods used for the data 

presented in this thesis will be described here. The grip-force data in Chapter 6 used 

digitisations from a Polhemus FASTRACK digitiser (Polhemus, Colchester, VT, USA). 

This system consists of a transmitter box which faces the participant, a receiver which 

is placed on top of the head, and a stylus whose position is known relative to the 

receiver. The stylus can then be traced around the head surface to create a 3D 

digitisation. The n-back data presented in Chapters 5 and 6 used a Structure Sensor 

(Occipital Inc., San Francisco, CA, USA) which uses a combination of infrared laser 

light and visible light to create a 3D colour model of the head. Here, green stickers can 

be placed on top of the fiducial markers so these positions can be located and marked 

in the digitisation points. 

Because the MRI is a volume image and the digitisation is a point cloud representing 

only the outer surface, we must first convert the outer surface of the head in the MRI 

to a 3D cloud of points. Then, an algorithm such as iterative closest point (ICP) can be 

applied (Rusinkiewicz and Levoy, 2001), which minimises the distance between two 

point clouds representing the same object. 
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Figure 3.6: A schematic of the process of MEG coregistration, which transforms an 
anatomical MRI (top left) of the participant to the position of the participant’s head 
during the MEG scan. A digitisation is required of the participant’s head (top right), 

including headshape points and fiducial markers, which are often the nasion 
(between eyebrows), along with left and right preauricular points (ears). Importantly, 
the position of the fiducial points is known relative to the MEG sensors. A distance 

minimisation algorithm transforms the MRI to fit optimally within the digitisation. The 
fiducial points are then mapped onto the MRI (bottom row), so that the position of the 

MRI (and therefore the brain) is known within the array of MEG sensors. 

3.2 MEG Data Analysis 

In its raw format, a continuous set of channel timecourses, MEG data provides little 

insight into the workings of the human brain. Many of the interesting effects reported 

with MEG (see Chapter 2), such as oscillatory modulations due to task condition and 

pathology, phase-locked evoked responses and functional connectivity, require 

tailored analyses to be observed and interpreted. In addition, further inference can be 

made about these effects when projected into source-space, i.e., from sensors outside 

of the brain to the emitting locations inside the brain. This section deals with standard 

techniques used to localise sources of activity in the brain, namely forward and inverse 

modelling, as well as techniques used to further analyse source-space data, such as 

time-frequency analysis and connectivity. 
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3.2.1 Forward Modelling 

The first step to localising sources of MEG activity in the brain is forward modelling. 

The goal of the forward model is to estimate the magnetic field that would be measured 

at the array of sensors from an arrangement of sources in the brain with unitary 

amplitude. These unitary sources are placed in predetermined locations, forming a 

source-space, which is usually a regularly spaced grid covering the entire brain, but 

can also be based on the cortical surface of the participant. Using the transformation 

derived through co-registration (described in the section 3.1.6), the location of the 

source space with respect to the MEG sensors can be known. From here, the field that 

would be produced at the sensors by each unitary source can be calculated, forming 

the forward solution.  

As MEG sources can be approximated as dipolar (see Chapter 2), we can calculate a 

forward solution by considering a field produced by a source with current density, 𝑱, 

travelling through a conductive volume, 𝐺, contained by surface, 𝑆 (Sarvas, 1987). 

Underpinning these calculations are Maxwell’s equations: 

∇ ∙ 𝑬 =
𝜌

𝜀
(3.3) 

∇ ∙ 𝑩 = 0 (3.4) 

∇ × 𝑬 = −
𝜕𝑩

𝜕𝑡
(3.5) 

∇ × 𝑩 = 𝜇0 (𝑱 +
𝜕𝑬

𝜕𝑡
) (3.6) 

where 𝑬  and 𝑩  are electrical and magnetic fields, respectively, 𝜇0  and 𝜀  are the 

magnetic permeability and electrical permittivity in a vacuum, and 𝜌 is charge density. 

The fields measured by MEG vary at relatively low frequencies (< 100 Hz), thus, the 

partial derivatives with time can be set to zero (Hämäläinen et al., 1993), simplifying 

equations 3.5 and 3.6 to 

∇ × 𝑬 = 0 (3.7) 

∇ × 𝑩 = 𝜇0𝑱. (3.8) 

The field 𝑩 at a location 𝒓 away from any current source can be calculated using the 

continuous counterpart of the Biot-Savart law, 

𝑩(𝒓) =
𝜇𝟎

4𝜋
∫ 𝑱(𝒓′) ×

𝒓 − 𝒓′

|𝒓 − 𝒓′|𝟑
𝑑𝑣

⬚

𝑮

(3.9) 
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where 𝒓′ is a position inside the volume 𝐺 and 𝑑𝑣 is an element of the same volume. 

As described in Chapter 2, post-synaptic potentials are the summation of primary 

currents, 𝑱𝑃, and volume currents, 𝑱𝒗. We assume that volume currents, which are 

produced in the extracellular space, are uniformly conducted through the volume 𝐺. 

We can therefore rewrite, using Ohm’s law, the volume current as a product of the 

conductivity of tissue, 𝜎, and the electric field, 𝑬 = −∇𝑉, giving  

𝑱(𝒓′) =  𝑱𝑃(𝒓′) + 𝑱𝑣(𝒓′) = 𝑱𝑃(𝒓′) − 𝜎∇𝑉(𝒓′). (3.10) 

Combining this expression with equation 3.9, and setting 𝒂 = 𝒓 − 𝒓′ gives 

𝑩(𝒓) =
𝜇𝟎

4𝜋
[∫ 𝑱𝑃(𝒓′) ×

𝒂

|𝒂|𝟑
𝑑𝑣

⬚

𝑮

− 𝜎 ∫ ∇𝑉(𝒓′) ×
𝒂

|𝒂|𝟑
𝑑𝑣

⬚

𝑮

] , (3.11) 

where the first integral term is driven by the primary current, and the second is driven 

by the volume current. The term relating to volume current can be re-written as 

𝑩𝒗(𝒓) =  −
𝜇𝟎𝜎

4𝜋
∫ ∇ × 𝑉(𝒓′)

𝒂

|𝒂|𝟑
𝑑𝑣

⬚

𝑮

(3.12) 

using the vector identity ∇𝑎 × ∇𝑏 = ∇ × (𝑎∇𝑏). This is a volume integral, but it can be 

converted to a surface integral 

𝑩𝒗(𝒓) =  −
𝜇𝟎𝜎

4𝜋
∫ 𝒏 × 𝑉(𝒓′)

𝒂

|𝒂|𝟑
𝑑𝑠

⬚

𝒔

(3.13) 

using Stokes’ theorem, where 𝒏  is a unit vector, normal to the surface, pointing 

outward from the element 𝑑𝑠. Now, substituting this back into equation 3.11 gives  

𝑩(𝒓) =
𝜇𝟎

4𝜋
[∫ 𝑱𝑃(𝒓′) ×

𝒂

|𝒂|𝟑
𝑑𝑣

⬚

𝑮

− 𝜎 ∫ 𝒏 × 𝑉(𝒓′)
𝒂

|𝒂|𝟑
𝑑𝑠

⬚

𝒔

] , (3.14) 

which is a simplified form of the Geselowitz formula (Geselowitz, 1970), assuming 

uniform conduction through the volume. This formula shows that the volume current 

(second term) can be represented as a set of fictitious currents on the surface of the 

conductor.  

Spherical Head Model 

The simplest approximation of a human head is a homogeneous sphere. This sphere 

(Fig. 3.7) has volume, 𝑉, and outer surface, 𝑆, and we assume a uniform conductivity, 

𝜎, throughout the entire volume. Typically, MEG sensors are oriented radially to the 

surface of the head (Fig. 3.7), so we can assume that only radial components of the 

magnetic field are detected by a sensor outside of the volume. 
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Figure 3.7: The simplest way to construct the MEG forward solution is using a simple 
spherical conductor model. Here, the head is modelled as a spherical conductor of 
volume G, encased by surface S. A dipole q points into the page here, at position rq 
from the centre. A MEG sensor sits at position r, a distance a away from the dipole. 

We can write the radial component of the magnetic field as  

𝐵𝑟(𝒓) = 𝑩(𝒓) ∙ 𝒆𝒓 (3.15) 

where 𝒆𝒓 is a radial unit vector at the position of the sensor, which, when substituted 

into equation 3.14, gives 

𝑩(𝒓) =
𝜇𝟎

4𝜋
[∫ 𝑱𝑃(𝒓′) ×

𝒂

|𝒂|𝟑
∙ 𝒆𝒓𝑑𝑣

⬚

𝑮

− 𝜎 ∫ 𝒏̂ × 𝑉(𝒓′)
𝒂

|𝒂|𝟑
∙ 𝒆𝒓 𝑑𝑠

⬚

𝒔

] . (3.16) 

Now, just taking the volume current term, and expanding out 𝒂 = 𝒓 − 𝒓′, we get 

𝒏(𝒓′) × (𝒓 − 𝒓′) ∙ 𝒆𝒓 = (𝒏(𝒓′) × 𝒓 − 𝒏(𝒓′) × 𝒓′) ∙ 𝒆𝒓 = 𝟎 (3.17) 

as the cross product of parallel vectors (𝒏(𝒓′) × 𝒓), as well as the dot product of 

perpendicular vectors ((𝒏(𝒓′) × 𝒓) ∙ 𝒆𝒓), are both zero. In other words, the contribution 

of volume currents in a spherical head model is zero. Therefore, 

𝑩𝒓(𝒓) =
𝜇𝟎

4𝜋
∫ 𝑱𝑃(𝒓′) ×

𝒂

|𝒂|𝟑
∙ 𝒆𝒓𝑑𝑣

⬚

𝑮

(3.18) 

meaning that the solution is independent of tissue conductivity when using a spherical 

head model. This expression assumes that the current, 𝑱𝑃(𝒓′), is distributed evenly 

over a surface with radius 𝑟′. We can also model the current as a single dipole, 𝑸, at 

position 𝒓𝑄, 

𝑱𝑃(𝒓′) = 𝑸𝛿(𝒓′ − 𝒓𝑄) (3.19) 
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where 𝛿(𝒓′ − 𝒓𝑄) is a Dirac-delta function at position 𝒓𝑄. Equation 3.18 then becomes 

𝑩𝒓(𝒓) =
𝜇𝟎

4𝜋
∫ 𝑸𝛿(𝒓′ − 𝒓𝑄) ×

𝒂

|𝒂|𝟑
∙ 𝒆𝒓𝑑𝑣 =

𝜇𝟎

4𝜋

⬚

𝑮

𝑸(𝒓𝑄) ×
𝒂

|𝒂|𝟑
∙ 𝒆𝒓 (3.20) 

as the integral of a Dirac-delta function is simply the rest of the integral evaluated at 

the point where the function is non-zero. In reality, dipoles will have a non-radial field 

component at the sensors, so we must consider the entire field, 𝑩(𝒓). We can assume 

that there is no current density, 𝑱, outside of the volume 𝐺, and that the curl (rotation) 

of the field is zero. These assumptions simplify equation 3.8 to become 

𝑩(𝒓) = −𝜇𝟎∇𝑈(𝒓), (3.21) 

where 𝑈(𝒓) is the scalar potential. Scalar potentials, 𝑓, of a conservative vector field, 

𝑭, can be expressed in terms of a line integral, such that  

𝑓(𝑏) − 𝑓(𝑎) = ∫ 𝑭
⬚

𝐿

∙ 𝑑𝒍, (3.22) 

where 𝑏 and 𝑎 are two positions in the vector field, creating 𝐿. In other words, if a field 

is conservative, a line integral between two points within the field is the difference of 

the scalar potentials at each end of the line. Therefore, taking a line integral between 

positions 𝒓 and ∞, and recognising that the field reduces to zero at infinity, we can 

write 

𝑈(𝒓) = − ∫ ∇𝑈(𝒓 + 𝑙𝒆𝒓)
∞

0

∙ 𝒆𝒓𝑑𝑙 =
1

𝜇𝟎
∫ 𝐵𝒓(𝒓 + 𝑙𝒆𝒓) ∙

∞

0

𝒆𝒓𝑑𝑙, (3.23) 

which then becomes 

𝑈(𝒓) =
1

4𝜋
 𝑸(𝒓𝑄) × (𝒓′ − 𝒓𝑄) ∙ 𝒆𝒓 ∫

𝑑𝑙

|𝒓 + 𝑙𝒆̂𝒓 − 𝒓𝑄|
3 .

∞

0

(3.24) 

The solution to this equation is  

𝑈(𝒓) = −
1

4𝜋

𝑸 × 𝒓𝑄 ∙ 𝒓

𝐹
(3.25) 

where 𝐹 = |𝒂|(|𝒓||𝒂| + |𝒓|2 − 𝒓𝑄 ∙ 𝒓) and 𝒂 = 𝒓 − 𝒓𝑸. This can now be combined with 

equation 3.21, giving the Sarvas equation (Sarvas, 1987): 

𝑩(𝒓) =
𝜇0

4𝜋𝐹2 (𝐹𝑸 × 𝒓𝑸 − 𝑸 × 𝒓𝑸 ∙ 𝒓∇𝐹) (3.26) 
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where ∇𝐹 = (
|𝑎|2

|𝒓|
+

𝑎

|𝑎|
∙ 𝒓 + 2|𝒂| + 2|𝒓|) 𝒓 − (|𝒂| + 2|𝒓| +

𝒂

|𝒂|
∙ 𝒓)𝒓𝑸. This is the general 

solution for the field originating inside a uniform sphere. Of course, this is far simpler 

than the reality, given that a human head is formed of multiple layers with different 

geometries and conductivities. However, the single sphere model provides a good 

mathematical basis for understanding how more complex forward solutions arise. 

Alternative Head Models 

The most accurate head model used for solving the forward problem in M/EEG is the 

three-layer boundary element model (BEM), which takes into account the separate 

brain, skull and scalp geometries and conductivities (Fuchs et al., 1998). This method 

provides clear advantages over the single-sphere head model, but requires advanced 

segmentation techniques, in turn requiring a high-quality anatomical MRI, and is more 

computationally expensive. Inclusion of all three layers is more important for EEG, 

where the forward model is particularly dependent on layer conductivities compared to 

MEG. An alternative solution that provides balance between accuracy and 

computational expense (speed) involves using multiple overlapping spheres to model 

the head (Huang et al., 1999). For each sensor, a “local” sphere is fit within the head 

geometry, occupying the section of the head closest to the sensor. The combination of 

these spheres then provides a fairly accurate model of brain geometry (see Fig. 3.8), 

at a fraction of the computational expense. This was the method used for all forward 

modelling in this thesis. 

  



54 
 

 

 

Figure 3.8: Multiple-spheres head model for MEG forward modelling. This approach 
is superior to the single-sphere head model, where rather than one sphere 

representing the entire head shape, one sphere is fitted to a section of the head 
closest to each sensor. The sum of all spheres then forms a relatively accurate 

model of the head. 

3.2.2 The Inverse Problem 

The MEG signal measured at sensor 𝑖 as a function of time, 𝑏𝑖(𝑡), can be thought of in 

terms of cumulative effects of dipole strengths from all locations in the source space, 

𝑏𝑖(𝑡) = ∑ 𝐿𝑖,𝑗 ∙ 𝑞𝑗(𝑡)

𝑀

𝑗=1

, (3.27) 

where 𝐿𝑖,𝑗 is the field that would be measured at sensor 𝑖 given a source with unit 

strength at source-space location 𝑗, 𝑞𝑗(𝑡) is the actual source strength at source-space 

location 𝑗, and 𝑀 is the total number of source-space locations. This can be written 

more concisely as 

𝑏̂(𝑡) = 𝑳𝑞̂(𝑡), (3.28) 

where 𝑏̂  is the measured field across all sensors, 𝑳  is the lead field matrix, with 

dimensions 𝑁 × 𝑀, where 𝑁 is the number of channels, and 𝑞̂ is a vector of all source 

strengths. Solving this equation to find 𝑞̂(𝑡) from a set of measured fields, 𝑏̂(𝑡), is 

known as the inverse problem. As there are usually many more source-space locations 

than sensors, 𝑳 is both non-square and singular, and thus cannot simply be inverted 
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to find a solution for  𝑞̂(𝑡) . However, several techniques exist to construct an 

approximation of the most likely source arrangements by applying constraints to the 

system.  

3.2.3 Beamforming 

The method applied in this thesis to solve the inverse problem is known as 

beamforming, a technique originating in communication technologies (Van Veen and 

Buckley, 1988, Litva and Lo, 1996) to unmix signals coming from different sources. 

This technique acts as a spatial filter, suppressing signal originating from all locations 

apart from the region of interest. To construct the beamformer, a set of weights are 

derived from the data for each location of interest (voxel in the brain). These weights 

are then applied to the sensor level signals to produce an estimate of the source-level 

signal. The source estimate at position and location 𝜃 can be written as 

𝑞𝜽(𝑡) = 𝑤𝜃0𝑏𝟎(𝑡) + 𝑤𝜃1𝑏𝟏(𝑡) + ⋯ + 𝑤𝜃𝑁𝑏𝑵(𝑡) = 𝑤̂𝜽
𝑇𝑏̂(𝑡) (3.29) 

where 𝑤𝜃̂ is the vector of weights for 𝜃. This is shown in Figure 3.9 as a schematic. 

Note that both the position and direction of the dipole are contained within 𝜃 – how the 

direction is determined will be explained later in the section. 

 

Figure 3.9: A beamformer acts as a spatial filter, suppressing signals from all 
locations other than the region of interest. A set of weights, 𝑤̂𝜽, are derived, specific 

to each location, 𝜃, in the brain, which are then applied to the sensor level data, 𝑏̂(𝑡), 

to reconstruct source activity, 𝑞𝜽(𝑡). 
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The weights are calculated by minimising the variance of the set of source signals 

whilst imposing a linear (unit gain) constraint at the source of interest, i.e., the projected 

variance at the source of interest must remain constant whilst being minimised 

everywhere else. Due to these conditions, beamformers of this type are described as 

linearly constrained minimum variance (LCMV) beamformers. Mathematically, the 

constrained minimisation can be written as  

min
𝒘𝜃

(𝜎2),   subject to 𝑤̂𝜃
𝑇𝐿̂𝜃 = 1 (3.30) 

Where 𝜎2  is the variance of the estimated source, 〈𝑞𝜽
𝟐(𝑡)〉 . The solution to this 

minimisation gives  

𝑤̂𝜃
𝑇 =

𝐿̂𝜽
𝑇 𝑪−𝟏

𝐿̂𝜽
𝑇 𝑪−𝟏𝐿̂𝜃

(3.31) 

(Van Veen and Buckley, 1988) where 𝑪 is the covariance matrix of the data, equal to 

〈𝑏̂(𝑡)𝑏̂(𝑡)𝑇〉 . Therefore, the beamformer derives weights based on the data itself, 

contained in the covariance matrix, and the position of dipoles with respect to the 

sensors, contained in the forward solution.  

The discussion so far has considered a fixed, known dipole orientation, contained in 

𝜃 . In practice, the optimal orientation of the dipole at each position needs to be 

calculated. Vector beamformers calculate the dipole strength in all three cartesian 

directions, meaning the weights for a particular location in the brain will be an 𝑁 × 3 

matrix. Scalar beamformers, on the other hand, assume a single fixed dipole 

orientation, meaning the weights for a particular location will be a vector of length 𝑁. 

The dipole orientation in a scalar beamformer may be determined by cortical geometry, 

using a direction that is normal to the cortical surface. This approach is in concordance 

with the idea that pyramidal neurons, which are the main drivers of MEG signal, are 

arranged along cortical columns that run normal to the cortical surface (see Chapter 

2). It should be noted here that MEG is most sensitive to dipoles that are tangential to 

the scalp surface, meaning MEG will be intrinsically less sensitive to gyri peaks and 

sulci troughs in the grey matter, although experiments have shown that MEG is still 

sensitive to most of the cortical surface (Hillebrand and Barnes, 2002). Another 

approach to optimising dipole orientation, and the one applied in Chapters 5 and 6 of 

this thesis, is to choose the orientation that maximises the beamformer power output 

(Westner et al., 2022). This orientation can be found by considering the covariance of 

the vector beamformer output for a location 𝑗, given by 𝑐𝑜𝑣(𝑞𝒋(𝑡)) = (𝐿̂𝒋
𝑇𝑪−𝟏𝐿̂𝑗)−1. The 

orientation that maximises beamformer power output is the eigenvector corresponding 
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to the largest eigenvalue of 𝑐𝑜𝑣(𝑞𝒋(𝑡)). Using this orientation, a single source estimate 

can be calculated at each source-space location in the brain. 

As well as being able to reconstruct the timecourse of activity from a voxel in the brain, 

it is often useful to form a static map of activation to a particular task. This can be 

calculated using a pseudo T-statistic (T-stat), which, for a source space location and 

orientation, 𝜃, can be written as 

𝑇 =
𝑤̂𝜃

𝑇𝑪𝑎𝑤̂𝜃 − 𝑤̂𝜃
𝑇𝑪𝑐𝑤̂𝜃

2𝑤̂𝜃
𝑇𝑪𝑐𝑤̂𝜃

, (3.32) 

where 𝐶𝑎 and 𝐶𝑐 are the active and control covariance matrices, taken during time-

windows representing activity, and inactivity, respectively. It should be noted that the 

active and control covariance matrices are usually bandpass filtered to highlight 

sources of activity in different frequency bands, which often correspond to different 

regions and processes in the brain (see Chapter 2). 

3.2.4 Event-Related Analysis 

The measured MEG signal for an event-related paradigm, either at a particular channel 

or reconstructed source location, comprises induced responses (changes in 

spontaneous rhythms), and evoked potentials (see Chapter 2), along with other 

environmental and physiological signals. Researchers often wish to isolate and amplify 

the signals that are modulated by task-based activity, whilst suppressing all other 

signals. This is achieved in a slightly different way depending on whether the signal of 

interest is evoked or induced (Pfurtscheller and Lopes da Silva, 1999). 

Evoked Responses 

Evoked responses are time-locked and phase-locked to a particular event. Because of 

this, a channel or source timecourse can simply be averaged around event timings, 

such that the relative amplitude of the evoked response is enhanced relative to noise, 

and any other events that occur in a different phase, e.g. blinking, spontaneous 

rhythms, movement artifacts, are averaged out. This process is demonstrated in the 

simple simulation shown in Figure 3.10 where a Gaussian phase-locked signal of 

interest is trial-averaged to reduce the effects of random noise. Before averaging 

evoked responses, the data is often frequency filtered to a more restricted frequency, 

such as 1 – 48 Hz, to eliminate higher frequency noise (including noise from mains 

electricity, at 50 Hz) and low frequency drifting whilst maintaining signals of interest. 
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Figure 3.10: A simulation of a Gaussian shaped signal, added to random noise, 
acting as a simulation of an evoked response in MEG or EEG data. Averaging over 
more trials increases the amplitude of the signal relative to surrounding noise. This 

approach works due to phase-locking of the signal to a particular timepoint. 

Induced Responses 

Induced responses are time-locked to events, but not phase-locked. Because of this, 

there are several extra steps involved to evaluate the trial-averaged response. The first 

step is bandpass filtering. As described in the Chapter 2, induced responses are 

segregated into a set of frequency bands which relate to both the emitting brain regions 

and cognitive state. Bandpass filtering allows the contribution of a specific frequency 

range to the overall signal to be calculated. It should be noted that this step also 

removes a great deal of noise (including unwanted brain signals) from the signal, as 

this is often of a higher frequency than the induced responses. Next, given that 

spontaneous rhythms are not phase-locked, meaning that peaks and troughs in the 

wave may occur at different times in different trials, the envelope of the signal must be 

used rather than the absolute amplitude. This can be achieved by simply squaring the 

signal, or alternatively, taking the Hilbert transform, which allows the signal to be 

separated into instantaneous amplitude and frequency components (Liu, 2012). The 

absolute value of the Hilbert transform of a narrowband filtered signal is equal to the 

envelope of the signal. Taking the envelope of the signal allows induced responses to 

remain after trial-averaging. This is demonstrated below in Fig 3.11 with simulated 

data, containing spontaneous alpha (10 Hz) fluctuations as well as random noise. 

Averaging without taking the Hilbert envelope (left) only acts to decrease the signal, 

whereas averaging after taking the Hilbert transform produces a clear difference 

between the high-signal and low-signal periods. If combining average timecourses 
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across multiple subjects, a baseline, which is often the mean value during an “off” 

period, is subtracted from the timecourse, to remove the effect of between-subject 

variability in baseline oscillatory amplitude. 

 

 

Figure 3.11: A simulation of an induced 10 Hz response. The 10 Hz spontaneous 
rhythm randomly “bursts” during the first 5 seconds, with varied timing and phase, 

and stops during the second half. The 10 Hz bursting is added to random noise. The 
simulated signal is bandpass filtered to the alpha band (8 – 12 Hz), and the envelope 

of the signal is the calculated using a Hilbert transform (shown on the right-hand 
side). Averaging the signal that has only been bandpass filtered reduces the 

difference between “on” and “off” periods as the oscillations are often out of phase, 
while averaging the signal envelopes allows the trials to summate (Note different y-

axis for mean signal plots to individual trial plots). 

 

In practice, researchers may not know the specific frequency band that will be 

modulated by a task, and in some cases, multiple bands may be affected. To view the 

entire time-frequency response to a task at a particular channel or source location, it 

is common to average power envelopes after filtering over a range of frequencies, 

presenting them as a matrix where the colour represents the frequency density at a 
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given time-point. This is known as a time-frequency spectrogram (TFS). This can either 

represent absolute change, or relative change, in a given frequency range. If the goal 

is to show absolute change, a baseline, often taken as the mean during an “off” period, 

is subtracted from each row separately. If the goal is showing relative change, the rows 

must also be divided by the baseline value. Relative change removes any bias towards 

frequency ranges with higher intrinsic amplitude, such as the alpha band. A simulated 

TFS, constructed using a scenario akin to Figure 3.11, is shown below in Figure 3.12, 

showing increased alpha/beta spontaneous rhythms during the first 5 s. 

 

Figure 3.12: A time-frequency spectrogram of simulated alpha/low-beta induced 
activity, similar to the activity shown in Figure 3.11, where the first 5 seconds of each 
simulated trial contain random oscillatory bursts. The colours represent the strength 

of oscillations within each y (frequency) value, at each x (time) value.  

The methods discussed so far provide a means to assess the average induced 

response for a given task. Using a TFS or average timecourse, researchers may take 

parameters such as mean amplitude or peak height during time windows of interest, 

such as during stimulus presentation. Using these values, the effects of factors such 

as task condition, pathology, and behaviour on the MEG signal can be deduced. This 

is a powerful approach that underpins the bulk of neuroscientific studies using MEG.  

3.2.5 Functional Connectivity 

As well as analysing the timecourses and power spectra for single channels or brain 

regions, MEG is able to measure statistical relationships between groups of channels 

or regions, often referred to as functional connectivity. Functional connectivity has 

given insight into the network properties of the brain (Brookes et al., 2011a, Quinn et 
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al., 2018) and provides a promising biomarker for several clinical populations 

(Dubbelink et al., 2013, Hinkley et al., 2010). Measures of MEG functional connectivity 

can be grouped as follows: 

• Amplitude: Signals from different locations are filtered into a frequency band 

of interest and power envelopes of these signals are correlated as a measure 

of functional connectivity (Brookes et al., 2011a, O’Neill et al., 2015). 

• Phase: Signals from different locations are filtered into a frequency band of 

interest and the phase coherence between signals is used as a measure of 

functional connectivity. Several variations of phase-based connectivity metrics 

exist (Colclough et al., 2016).  

An issue with all connectivity metrics is cross-talk, or source-leakage. With MEG, this 

arises primarily due to the ill-posed nature of the inverse problem (Schoffelen and 

Gross, 2009), causing a blurring of the responses across nearby voxels, which has 

been shown to lead to spurious connectivity results (Colclough et al., 2016). A way to 

mitigate this is through techniques such as symmetric orthogonalization (Colclough et 

al., 2015). Prior to orthogonalization, the columns in the data matrix, each representing 

activity from a single region, may contain a degree of linear dependency. To 

orthogonalize the data, the matrix is firstly whitened, finding the closest matrix of 

uncorrelated vectors (with identity covariance). The length of these vectors is then 

adjusted to minimise the Euclidian distance between the new matrix and the original 

data, thus finding an orthonormal set of vectors that best represent the data.  

3.3 Summary 

This chapter has introduced the basic concepts that underpin data acquisition and 

analysis with MEG, allowing us to detect and model sources of extremely small 

neuromagnetic fields from the brain. In Chapters 5 and 6 we use these techniques to 

investigate aspects of neuronal activity discussed in Chapter 2. 
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4 Functional MRI 

4.1 fMRI Data Acquisition 

Functional MRI using blood oxygenation level dependent (BOLD) signal was first 

demonstrated in 1992, showing clear activation of the human visual cortex during a 

visual stimulus paradigm (Kwong et al., 1992). Since then, fMRI has become one of 

the most popular techniques for functional neuroimaging, with a range of demonstrated 

clinical and research applications (Lee et al., 2013, Matthews et al., 2006). This thesis 

applies functional magnetic resonance imaging (fMRI) techniques to investigate post-

stimulus haemodynamic changes which may provide a functional correlate to those 

measured using MEG. The following chapter will provide a brief theoretical basis for 

understanding how fMRI data is acquired, including the concept of nuclear magnetic 

resonance (NMR) signal, and how this signal is exploited to produce an image with 

varying contrast between tissues.   

4.1.1 Nuclear Spin  

Underpinning all of NMR is the concept of spin. Spin is a form of angular momentum 

that is intrinsic to a particle, taking the same value irrespective of the particle’s history 

(e.g., energetic collisions) or the temperature of the system, even at absolute zero, 

where there is no classical angular momentum. Unlike classical angular momentum, 

spin angular momentum is quantized, characterised by the spin quantum number, 𝑠, 

which takes integer values for bosons (e.g. 0, 1, 2…) and half-integer values for 

fermions (e.g. 1/2, 3/2, 5/2…). The direction of spin is also quantized, characterised by 

the magnetic quantum number, 𝑚𝑠, which has 2𝑠 + 1 possible values in integer steps 

from −𝑠 to +𝑠 and represents the 𝑧 component of the spin angular momentum. The 

spin angular momentum vector, 𝑱, has magnitude equal to 𝑚ℏ along the 𝑧 axis, where 

ℏ is the reduced Planck’s constant (ℎ 2𝜋⁄ ).  

Spin is closely related to magnetism. A charged particle with non-zero spin can be 

thought of as a rotating charged sphere, giving rise to a magnetic moment, 𝝁, aligned 

with the angular momentum vector. The magnetic moment is related to the spin 

angular momentum via the gyromagnetic ratio, 𝛾, such that 

 𝝁 = 𝛾𝑱. (4.1) 

The gyromagnetic ratio is property of the nucleus and is specific for each type of 

nucleus – for hydrogen nuclei, i.e., single protons, often used for imaging the 

body/brain, this is 𝛾 = 42.58 MHz T−1.  
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In the presence of an external magnetic field, 𝑩, the energy of the nuclear magnetic 

moment is  

𝐸 = −𝝁 ∙ 𝑩. (4.2) 

The negative sign indicates that the energy of a nuclear magnetic moment is lowest 

when positively aligned with the external magnetic field. For a field with magnitude, 𝐵0, 

applied in the 𝑧 direction, such that 𝑩 = 𝐵0𝒌 (where 𝒊, 𝒋, 𝒌 are cartesian unit vectors), 

the only non-zero component of energy will be −𝜇𝑧𝐵0 . Using the fact that the 

magnitude of 𝑱 is equal to 𝑚𝑠ℏ𝒌, along with equation 4.1, we can re-write the energy 

of a hydrogen (𝑠 = 1/2) nuclear magnetic moment as  

𝐸 = −𝛾𝑚𝑠ℏ𝐵0 = ±
𝛾ℏ𝐵0

2
, (4.3) 

where two distinct energy levels arise due to the 2𝑠 + 1 possible values of 𝑚𝑠. This 

process is known as Zeeman splitting. Naturally, more energy states would arise if 

considering a different nucleus with greater spin (e.g., 𝑠 = 3/2). The two spin-states 

that arise in hydrogen nuclei are often referred to as spin-up and spin-down, when the 

magnetic moment is parallel or anti-parallel to the magnetic field, respectively. The 

difference in these two energy levels is ∆𝐸 = 𝛾ℏ𝐵0. Due to the quantization of spin 

states, a photon of exactly this energy is required to promote a spin from the lower 

energy to the higher energy state. The corresponding frequency of this photon,  

𝜔0 = 𝛾𝐵0, (4.4) 

is known as the Larmor frequency.  

 

Figure 4.1: In an applied magnetic field pointing in the z-direction, the spin-states for 
nuclear magnetic moments separate into two distinct energy levels, spin-up (aligned 
with magnetic field) and spin-down (anti-aligned with magnetic field). This process is 

known as Zeeman splitting. 
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4.1.2 Spin Precession 

As described in the above section, an applied magnetic field in the 𝑧 direction causes 

nuclear magnetic moments to tend towards the lower energy spin-up state, aligned 

with the applied field. In classical terms, we can think of the magnetic field as applying 

a torque, 𝜏, on the magnetic moments. Torque is defined as the rate of change of 

angular momentum, giving 

𝜏 =
𝑑𝑱

𝑑𝑡
= 𝝁 × 𝑩, (4.5) 

which, by substituting in Equation 4.1, becomes 

𝑑𝝁

𝑑𝑡
= 𝛾𝝁 × 𝑩. (4.6) 

As we are considering a magnetic field in the 𝑧 direction, and the cross product of 

parallel vectors is zero, the magnetic moment will have zero motion in the 𝑧 direction. 

Equation 4.6 can be re-written in terms of each cartesian component as 

𝑑𝜇𝑥

𝑑𝑡
= 𝛾𝜇𝒚𝐵𝟎 ,       

𝑑𝜇𝑦

𝑑𝑡
= 𝛾𝜇𝒙𝐵𝟎 ,      

𝑑𝜇𝑧

𝑑𝑡
= 0. (4.7) 

The solutions to these equations are: 

𝜇𝑥(𝑡) = 𝜇𝑥(0) cos(𝛾𝐵0𝑡) + 𝜇𝑦(0) sin(𝛾𝐵0𝑡), 

𝜇𝑥(𝑡) = −𝜇𝑥(0) sin(𝛾𝐵0𝑡) + 𝜇𝑦(0) cos(𝛾𝐵0𝑡) , (4.8) 

𝜇𝑧(𝑡) = 𝜇𝑧(0). 

These equations correspond to precession around the 𝑧 axis with constant frequency 

equal to 𝛾𝐵0, i.e., the Larmor frequency (Eq. 4.4). 

4.1.3 Bulk Magnetisation 

In a system at absolute zero (no thermal energy) and a perfectly uniform 𝐵0 field, we 

would expect a “pure” spin-up state in the 𝑧 direction for an ensemble of nuclear 

magnetic moments, as all moments would take the lowest possible energy level, i.e., 

aligned parallel with the magnetic field. However, in realistic conditions, magnetic 

moments will be promoted to higher energy levels due to thermal interactions, resulting 

in a distribution of spin states. In a system with temperature, 𝑇, the distribution of spin 

states can be estimated using a Boltzmann distribution, such that 

𝑛𝑢𝑝

𝑛𝑑𝑜𝑤𝑛
= 𝑒

−∆𝐸
𝑘𝑏𝑇 = 𝑒

−𝛾ℏ𝐵0
𝑘𝑏𝑇 , (4.9) 
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where 𝑛𝑢𝑝 and 𝑛𝑑𝑜𝑤𝑛 are the number of spins in the spin-up and spin-down states, ∆𝐸 

is the difference in energy between the two spin states, and 𝑘𝑏  is the Boltzmann 

constant. The bias towards the lower energy spin-up state creates a net bulk 

magnetisation in the direction of the applied field, 𝑴 = 𝑀0𝒌, which, for hydrogen nuclei 

(𝑠 = 1/2), has magnitude given by  

𝑀0 =
𝑁(𝛾ℏ)2𝐵0

4𝑘𝑏𝑇
, (4.10) 

where 𝑁 is the number of spins. This magnetisation forms the basis of NMR signal. 

From Equation 4.10 we can see that net magnetisation, and thus NMR signal, can be 

increased by using higher field strengths, using nuclei with higher gyromagnetic ratio, 

or decreasing the temperature (although this is often not practical in human imaging). 

The equation of motion for the bulk magnetisation is similar to that of a single nuclear 

magnetic moment, given by 

𝑑𝑴

𝑑𝑡
= 𝛾𝑴 × 𝑩, (4.11) 

indicating that the magnetisation vector, although initially aligned statically with the 

applied field, exhibits precessional motion when knocked out of alignment. 

Figure 4.2 illustrates the origin of net magnetisation for an ensemble of nuclear 

magnetic moments in an applied field. It is important to note here that in practice, due 

to energetic interactions in the system and non-uniform external fields, the nuclear 

moments are still mostly oriented randomly, with only a small bias towards positive 

alignment in the 𝑧 direction. 
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Figure 4.2: With no external field applied (panel A), an ensemble of nuclear magnetic 
moments will have no net direction. Applying an external field in the z-direction (panel 

B) causes the magnetic moments to align either parallel or anti-parallel to the 
direction of the field, corresponding to the spin-up (lower energy) and spin-down 

(higher energy) states, respectively. This creates a net magnetisation (red arrow) in 
the direction of the applied field, related to the strength of the applied field, the 

number of magnetic moments, the type of nucleus, and the temperature. 

4.1.4 Spin Excitation 

To measure an NMR signal, the net magnetisation must be perturbed out of alignment 

with the 𝐵0 field. This is achieved using a time-varying magnetic field, which we can 

write as  

𝑩(𝑡) = 2𝐵1 cos(𝜔𝑡)𝒊 (4.12) 

where 𝐵1  is generally much lower than 𝐵0 , and 𝜔 is the oscillation frequency. The 

equation of motion for the bulk magnetisation (Eq. 4.10) now becomes 

𝑑𝑴

𝑑𝑡
= 𝛾(𝑴 × (𝐵0𝒌 + 2𝐵1 cos(𝜔𝑡)𝒊)). (4.13) 

This expression is difficult to solve due to the time dependence, but can be simplified 

by introducing a rotating frame of reference, where the cartesian axes are rotating 

clockwise around the 𝑧 direction at frequency 𝜔. In the laboratory frame of reference, 

Equation 4.12 can be re-written in terms of two fields, with one rotating clockwise at 𝜔 

and the other rotating anti-clockwise at the same frequency: 

𝑩(𝑡) = 𝐵1(cos(𝜔𝑡)𝒊 − sin(𝜔𝑡)𝒋) + 𝐵1(cos(𝜔𝑡)𝒊 + sin(𝜔𝑡)𝒋). (4.14) 

If we now transform to the rotating frame of reference, the clockwise rotating field (first 

term) appears static, while the anti-clockwise rotating field (second term) appears to 
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rotate anti-clockwise at 2𝜔. The rapid variation of this anti-clockwise field means we 

can assume it has no significant effect on the time-evolution of the bulk magnetisation 

(it is off-resonance) and can therefore be ignored. We can write the relationship 

between the time evolution of magnetisation in the laboratory and rotating reference 

frames as 

𝑑𝑴

𝑑𝑡
=

𝑑𝑴′

𝑑𝑡
− 𝜔𝒌 × 𝑴′. (4.15) 

where 𝑴′ is the magnetisation in the rotating frame. Using Equations 4.13 and 4.15, 

we can now write the time evolution of the bulk magnetisation in the rotating frame as 

𝑑𝑴′

𝑑𝑡
= 𝑴′ × ((𝛾𝐵0 − 𝜔)𝒌 − 𝛾𝐵1𝒊′), (4.16) 

where 𝒊′ is the 𝑥 direction unit vector in the rotating frame. Here, we can see that when 

the time-varying applied field oscillates at the Larmor frequency, 𝜔0 = 𝛾𝐵0, i.e., on-

resonance, the equation simplifies to 

𝑑𝑴′

𝑑𝑡
= 𝛾𝐵1𝑴′ × 𝒊′, (4.17) 

which corresponds to rotation about the 𝑥 axis (in the rotating frame) at frequency 𝛾𝐵1. 

After a time, 𝜏, the magnetisation will have moved through an angle, 𝛼, often called the 

flip-angle: 

𝛼 = 𝛾𝐵1𝜏. (4.18) 

In summary, when a time-varying field is applied perpendicular to the static field (and 

the direction of bulk magnetisation) at the Larmor frequency, i.e., on-resonance, the 

magnetisation will be rotated through an angle 𝛼 according to Equation 4.18 in the 

rotating frame of reference, as shown in Figure 4.3. In the laboratory frame of 

reference, this corresponds to an increasing of the precession angle of the 

magnetisation vector. The time varying field is often named using the characteristic 

field amplitude, 𝐵1, or referred to as a radiofrequency (RF) pulse, as the required 

frequency falls in the radiowave range. Using the gyromagnetic ratio of hydrogen 

nuclei, which is 42.58 MHz/T, we can calculate that for a 3T 𝐵0 field, the frequency of 

the 𝐵1 field must be 127.73 MHz, while for a 7T 𝐵0 field, the frequency must be 298.06 

MHz.  Often, RF pulses are also referred to in terms of the specific flip angle, e.g. a 

90ᵒ RF pulse has a flip angle of 90ᵒ, transferring all of the magnetisation from the 

longitudinal (𝑧) direction to the transverse (𝑥𝑦) plane.  
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Figure 4.3: An applied field in the x direction, oscillating at the Larmor frequency, 
causes the bulk magnetisation to be rotated from alignment with the longitudinal (z) 
axis, towards the transverse (xy) plane. In a frame of reference that rotates at the 
Larmor frequency, this is a simple rotation of the magnetisation vector by the flip 

angle, 𝛼 = 𝛾𝐵1𝜏, however, in the lab frame of reference, the magnetisation follows 
precessional motion, introducing a rotating transverse magnetisation. 

4.1.5 Longitudinal Relaxation 

Following an RF pulse, the net longitudinal (𝑧 direction) magnetisation will be altered 

depending on the flip angle. For example, following a 90ᵒ pulse, the net magnetisation 

will be rotated entirely into the transverse (𝑥𝑦) plane. Molecular motion, which arises 

due to thermal energy in the system, will cause state transitions in nuclear spins due 

to local changes in the magnetic environment. This can be understood in a similar way 

to RF pulses, in that the local magnetic field changes must oscillate at the Larmor 

frequency for energy to be transferred from the nuclear spin to the surrounding 

molecules, causing relaxation of the nuclear spin to lower energy states and eventual 

recovery of the initial net magnetisation, 𝑀0, at thermal equilibrium. This process is 

known as longitudinal relaxation. The recovery of longitudinal relaxation over time, 𝑡, 

following application of a 90ᵒ RF pulse can be written as 

𝑀𝑧(𝑡) = 𝑀0 (1 − 𝑒
−𝑡

𝑇1
⁄ ) . (4.19) 

In this equation, 𝑇1 is the time taken to recover around 63% (1 − 1 𝑒⁄ ) of the initial 

magnetisation. As this process relies on molecular motion creating magnetic field 

fluctuations close to the Larmor frequency, the value of 𝑇1  changes based on the 

molecular environment. Generally speaking, media with restricted motion such as 

tissues will have shorter 𝑇1 values than freely moving media such as water due to the 

characteristic timescales of molecular motion in each case. Importantly, different 



69 
 

tissues in the body will have different 𝑇1 values. These tissues will therefore have 

different brightnesses in the image, depending on the time that the image is taken 

during the relaxation process. How an image is taken will be described in later sections. 

4.1.6 Transverse Relaxation 

As described in Section 4.1.4, the RF pulse also introduces a transverse component 

of net magnetisation that rotates at the Larmor frequency. However, the spins 

constituting the net magnetisation gradually lose phase coherence due to 

inhomogeneities in the local field and interactions between neighbouring spins. 

Inhomogeneities in the local field that cause spin dephasing can be split into two 

categories: static inhomogeneities caused by, for example, inhomogeneities in the 

static 𝐵0 field, and time-varying inhomogeneities caused by slow motion of molecules. 

Dephasing due to static inhomogeneities has an associated time constant, 𝑇2
′, and can 

be undone, or refocussed, using 180ᵒ RF pulses. Refocussing pulses work by rotating 

spins 180ᵒ around a direction in the transverse plane, meaning the spins that precess 

the fastest are now behind in phase and those that precess the slowest are in front, 

such that the difference in precession speed now moves the spins back into phase 

rather than further apart. Spins can be continually refocussed, forming echoes that 

occur in intervals of the echo time (TE). Dephasing due to time varying field 

inhomogeneities has an associated time constant, 𝑇2 , and is irreversible, i.e., the 

phase coherence cannot be recovered. Thus, each spin echo will be reduced in 

amplitude according to 𝑇2. The measured decay of transverse signal due to these two 

effects after a single RF pulse is often called a free induction decay (FID), and has 

associated time constant 𝑇2
∗, where 

1

𝑇2
∗ =

1

𝑇2
′ +

1

𝑇2
. (4.20) 

The decay of the signal envelope with time, 𝑡, for any of the transverse time constants, 

can be written as 

𝑀𝑥𝑦 = −𝑀0𝑒
−𝑡
𝑇2 (4.21) 

and is known as transverse relaxation. This process is displayed in Fig 4.4. As with 𝑇1, 

different tissues in the body will have different 𝑇2 and 𝑇2
∗ values, creating contrast in an 

image taken at different times during the signal decay process. For both 𝑇1 and 𝑇2 

weighted images, the FID (in the transverse plane) is the signal that constitutes an 

image. 
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Figure 4.4: A) Simulated transverse magnetisation, showing the NMR signal in the 
transverse plane after a 90ᵒ pulse at time 0, followed by a 180ᵒ pulse at time TE/2. 
The magnetisation decays after the 90ᵒ pulse with time constant 𝑇2

∗. The spins are 
brought back into phase by the 180ᵒ pulse, forming an echo at time TE, which is 

reduced in amplitude from the initial amplitude according to time constant 𝑇2. B) A 
schematic of the effect of the 90ᵒ and 180ᵒ pulse on the bulk magnetisation, showing 

rotation of bulk magnetisation (left), spin dephasing due to 𝑇2
∗ effects, and 

refocussing of 𝑇2
′ effects. Note that in panel B, there will be some additional 

irreversible phase offset caused by 𝑇2 effects. 

4.1.7 Slice Selection 

To create an image in a particular plane, we must create a spatial dependency in the 

signal. This is accomplished using magnetic field gradients. As the Larmor frequency 

depends on the applied magnetic field strength, if we apply a further magnetic field 

which varies linearly in a particular direction, the Larmor frequency will depend on the 

position of the spins in the same direction. 

Applying a gradient in the longitudinal (z) direction, 𝐺𝑠𝑙𝑖𝑐𝑒, enables excitation of a thin 

slice of spins in the transverse (𝑥𝑦) direction, as the bandwidth of the RF pulse, ∆𝜔, 

can be tailored to the Larmor frequencies of the corresponding slice. The thickness of 

the slice can be written as 
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∆𝑧 =
∆𝜔

𝛾𝐺𝑧
. (4.22) 

It should be noted that for the RF pulse to contain a range of frequencies, a sinc shaped 

pulse should be used, as the Fourier transform (frequency content) of a sinc function 

is rectangular with width that can be tailored to equal ∆𝜔, as shown in Figure 4.5. 

 

Figure 4.5: The plots on the left show how a sinc pulse contains a band of 
frequencies, ∆𝜔, demonstrated using a fast fourier transform (FFT). The diagram on 
the right shows a slice of thickness, ∆𝑧, is excited using a sinc pulse of bandwidth, 

∆𝜔, when a magnetic field gradient, 𝐺𝑧, is applied. 

4.1.8 Frequency and Phase Encoding 

Once a slice in the 𝑧 direction has been excited, gradients are applied in the 𝑥 and 𝑦 

directions, known as frequency-encoding ( 𝐺𝑓𝑟𝑒𝑞 ), and phase-encoding ( 𝐺𝑝ℎ𝑎𝑠𝑒 ) 

gradients, respectively. Phase-encoding gradients create a linear shift in the Larmor 

precession frequency based on position of spins in the 𝑦 direction. Applying a phase-

encoding gradient for a short time will therefore create a phase offset in precessional 

motion of the spins that varies linearly across the 𝑦 direction.   

Following phase-encoding, a frequency-encoding gradient is applied in the 𝑥 direction, 

shifting the Larmor precession frequency based on position of the spins in the 𝑥 axis. 

This gradient pulse is applied during sampling, or readout, of the image, and is 

therefore applied for longer than the phase-encoding gradients to allow the signal to 

evolve (enough time for an echo to form). During readout, the frequencies contained 

in the signal encode spin positions in the 𝑥  direction, while the phase encodes 

positions in the 𝑦 direction.  
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In order to better conceptualise the sampling of image data using frequency and 

phase-encoding gradients, it is useful to consider the effect in k-space. Coordinates in 

k-space (𝑘𝑥 , 𝑘𝑦) correspond to accumulated phase due to applied gradients, such that 

the origin corresponds to accumulated phase with no gradients applied. The brightness 

of a pixel in k-space represents the contribution of a particular spatial frequency to the 

NMR signal. Features that are near the origin in k-space correspond to low spatial 

frequencies features in the real image, i.e., low resolution features, while finer details 

in the real image correspond to features near the outside of the k-space image. K-

space must therefore be properly sampled to produce a high quality image. Assuming 

k-space sampling begins at the origin, a line can be sampled in either the phase-

encoding (𝑘𝑦) or frequency-encoding (𝑘𝑥) direction, which will finish at 𝑘 = 𝛾𝐺𝑡, after 

applying a gradient, 𝐺, for a time, 𝑡. Once k-space has been properly sampled, a 2D 

real-space image can be calculated using a 2D Fourier transform (Nussbaumer and 

Nussbaumer, 1982). The process of converting between real space and frequency 

space is shown in Fig. 4.6 using a simple binary image of a square. 

 

Figure 4.6: A demonstration of the conversion between real space (x, y) and 

frequency (𝑘𝑥, 𝑘𝑦) space, using a simple binary image of a square. In the image on 

the left, labelled “img”, each pixel simply represents the value at a spatial coordinate, 
whereas in the middle image, which is the fast Fourier transform (FFT) of “img”, each 

pixel represents the contribution of a spatial frequency to the data in “img”. Taking 
the inverse fast Fourier transform (iFFT), converts back from frequency space to real 

space, recovering the original image. 

4.1.9 Echo Planar Imaging 

The way that k-space is sampled plays an important role in the resulting image. 

Applying a single frequency encoding gradient following an RF pulse allows for a single 

straight line to be sampled in k-space, with 𝑘𝑦 position determined by the preceding 

phase encoding. Sampling the entirety of k-space in this way can lead to long 

acquisition times. For functional imaging, where data must be acquired quickly, the 

most commonly used sequence is echo planar imaging (EPI) (Mansfield, 1977, 
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Stehling et al., 1991). EPI uses rapidly switched gradients to traverse an entire k-space 

plane following a single excitation, typically acquiring a 2D image in less than 100 ms. 

This process begins with RF excitation, tuned to a particular slice (see Fig. 4.5), 

followed by a combination of frequency and phase encoding gradients which are used 

to encode an initial position in k-space to begin sampling. Next, sequential frequency 

encoding gradients sample lines in k-space, each in the opposite direction, separated 

by small phase encoding gradients, often called “blips”. A schematic of a single slice 

acquisition using EPI is shown in Figure 4.7. Sequential slices are acquired by 

repeating this process, although the RF pulse at the start of each sequential acquisition 

with EPI is often not a 90° pulse, as longitudinal magnetisation has usually not fully 

recovered by the time an image has been sampled. The appropriate pulse duration 

can be determined using the Ernst angle, 𝛼𝑒 = cos−1(𝑒−𝑇𝑅 𝑇1⁄ ) , where TR is the 

repetition time – the time between successive excitations.  

 

Figure 4.7: A schematic showing how k-space is sampled in a gradient echo EPI 
sequence of a single slice in the transverse plane. Rapidly switched frequency-

encoding gradients produce a string of gradient echoes, with short phase-encoding 
“blips” as the frequency encoding gradients change polarity. This allows an entire 2D 

image to be formed following a single RF pulse. 

The sequence described so far is usually called gradient-echo EPI, as the switching of 

frequency-encoding gradient direction creates a string of echoes by continually 

dephasing and refocussing spins. Given that the switching of gradients is only able to 

reverse the dephasing caused by the previous gradient, this sequence is sensitive to 

𝑇2
∗ effects, i.e., both static and time-varying field inhomogeneities. However, EPI can 

also be performed using sequential RF pulses to refocus the spins, known as spin-

echo EPI. Refocussing pulses are able to reverse the dephasing caused by static field 

inhomogeneities, making spin echo EPI more sensitive to 𝑇2 effects, i.e., time-varying 

field inhomogeneities, which cannot be reversed. In general, gradient-echo EPI can be 

acquired faster, as echoes can be achieved in shorter times, but the added sensitivity 
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to field inhomogeneities makes this sequence more prone to susceptibility-induced 

distortions (see section 4.1.12). It should also be noted that gradient-echo has 

increased sensitivity to drainage of deoxygenated blood in veins compared to spin-

echo (Frahm et al., 1994), which is mostly sensitive to oxygenation changes in 

capillaries (more local to neurons). Gradient-echo EPI is applied in Chapter 7 to 

investigate functional changes in BOLD response. 

Furthermore, it is possible to sample an entire volume simultaneously in a modification 

of EPI known as echo volumar imaging (EVI). This is achieved by exciting a thick slab 

rather than a single slice and using additional phase-encoding gradients in the slice-

selection (𝑧) axis to spatially encode in 3D. The same slab is excited repeatedly with 

lower flip-angle RF pulses, and slices of 𝑘𝑥𝑦  are sampled in between 𝐺𝑧  phase-

encoding blips. Compared to 2D EPI, 3D EPI has intrinsically higher SNR, by a factor 

of √𝑁𝑠𝑙𝑖𝑐𝑒𝑠, as spins from all voxels within the excited slab contribute to the acquired 

signal. In addition, the extra phase-encoding direction increases the degree of 

undersampling that can be performed in accelerated imaging techniques (described in 

the next section), allowing for reduced TR. 

In all EPI acquisition, there is a rough trade-off between TR, voxel size and SNR. When 

taking functional measures such as BOLD, it is important to keep TR short to capture 

haemodynamics related to brain activity, which occur in the timescale of several 

seconds. For a given volume (e.g., an entire brain), using smaller voxels will increase 

TR and also reduce SNR as there are fewer spins in each voxel. It is therefore common 

to use larger voxels in functional sequences compared to structural, to maximise SNR 

and keep TR relatively short, although it should be noted that larger voxel sizes also 

increase sensitivity to physiological noise (see section 4.1.13). 

4.1.10 Accelerated Imaging 

Several techniques can be employed to reduce TR in sequences such as EPI whilst 

maintaining sufficient SNR. The first is parallel imaging (Pruessmann et al., 1999), 

known as SENSE (sensitivity encoding) in Philips MRI systems. This technique uses 

multiple receive coils (see section 4.1.14) in different positions, each with different 

sensitivity profiles to the volume being scanned, i.e., voxels in closer proximity to each 

coil will produce a greater signal. The extra information from the sensitivity variation in 

the coils means that images from each coil can be undersampled, i.e., less lines taken 

in a k-space plane, and later combined to produce a full image, reducing the time taken 

to acquire an entire volume. This technique is characterised by a SENSE factor, which 

corresponds to the amount of undersampling performed with each coil, e.g. a SENSE 
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factor of 2 means only half of the phase encoding steps are required. Parallel imaging 

intrinsically reduces SNR because less data is acquired when k-space is 

undersampled, while other effects, such as errors in estimation of coil sensitivities, also 

tend to reduce SNR. However, this is often outweighed by the benefit of faster 

acquisition. 

Another technique used to speed up acquisition is simultaneous multi-slice, or multi-

band (MB) imaging. In MB imaging, multiple slices are excited simultaneously using a 

combination of multiple RF pulse, each offset at a different frequency (Blaimer et al., 

2013, Larkman et al., 2001). Using a multi-coil receiver setup, the slices can then be 

delineated due to the additional spatial encoding information provided by the coils. 

Although multiband does not undersample k-space, SNR is still reduced according to 

a geometry factor, or g-factor, relating to the geometry of the array of receiver coils 

relative to the object being measured (Blaimer et al. 2013). The multiband factor, which 

is typically 2 – 4 for Philips MRI systems (as used in this Thesis), describes the number 

of slices that are acquired simultaneously, and therefore the reduction in the time taken 

to acquire a volume image. 

 

Figure 4.8: A schematic, adapted from (Blaimer et al. 2013), showing multi-slice 
MRI. Two separate slices are excited simultaneously, creating an image which 

contains information from both slices. The slices can then be delineated using spatial 
encoding information from parallel receive coils. 

4.1.11 Anatomical Imaging 

Functional imaging is performed using sequences with fast acquisition and lower 

image quality. In many cases, a high-quality anatomical image of the brain is required, 

for applications in fMRI and also M/EEG. In the case of fMRI, anatomical images aid 

with visualisation, and allow for co-registration to a standard brain for the purpose of 
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group averaging. The most common MRI sequence used for anatomical images is 

magnetisation-prepared rapid acquisition gradient echo (MPRAGE) (Mugler III and 

Brookeman, 1990).  

MPRAGE is a sequence that produces high resolution images with good contrast 

between different tissues in the brain. The sequence is an example of an inversion 

recovery sequence. MPRAGE starts with a 180° inversion pulse that rotates the net 

magnetisation vector such that it opposes the static field. The spins are allowed to 

relax for a chosen time, known as the inversion time (TI), before an image is taken 

using a 3D gradient echo readout. Because tissues will be at different points of the 

longitudinal relaxation process during k-space sampling, this sequence is 𝑇1 weighted. 

TI must therefore be chosen to give maximum contrast between tissues of interest. 

MPRAGE is used to take T1-weighted anatomical images in Chapter 5 to allow for co-

registration and source reconstruction with MEG data. 

Another popular sequence used for anatomical imaging is phase sensitive inversion 

recovery (PSIR) (Hou et al., 2005). In a regular inversion recovery sequence, the MR 

signal (corresponding to voxel brightness) only depends on the magnitude of the bulk 

magnetisation at the point when image readout begins. This would mean that two 

tissues with equal and opposite magnetisation at TI would have zero contrast in the 

image. In a PSIR sequence, TI is chosen such that an image is taken in the middle of 

the null points (point of zero signal) of white and grey matter. This image is then phase-

corrected, recovering the sign as well as the magnitude of each voxel to maximise 

contrast between white and grey matter. This thesis uses a modified PSIR sequence 

(Mougin et al., 2016) in Chapter 7, which takes a second image after the null points of 

grey matter, white matter and cerebrospinal fluid. The second image is used to retrieve 

the sign of the magnetisation in the first image, as well as correct the bias field (Van 

de Moortele et al., 2009). 

4.1.12 Susceptibility-Induced Distortions 

For all types of imaging using MRI, inhomogeneities in the static 𝐵0 field can create 

distortions in the image. This is because spatial information in the image is encoded 

using the accumulated phase due to magnetic field gradients, so any additional phase 

offset that occurs due to 𝐵0 field inhomogeneities will create spatial distortions as the 

accumulated phase will not match the voxel position. Although some inhomogeneities 

arise due to hardware, they are also caused by differences in magnetic susceptibility 

of different tissues (Graham et al., 2017). Magnetic susceptibility is a measure of how 

magnetised a material becomes in the presence of a magnetic field. Thus, at 
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boundaries between tissues with different magnetic susceptibility, there will be a shift 

in local precession phase which will lead to spatial distortions in the image. These can 

be partially corrected by informing active shimming coils (see section 4.1.14) with a 𝐵0 

map taken prior to running the main scanning sequences, although further post-

processing is often required with sequences which are particularly prone to these 

artefacts. It should be noted that inhomogeneities due to magnetic susceptibility 

become greater as the strength of the 𝐵0 field is increased. This is because precession 

frequency increases with the applied field (Eq. 4.4), meaning differences in phase due 

to inhomogeneities will be greater. In addition, sequences such as gradient-echo EPI 

(section 4.1.9) are more prone to susceptibility-induced distortions as they are 

sensitive to both static and time-varying field inhomogeneities due to the use of 

gradient echoes to perform fast acquisition. 

4.1.13 Noise in Functional Data 

Noise in functional imaging is generally estimated by temporal signal to noise ratio 

(tSNR), found by dividing the mean of a voxel timecourse by its standard deviation. 

The two primary sources of noise in fMRI data are thermal and physiological noise. 

Thermal noise is created by thermal agitation of charge carriers in both the scanner 

electronics and the participant (Bodurka et al., 2007, Liu, 2016). Thermal noise has 

been shown to become the dominant source of noise at high resolutions (Triantafyllou 

et al., 2005), making high field strengths such as 7T preferrable in this regime as the 

tSNR will scale will the SNR, which in turn scales with field strength. 

Physiological noise is entirely driven by the participant and dominates (compared to 

thermal noise) when using larger voxel sizes (Triantafyllou et al., 2005). There are 

several persistent sources of physiological noise that are mostly unavoidable, even in 

particularly motivated participants (Murphy et al., 2013). Firstly, the cardiac and 

respiratory cycles both create periodic movement in the scanner, causing time-varying 

inhomogeneities in the static field which can induce additional phase offset, and thus 

distortions in the image (Murphy et al., 2013, Brosch et al., 2002). Additionally, head 

movement caused by breathing can lead to periodic shifting in the location of spins 

according to breathing phase (Friston et al., 1996). Given that cardiac and respiratory 

cycles occur in a frequency range that is similar to BOLD changes (Akselrod et al., 

1981, Wise et al., 2004, Birn et al., 2006), these physiological noise sources can cause 

spurious results. As well as periodic activity, it has also been shown that changes in 

breathing rate can drive changes in BOLD due to fluctuations in arterial CO2 

concentration (Wise et al., 2004). Measures can be put in place during the scan, such 

as head padding and active shimming, to partially mitigate effects caused by 
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respiratory and cardiac cycles. However, post-processing techniques are usually still 

required to remove these noise sources from the data. One approach to removing 

periodic physiological noise from the data is retrospective image correction 

[RETROICOR] (Glover et al., 2000), which is the method applied in Chapter 7. This 

method assumes that the data are corrupted by separate periodic functions 

representing the cardiac and breathing cycles. Data is taken during the scan to 

measure each of these cycles, using equipment such as a respiratory bellows and a 

pulse oximeter. The phase timecourse of cardiac and breathing data are then 

calculated and transformed into low-order Fourier series (trigonometric functions). 

These are then fit to the EPI data using linear regressions, and subsequently removed. 

4.1.14 MRI System 

As discussed in the previous sections, to form an image using MRI we need a static 

𝐵0 field, an oscillating 𝐵1 field, and magnetic field gradients, 𝐺𝑠𝑙𝑖𝑐𝑒, 𝐺𝑓𝑟𝑒𝑞 and 𝐺𝑝ℎ𝑎𝑠𝑒. It 

is beneficial for 𝐵0 to be as high as possible as the MRI signal strength is based on the 

bulk magnetisation (Eq. 4.19, 4.21), which in turn is related to the strength of the 

applied field (Eq. 4.10). Typical values of 𝐵0 include 1.5T, 3T and 7T (around 100,000 

times stronger than Earth’s magnetic field at the surface). As well as overall strength, 

the 𝐵0  field must also be stable across time. To achieve fields with the required 

strength and temporal stability, MRI magnets are made of solenoids of 

superconductive material (see description of superconductivity in Chapter 3). The field 

is then proportional to the number of coils in the solenoid per unit length, as well as the 

current through the coil. Using superconducting material allows for extremely strong 

and stable magnetic fields to be produced, as current flows without the effects of 

electrical resistance which would usually cause energy loss over an extended period 

of use. A downside of using superconductive coils is that they must remain 

cryogenically cooled using liquid helium, as is the case with MEG scanners (see 

Chapter 3).  

Another requirement of the 𝐵0 field is uniformity, specifically within the space where 

the brain (or any body-part being scanned) will occupy. As described in section 4.1.12, 

additional phase offset due to field inhomogeneities will create spatial distortions in the 

image. These inhomogeneities can be mostly corrected using shims. Passive shims 

are fixed pieces of ferromagnetic material, creating fixed alterations to the field. Active 

shims are coils which must be energised to produce corrective fields, providing a more 

flexible solution to field inhomogeneities. As with susceptibility-induced distortions, 

inhomogeneities due to intrinsic magnet properties become greater as the strength of 
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the 𝐵0 field is increased (Eq. 4.4), meaning field correction is particularly important at 

high field strengths such as 7T. 

To create gradients, 𝐺𝑠𝑙𝑖𝑐𝑒, 𝐺𝑓𝑟𝑒𝑞 and 𝐺𝑝ℎ𝑎𝑠𝑒 which are usually applied in the 𝑧, 𝑥 and 

𝑦 directions, respectively, a set of three gradient coils are required (Carpenter and 

Williams, 1999). Gradients in the 𝑧 direction (aligned with the bore) are usually created 

by circular wire coils, whereas gradients in the 𝑥 and 𝑦 directions are created using 

coils in a saddle orientation (see Fig. 4.9). The current passed through each of these 

coils following an RF pulse determines the spatial encoding of precessional motion. 

Gradient coils are usually a fixed part of the MRI system which do not need to be 

changed based on the scanning sequence. 

RF coils are used to transmit the 𝐵1 field as well as receive the transverse MRI signal 

(the FID). These two functions may be handled by the same coil, or in separate transmit 

and receive coils (Carpenter and Williams, 1999). Transmit coils produce oscillating 𝐵1 

fields which are able to excite spins over large spans of tissue, while receive coils pick 

up transverse magnetisation through electromagnetic induction, before it is amplified, 

digitised and filtered to extract frequency and phase information. Transmit coils should 

be placed close to the tissue of interest to maximise the strength of the MR signal 

measured (see Fig. 4.9). 
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Figure 4.9: Panel A shows a cutaway of a typical MRI scanner (taken from 
https://www.analogictips.com, access date 15/02/2024), showing a patient in the MRI 
magnet bore, as well as the positions of gradient and RF coils. Panel B shows typical 

coil geometries for gradients in the 𝑥, 𝑦 and 𝑧 directions (taken from 
https://mriquestions.com, access date 15/02/2024), which are usually integrated to 
the scanner bore. Panel C shows a RF coil, producing the 𝐵1 field perpendicular to 

the static 𝐵0 field (taken from https://mriquestions.com, access date 15/02/2024). The 
RF coil in panel C is specifically designed for head scanning, allowing the receive 

component to be much closer to the tissues of interest.  

 

4.1.15 Origin of Contrast in Functional MRI 

Oxygen is a fundamental requirement for brain function. The brain has no storage 

capacity for oxygen, thus requiring a constant supply to meet ongoing demands. 

Oxygen is delivered to the brain in red blood cells, bound to a protein called 

haemoglobin that has four haem (iron containing) groups, each of which can bind to 

an oxygen molecule. Haemoglobin that is saturated with oxygen is known as 

oxyhaemoglobin. Following dissociation of oxygen from the haem groups, this 

becomes deoxyhaemoglobin. Importantly, deoxyhaemoglobin is paramagnetic, 

meaning it becomes weakly magnetised when exposed to a magnetic field, while 

oxyhaemoglobin is diamagnetic, meaning it does not become magnetised when 

exposed to a magnetic field. Therefore, the presence of deoxyhaemoglobin creates 

local field inhomogeneities that encourage transverse magnetisation decay. Upon 

https://www.analogictips.com/
https://mriquestions.com/
https://mriquestions.com/
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activation, the ratio of oxyhaemoglobin to deoxyhaemoglobin increases due to the fact 

that blood flow overcompensates for the increase in metabolic demand (see Chapter 

2). This occurs primarily in the venules and veins after oxygen has been transferred to 

the tissue in the capillary bed (Ogawa et al., 1993b). The increased ratio of 

oxyhaemoglobin to deoxyhaemoglobin following activation causes a relative decrease 

in the local magnetic susceptibility, and therefore a decrease in the field inhomogeneity 

felt by nearby hydrogen nuclei. This process increases 𝑇2 and 𝑇2
∗, i.e., increasing the 

relative BOLD signal from baseline levels. This is the primary contributor to contrast in 

functional MRI (Ogawa et al., 1990).  

 

Figure 4.10: A schematic of a blood vessel, modelled as an infinite cylinder with 
radius a, at angle 𝜃 from the static 𝐵0 field. This model is used to derive the 

dephasing effect of field inhomogeneities at a distance r from the vessel, at angle 𝜑 
from the field. 

The susceptibility effects of deoxyhaemoglobin have effects both within the blood 

vessels, as well as in the space surrounding the vessels. Ogawa et al modelled the 

intravascular and extravascular effects on magnetic susceptibility by considering blood 

vessels in the brain as infinite cylinders, oriented randomly at angle 𝜃 with respect to 

the static 𝐵0 field, as shown in Figure 4.10 (Ogawa et al., 1993b). Using this model, 

the following equations can be derived for the change in precessional frequency both 

within and outside the vessel: 

∆𝜔𝑜𝑢𝑡𝑠𝑖𝑑𝑒 = 2𝜋∆𝜒(1 − 𝑌)𝜔0(𝑎
𝑟⁄ )2 sin2(𝜃) cos(2𝜑) , (4.23) 

∆𝜔𝑖𝑛𝑠𝑖𝑑𝑒 = 2𝜋∆𝜒(1 − 𝑌)𝜔0(cos2 𝜃 − 1
3⁄ ). 
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In these equations, 𝑌 is the fraction of oxygenated blood within a vessel of radius 𝑎, 

and ∆𝜒 is the susceptibility difference between oxygenated and deoxygenated blood. 

A consequence of these equations is that both the intravascular and extravascular 

dephasing effects will increase with applied field strength, as the Larmor frequency 

increases linearly with field strength (Eq. 4.4). It should also be noted that due to the 

dependence on trigonometric functions of 𝜃  and 𝜑 , the BOLD contrast could be 

dramatically reduced based on the orientation of the blood vessel. Gagnon et al 

quantified this variation in BOLD sensitivity across the cortex using two-photon 

microscopy of the rodent brain to map realistic microvasculature (Gagnon et al., 2015).  

The effect of blood oxygenation on 𝑇2 and 𝑇2
∗ contrast can be understood using static 

dephasing and dynamic averaging (Ogawa and Lee, 1990, Yablonskiy and Haacke, 

1994, Ogawa et al., 1993a). Water follows a random diffusion pathway in the 

extravascular space, characterised by the diffusion length, i.e., the net distance 

diffused in a given time. Static dephasing occurs when a field inhomogeneity varies on 

a scale that is large compared to the diffusion length of water. In this regime, the 

dephasing can be refocussed, thus having a greater effect on 𝑇2
∗ contrast. Dynamic 

averaging occurs when a field inhomogeneity varies on a scale that is comparable to 

the diffusion length of water. These time-varying inhomogeneity effects cannot be 

refocussed, and therefore have a greater effect on 𝑇2  contrast. Inhomogeneities 

around blood vessels vary on a scale that is proportional to their radius. Consequently, 

for large vessels, e.g., draining veins, the diffusion length of water in the extravascular 

space is small compared to the gradient of the inhomogeneity, meaning static 

dephasing, and thus 𝑇2
∗  contrast, dominates in this regime. Conversely, for small 

vessels, e.g. capillaries, the diffusion length of water is comparable to the gradient of 

the extravascular inhomogeneity, meaning dynamic averaging, and thus 𝑇2 contrast, 

dominates here. It is important to note, from Equation 4.23, that dephasing is 

proportional to the applied field strength, via the Larmor frequency. This means that at 

higher fields, due to decreased 𝑇2
∗ the TE required for optimal contrast is reduced, 

along with the relevant diffusion length of water. Consequently, at higher fields, the 

contribution of smaller blood vessels to the BOLD signal is increased. 

Dynamic averaging also plays a role in the intravascular signal. Within the blood 

vessels, the source of field inhomogeneity is the individual red blood cells, rather than 

the bulk effect of the blood vessel, meaning the fields vary according to the size of the 

blood cells. As the size of red blood cells is small compared to the diffusion length of 

water within a blood vessel, the presence of deoxyhaemoglobin decreases the 𝑇2 due 

to dynamic averaging. From Equation 4.23, we can see that this effect is independent 
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of vessel size. Another factor to consider for intravascular BOLD signal is the difference 

between the 𝑇2 of blood compared to surrounding tissue. In Chapter 2, we discussed 

how neuronal activation causes an increase in CBV. If blood has a longer 𝑇2 than 

surrounding tissue then an increase in CBV will cause an increase in BOLD signal 

intensity. However, if the 𝑇2 of blood is shorter than surrounding tissue, an increase in 

CBV will cause a decrease in BOLD signal. At 3T, the 𝑇2  of oxygenated blood is 

comparable to that of grey matter, but the 𝑇2 of deoxygenated blood is slightly lower, 

meaning an increase in CBV following activation, and thus an increase in the fraction 

of oxygenated blood, will cause a relative increase in the intravascular BOLD signal. 

However, at 7T, the 𝑇2  of blood is much lower than grey matter, meaning the 

intravascular BOLD signal is mostly lost at the TE values typically used. 

Based on the discussion above, it becomes apparent that GE and SE EPI sequences 

will differ in sensitivity to different parts of the vasculature. As GE EPI is sensitive to 𝑇2
∗ 

contrast, this sequence will be more sensitive to signal around large blood vessels. On 

the other hand, SE EPI, due to 𝑇2 sensitivity, will measure greater contribution from 

smaller blood vessels along with intravascular signal at lower field strengths. Because 

of this, signal in SE EPI is thought to relate more closely to neuronal activity than GE 

EPI, as the small blood vessels (capillaries) are in closer proximity to the neurons being 

activated. 

4.2 fMRI Data Analysis 

4.2.1 Typical Pre-Processing Steps 

Following acquisition of EPI data, several pre-processing steps are applied before any 

analysis of task-driven effects. Typical pre-processing steps include: 

• Motion Correction: The EPI data are separated in the time dimension, forming 

a series of 3D volume images. A rigid body matrix (6 degrees of freedom, 3 

each for translation and rotation) is calculated between each volume and a 

nominated fixed volume to align the images across all timepoints. 

• Spatial Smoothing:  The EPI data are convolved with a smoothing kernel, 

which, for a 3D volume image, is a cube containing a 3D Gaussian function 

with full-width-half-maximum of ~2 voxel widths. This reduces the effect of any 

noise with high spatial frequency but can also diminish fine detail in the image.  

• Highpass Filtering: Scanner components can heat up over time due to 

repeated gradient switching, causing drifting of the signal baseline. This can be 
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removed using a highpass filter, removing very low frequency effects in the 

data (typically < 0.01 Hz).  

4.2.2 General Linear Modelling 

A common method to analyse fMRI data is using a general linear model [GLM] (Friston 

et al., 1995). This approach models the effect of stimuli, tasks, and other factors such 

as behaviour and demographic information, on the BOLD signal. We start with a simple 

linear equation, 

𝒀 =  𝑿𝛽 + 𝜀 (4.24) 

relating variable 𝒀 to variable 𝑿 via the linear transformation contained in 𝛽, with error 

𝜀. This is the same equation used to relate any two variables via linear regression, no 

matter the dimensionality of the independent variable (i.e., this is also the equation for 

multiple regression). In the case of BOLD data, 𝒀 is the measured data, 𝑿 is a design 

matrix where each row contains an independent variable, or regressor, relating to the 

experimental paradigm, 𝛽 is the vector of weights corresponding to contributions of 

each column in 𝑿, and 𝜀 is the error between the model and the measured data.  

Take the simplest example – an experiment containing only two conditions, e.g. eyes-

open and eyes-closed. This can be represented as a simple binary timecourse, often 

called a boxcar model, where a value of 1 represents eyes-open and a value of zero 

represents eyes-closed. In a sense, the boxcar model represents the near-

instantaneous changes in cognitive state that occur when moving from one task 

condition to another. However, haemodynamics are not modulated in such a fast 

binary manner, despite being related to neuronal activity. To better reflect 

haemodynamic activity, we must first calculate the convolution of the boxcar with a 

haemodynamic response function (HRF), which represents the haemodynamic 

response to a unitary stimulus. The most commonly accepted HRF is shown in Figure 

4.11, which is formed from the sum of two gamma functions (Glover, 1999),  containing 

a primary peak, and post-stimulus undershoot (the origins of these parts of the 

response have already been discussed in Chapter 2). 
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Figure 4.11: The commonly accepted form of the haemodynamic response function 
(Glover 1999), which is the BOLD fMRI response to a unitary stimulus. The response 

consists of an initial peak, followed by an undershoot below baseline following 
stimulus withdrawal. 

As such, each column of the design matrix relating to a task variable can be written as 

𝒙𝒊 = 𝒎𝒊 ∗ 𝐻 (4.25) 

where 𝒎𝒊 is the boxcar model and 𝐻 is the HRF. In addition to regressors relating to 

the paradigm, a set of nuisance regressors are often included in the design matrix, 

representing variables such as head movement, which will affect the BOLD signal, but 

do not directly relate to the neuronal activity of interest. A simulated design matrix is 

shown in Figure 4.12. 
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Figure 4.12: A schematic showing the process of modelling BOLD fMRI data using a 
general linear model. The data model 𝑌 is the multiplication of a design matrix, 𝑋, 

and a vector of weights, 𝛽, which correspond to the contribution of each column in 𝑋 
to the model. The design matrix contains regressors that correspond to task 

conditions as well as nuisance parameters (e.g. head motion). Here, the task has 
only two conditions and can therefore be represented in a single column (e.g. eyes-
open/eyes-closed). Normally distributed random noise was chosen as an example 

nuisance parameter, although it is important to note that in real data these will often 
not behave as random noise. 

 

The solution to a regression problem such as this is the same no matter the 

dimensionality of the design matrix, i.e., we can add more independent variables to 𝑿 

without changing the solution. As 𝑿 is not square, it cannot simply be inverted to find 

a solution. Instead, it must be multiplied by its transpose before inverting, leading to 

the following expression:  

𝜷 = (𝑿𝑇𝑿)−1𝑿𝑇𝒀. (4.26) 

 



87 
 

These weights can now be used to calculate a model of the BOLD data at each voxel 

in the brain. If the weights corresponding to task-related regressors are large, it 

suggests that the voxel being modelled is strongly modulated by the task. 

It is common to perform statistical tests on the regression coefficients to identify voxels 

where the effect of a regressor, or combination of regressors, becomes statistically 

significant (Worsley, 2001). The t-statistic for a particular regression coefficient, or 

combination of regression coefficients, 𝛽, is given by 

𝑡 =
𝛽

𝜎𝜀
, (4.27) 

where 𝜎𝜀 is the standard deviation of the model error, adjusted for degrees of freedom 

(related to number of datapoints and number of regressors in the contrast). The t-

statistic is assumed to fall on a t-distribution, which represents the probability that the 

null hypothesis is correct, i.e., there is no effect of the regressor in the data. The t-

distribution is centred around zero, such that a t-statistic close to zero indicates high 

probability (p) that the null hypothesis is correct (𝑝 → 1), while a high t-statistic indicates 

low probability that the null hypothesis is correct (𝑝 → 0). The condition for statistical 

significance is usually set at 𝑝 < 0.05, meaning there is less than 5% chance that the 

null hypothesis is correct.  

In some GLM implementations, the t-statistic is converted to a z-statistic by finding the 

value in a z-distribution (normal distribution with mean of 0 and standard deviation of 

1) that gives the same p value. This provides a standard measure of the effect of a 

regressor on the data, which is useful when making comparisons across different 

voxels, subjects (see section 4.2.3) or studies. Activation maps in fMRI analysis are 

usually plotted using the t-statistic or z-statistic thresholded at p < 0.05. 

Despite thresholding activation maps based on p-value, there is still a chance of 

making false discoveries which increases when repeating the test over multiple voxels 

(Worsley, 2001). The so-called family-wise error (FWE) corresponds to the chance of 

making at least one false discovery, i.e., measuring p < 0.05 in at least one non-

activated voxel. FWE can be mitigated by applying Bonferroni correction, dividing the 

p threshold for significance by the number of tests performed. Although effective, this 

method can be overly conservative when performing GLM analysis on a whole-brain 

with a high number of voxels. An alternative measure to FWE is false discovery rate 

(FDR), which is the expected proportion of false discoveries amongst all measured 

effects. Controlling for FDR rather than FWE allows a chosen proportion of the results 

to be false discoveries, known as the FDR level, often chosen as 5%. From here, all p 
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values measured (across voxels in the brain in our case) are ranked from smallest to 

largest, and the new p threshold is the largest p-value that satisfies the expression: 

𝑝 ≤
𝑟𝑎𝑛𝑘

𝑁
∗ 𝐹𝐷𝑅, where 𝑁 is the total number of tests performed. 

4.2.3 Group Level Analysis 

The process of performing a GLM, described above, is initially performed on a single 

participant dataset, often called a first-level analysis. A higher-level analysis can then 

be performed, either on multiple runs for the same subject, or across multiple subjects, 

to analyse effects which are consistent across a set of scans (Beckmann et al., 2003, 

Leibovici and Smith, 2000).  

First-level GLMs are performed in subject-specific functional (EPI) space, while higher-

level (specifically group-level) analyses are often performed in a standard space using 

a template anatomical image. The anatomical template which is generally used is the 

MNI 152 brain template, which is a standard brain formed of the average of 152 healthy 

male T1 weighted anatomical MRI scans (Mazziotta et al., 2001). Before moving to 

standard space, a transformation must first be calculated between the subject-specific 

functional (EPI) image and a T1-weighted anatomical, often an MPRAGE or PSIR (see 

section 4.1.11). This requires a rigid body transformation matrix (Challis, 1995), which 

has six degrees of freedom, allowing only for translations (three degrees) and rotations 

(three degrees), given the images are of the same brain. Following this, a second 

transformation matrix is required which transforms the subject-specific anatomical 

image to a standard anatomical. This transformation requires 12 degrees of freedom 

(Block, 1974), allowing for scaling and shearing, as the images are of different brains. 

Once these transformations are calculated, they can be applied to bring functional data 

from subject-specific functional space to standard space. The process of registration 

from functional to standard space to perform group-level analyses is shown in Figure 

4.13. It should be noted that when performing higher-level analysis on multiple runs of 

the same subject, the functional data need only be registered between runs using a 

rigid body transformation, or perhaps transformed to a high resolution anatomical, 

again with a rigid body transformation, for better visualisation. 



89 
 

 

Figure 4.13: A schematic showing the process of registration from subject-specific 
functional space to standard space, for the purpose of higher-level fMRI analysis. 
Transformation matrices must be calculated which transform function images to 

subject-specific anatomical images, and anatomical images to a standard 
anatomical. These matrices are then multiplied together to transform functional 

images directly to standard space for further analysis. 

Following transformation to the appropriate space, further statistics can be calculated 

to analyse effects which are consistent over the set of runs, or subjects. The distinction 

between higher-level analyses performed on multiple runs or multiple subjects is 

important, as the way the data is combined will differ in each case. If modelling multiple 

runs of the same subject, a fixed-effects analysis can be used at the higher level, which 

assumes that any variation between results of the first-level analyses arises entirely 

from within-subject variance. However, if multiple subjects are being combined in a 

higher-level analysis, a fixed-effects analysis is insufficient in dealing with variability in 

the data. A random-effects analysis accounts for heterogeneity across subjects by 

allowing for random variability between results of the first-level analyses. In practice, 

this amounts to weighting of the first-level results based on the quality of fit, reducing 

the impact of outliers and producing a group-level result that should be more 

representative of a greater population.  



90 
 

4.2.4 Independent Component Analysis 

The GLM method discussed previously can be considered a univariate analysis 

technique, as a separate model is formed for each voxel. However, it is well known 

that groups of spatially disparate voxels tend to co-activate, during tasks as well as at 

rest, forming so-called functional networks (see Chapter 2). Multivariate analysis 

methods such as independent component analysis (ICA) address this by separating 

the data into a set of spatial maps which tend to co-activate (McKeown and Sejnowski, 

1998). This can be written as   

𝑪 = 𝑾𝑿, (4.28) 

Where 𝑪 is an 𝑛 × 𝑣 matrix of component maps (𝑛 is the number of timepoints, 𝑣 is the 

number of voxels in the image), 𝑿 is the 𝑛 × 𝑣 matrix of original images after whitening 

(each row is a single volume), and 𝑾 is an 𝑛 × 𝑛 is a matrix which describes the linear 

combinations of the data which form the components. In ICA, 𝑾 is chosen such that 

the rows in 𝑪 are sufficiently statistically independent. One benefit of this approach is 

reduced dimensionality of the data, with a single timecourse representing the data from 

multiple voxels and regions of the brain. Another benefit is the lack of a priori 

assumptions on the shape of the data. In a GLM, the data is assumed to relate to the 

experimental paradigm via the HRF, whereas ICA groups the data based on co-

activity, allowing for post-hoc analysis of response morphology which is unrestricted 

by a predetermined HRF. 

4.3 Summary 

This chapter has provided a description of the semi-classical physics which enables 

imaging using magnetic resonance, as well as the techniques used to image at high 

enough temporal resolution to resolve functional changes in the ratio of oxy- and 

deoxy-haemoglobin, relating to neuronal activity (described in Chapter 2). We have 

also introduced the basic methodology for analysing functional MRI data, which is 

explored further in Chapter 7. 
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5 Post-Task Responses in Oscillatory Activity 

follow Cessation of Working Memory 

Processes 

5.1 Abstract 

Post-task responses (PTRs) are induced oscillatory responses occurring for several 

seconds between the end of a stimulus/task and a period of rest. The most well-studied 

of these are beta band (13 – 30 Hz) PTRs in motor networks following movement, 

often called post-movement beta rebounds, which have both neuroscientific and 

clinical relevance. It is unknown whether PTRs are specific to sensorimotor and visual 

systems, or whether they are a more general self-modulatory property of the cortex 

that occur following cessation of higher cognitive processes as well as movement and 

visual stimuli. We investigated this by  recording MEG responses to a working-memory 

task in 20 healthy participants using long rest periods to study PTRs following 

cessation of higher cognitive processes. 

Results revealed PTRs in the theta, alpha and beta bands across many regions of the 

brain, including frontal, parietal and lateral visual regions. These PTRs increased 

significantly in magnitude with working-memory load, an effect that is independent of 

oscillatory modulations occurring over the task period as well as those following 

individual stimuli. Furthermore, we showed that PTRs are functionally related to 

reaction times in left lateral visual and left parietal regions, while the oscillatory 

responses measured during the task period are not. Importantly, motor PTRs following 

button presses did not modulate with task condition, suggesting that PTRs in different 

networks are driven by non-motor processes involved in working memory. 

These findings show that PTRs are not limited to motor networks but are widespread 

in regions that are recruited during the task. We provide evidence that PTRs have 

unique properties, scaling with cognitive load and correlating significantly with 

behaviour. Based on the evidence, we suggest that PTRs act to inhibit task-positive 

network activity to enable a transition to rest. 

5.2 Publication and Contribution Note 

This work has been published in NeuroImage as a research article (Coleman et al., 

2023). In addition, work from this chapter has been presented as a poster at the 
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International Conference on Biomagnetism (BIOMAG) 2022, and the Organization for 

Human Brain Mapping (OHBM) 2023.  

All data collection and analysis presented in this chapter was performed by the author. 

Data analysis was performed using a series of bespoke in-house scripts. 

5.3 Introduction 

Post-task responses (PTRs) occur in a transition period, starting when a stimulus or 

task has ended and lasting for up to ten seconds before the brain returns to resting 

state and the associated oscillatory rhythms. The beta band (13 – 30 Hz) PTR in the 

motor cortex, often termed the post-movement beta rebound (PMBR), is the most well-

studied electrophysiological PTR (Pfurtscheller et al., 1996b, Pfurtscheller, 1981, 

Stancak and Pfurtscheller, 1995, Cassim et al., 2001). The PMBR is characterised by 

a rise in beta band power above baseline following cessation of movement, driven by 

increased probability of beta bursting events (Pfurtscheller, 1981, Pfurtscheller and 

Lopes da Silva, 1999). These are induced, rather than evoked, effects (see Chapter 2) 

and are currently not thought to be related to other well documented evoked responses 

such as error-related negativity (ERN) (Falkenstein et al., 1991, Gehring et al., 1995, 

Gehring et al., 2018) or contingent negative variation (CNV) (Walter, 1968, Babiloni et al., 

2005), although explicit relationships are yet to be investigated. As explained in 

Chapter 2, the PMBR has several interesting characteristics: it modulates with various 

task parameters, such as force output (Fry et al., 2016) and movement duration 

(Pakenham et al., 2020), and differs in several patient populations compared to healthy 

controls (Gascoyne et al., 2021, Liddle et al., 2016, Robson et al., 2016, Gaetz et al., 

2020). The response preceding the PMBR, termed the movement-related beta 

decrease (MRBD), remained unchanged in all of these experiments. Together, these 

studies showed that the PMBR is modulated independently of the MRBD and can be 

predictive of symptoms related to disease severity in a way that the MRBD is not. In 

turn, this suggests that the PMBR can provide unique insight into both healthy and 

pathological brain function. 

The neural mechanisms underlying the PMBR remain unknown, although existing 

models are outlined in Chapter 2. In short, it has been posited that the PMBR is 

required to actively inhibit the motor network to prevent further movement from taking 

place (Chen et al., 1999, Pakenham et al., 2020), potentially reflecting top-down signal 

propagation in the motor system. Pakenham et al suggested that task difficulty drives 

PMBR amplitude, such that greater cognitive load in the motor network requires 

greater levels of inhibition (thus larger PMBR) when returning to rest. The direct 
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relationship between difficulty and the PMRB was not tested directly in this study as 

there were no differences in behavioural measures of task difficulty that could be 

related to PMBR amplitude. Another hypothesis is that the PMBR is a marker of 

certainty in the brain’s feed-forward motor model, such that greater uncertainty in the 

motor action leads to diminished PMBRs (Tan et al., 2014). The two studies above 

cannot be directly compared, as the study by Pakenham et al varied the duration of 

grip force, which changed the difficulty of the motor action, whereas the study by Tan 

et al varied the degree of mismatch between the internal motor plan and the outcome 

of the motion, thus modulating motor uncertainty rather than difficulty of execution. In 

addition, the PMBRs measured by Tan et al took place in a very short inter-trial period 

(< 2 s), rather than a transition to rest, therefore it is likely that there were ongoing 

cognitive processes (attention towards the task) during the PMBR, possibly 

confounding the results. 

Outside of the motor system, relatively few reports of PTRs have been documented. 

Alpha band (8 – 13 Hz) PTRs have been reported in the visual cortex (Mullinger et al., 

2017), although these are not widely studied. To our knowledge, there have been no 

reported electrophysiological PTRs outside of the sensory cortex (i.e., outside of motor, 

visual or auditory cortices). Liddle et al reported a “post-stimulus response” in the 

insula following task-relevant stimuli (Liddle et al., 2016). However, this response 

began during visual stimulation and took place in a period of active memory 

maintenance, i.e., not before the brain returns to rest as per our definition of a PTR 

(Figure 2.10). Thus, it is unclear whether the response reported by Liddle et al is a true 

PTR or an oscillatory response generated for memory maintenance (Jensen et al., 

2002, Tuladhar et al., 2007). It is currently unknown whether PTRs are a specific 

phenomenon of the sensory cortex and associated processes, or whether they are 

also elicited in higher order areas following executive functions. The distinction is 

important as it determines whether PTRs are specifically related to sensory processes, 

or whether they are a ubiquitous cognitive control mechanism of the entire cortex. 

To study PTRs following higher cognitive processes we employ an n-back task that: 1) 

recruits brain regions associated with higher cognitive activity; 2) maintains a relatively 

constant load in the recruited brain regions during task periods so that the task has 

definitive on/off periods; 3) modulates cognitive load between task conditions without 

changing sensory input. Crucially, our n-back task contained long (30 s) rest periods 

after each task period, allowing for the study of PTRs. We hypothesise that PTRs occur 

in higher cognitive regions and provide unique information about cognitive processing 

which is not obtained from the oscillatory task-response (OTR, average MEG response 
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measured during the task period). Furthermore, we aim to corroborate the previously 

posed hypothesis (Pakenham et al., 2020) that PTRs are driven by perceived task 

difficulty by relating PTR amplitude to behavioural measures of task performance. This 

will provide vital new information as to the functional importance of PTRs. 

5.4 Methods 

20 healthy volunteers (10 female, aged 26 ± 4 [mean ± SD] years) took part in this 

study, which was approved by the University of Nottingham Medical School Research 

Ethics Committee and in compliance with all COVID-19 standard operating procedures 

(as data were collected in 2020). All volunteers gave written, informed consent.  

5.4.1 Paradigm 

A summary of the n-back paradigm used in the experiment is shown in Figure 5.1. The 

n-back task conditions were 0-back, 1-back and 2-back (Fig. 5.1), in order of increasing 

working memory load. Subjects were instructed to use their right index finger to press 

a button when a target letter was shown. Depending on the block condition, the target 

letter was either the letter ‘x’ (0-back), the same letter as the letter before (1-back), or 

the same letter as two letters before (2-back). At the start of each block, an instruction 

screen was presented for 2 s which displayed the forthcoming task condition. During 

a task period, 15 letters (which we term stimuli), 4 of which were targets, were 

presented for 1 s each in a pseudorandom order, with 1 s interstimulus interval. Each 

task period was followed by a 30 s rest period, during which a fixation dot was shown. 

The instruction screen, task period, and rest period formed an experimental block 

lasting 62 s. The experiment comprised of 2 runs with 8 blocks per condition in each 

run. Blocks were arranged in a different pseudorandom order for each of the runs. The 

oscillatory task response (OTR) window was defined as 0.5 – 29.5 s and encompasses 

slow induced oscillatory changes that span the entire task window, while the post-task 

response (PTR) window was defined as 31.5 – 33.5 s, positioned at the peak of post-

task induced oscillatory changes. The oscillatory stimulus response (OSR) window 

was defined as 0.3 – 0.5 s following the start of each letter presentation, positioned 

around the peak of fast induced changes that occur following each new working 

memory item. 
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Figure 5.1: Panel A – each block started with an instruction screen at -2 s, which 
read either “0-back”, “1-back” or “2-back”, indicating the condition that would follow. 
The task period started at 0 s, lasting for 30 s. The rest period started at 30 s and 
lasted for 30 s. At 60 s, the instruction screen for the next block was shown. The 

oscillatory task response (OTR) window (0.5 – 29.5 s), the post-task response (PTR) 
window (31.5 – 33.5 s) and the baseline window (48 – 58 s) are shown. Panel B – 
the timing of the presentation of individual stimuli and indicates oscillatory stimulus 

response (OSR) window (0.3 – 0.5 s following the start of each stimulus 
presentation). Panel C – the three different task conditions, with the red boxes 

indicating the target letters. Each subject completed a total of 16 blocks of each 
condition, in a pseudorandom order, spread over two separate runs. 

5.4.2 Acquisition 

Data were collected at a sampling rate of 600 Hz using a 275-channel CTF MEG 

system (MISL, Coquitlam, BC, Canada) in third order gradiometer configuration (see 

Chapter 3, section 3.1.3). Head localisation coils were attached to the subjects’ nasion 

and preauricular points prior to scanning to provide fiducial markers for head 

localisation. The coils were energised before the start and after the end of each run to 

provide a measure of overall head movement. The subjects were scanned in a seated 

position in front of a projector screen approximately 80 cm away that displayed the 

stimuli. An eye-tracker (EyeLink, Ottawa, Canada) was used to monitor the subjects to 

ensure they remained awake throughout. 

In between the two runs, a 3D digital mesh of the head and fiducial coils was acquired 

using a structure sensor (Occipital, Colorado, USA). Before the head digitisation, 

subjects were fitted with a swimming cap to flatten down hair, and green stickers were 

placed on the fiducial coils to enable easy identification of these locations on the head. 

The digitised head surface and fiducial locations were then co-registered with an 

anatomical MRI (T1-weighted MPRAGE sequence acquired on either a 3T or 7T MRI 
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scanner) to allow the position of the sensors relative to the brain to be determined. It 

is worth noting that the standard MEG digitisation method, which uses a Polhemus 

system (Polhemus, Colchester, VT, USA), was not used here due to COVID-19 

restrictions.  

5.4.3 Behavioural Analysis 

Button press responses were used to calculate three primary behavioural metrics 

relating to n-back task performance: targets hit (TH), false presses (FP) and reaction 

times (RT). Both TH and FP were calculated using an acceptance threshold of 1.8 s, 

i.e., a correct button press must have occurred within 1.8 s of the start of presentation 

of the target, and similarly, a false press must have occurred within 1.8 s of a non-

target being presented. RT were only measured for correct button presses. These 

measures were averaged across runs and subjects to give an overall measure for each 

condition. The significance of modulations between conditions of each behavioural 

measure were found using repeated-measures analysis of variance (rm-ANOVA) 

tests. 

5.4.4 MEG Pre-Processing 

The sensor-level MEG data were bandpass filtered into 1-150 Hz using a finite impulse 

response (FIR) filter (Widmann et al., 2015), and DC offset was removed using the 

entire scan duration, implemented in DataEditor software (CTF systems). Data were 

segmented into blocks and grouped by task condition. Eye-tracker data were visually 

inspected to ascertain whether subjects had stayed awake. Each 62 s block was 

visually inspected and any that contained sensor resets or movement were removed. 

After removal of noisy data, an average of 46 ± 1 blocks per subject remained across 

all conditions to be used for all further analysis. Eye-blink and cardiac artifacts were 

then removed from the remaining data using ICA in Fieldtrip (Oostenveld et al., 2011). 

All 20 subject datasets remained for further analysis after the pre-processing. 

5.4.5 Beamforming 

A linearly-constrained minimum-variance beamformer (see Chapter 3.2.2) was applied 

to transform the sensor-level data into source-space. For each subject, a multiple-

spheres head model was used to construct a forward solution, with a source space 

formed of a regular grid of 4mm cubic voxels. Beamformer weights were calculated 

using the broadband covariance over all trials (with bad trials removed). Covariance 

matrices were regularised using the Tikhonov method (Golub et al., 1999, Brookes et 

al., 2008), with 5% of the maximum eigenvalue.  
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Source space activation maps were created by a pseudo T-statistic (T-stat) at each 

location in the brain, following the procedure detailed in Chapter 3.2.2. To identify the 

regions the OTR and PTR were most strongly modulated by condition, the following 

time windows were used to create active and control covariance matrices: i) the OTR 

window (0.5 - 29.5 s); ii) the PTR window, (31.5 - 33.5 s), when the PTR was expected 

to be the largest. For each of these time windows, the 2-back condition was used to 

create the active covariance matrix and the 0-back condition was used as the control. 

This contrast was preferable over contrasting each time window with a section of the 

rest period, as the PTR window only lasted 2 s, and would therefore be very sensitive 

to the 2 s control window within the rest period that was chosen. To identify PTR activity 

which may occur in different frequency bands, T-stat maps were calculated for the 

theta (4 - 8 Hz), alpha (8 - 13 Hz), and beta (13 - 30 Hz) bands. Narrowband filtering 

was implemented using FIR filters, which are usually preferrable for electrophysiology 

analysis as the phase response is linear for all frequency components of the input 

signal (Widmann et al., 2015). For completeness, additional analysis to create T-stat 

maps by contrasting the OTR time window (0.5 – 29.5 s) with a conventional rest 

window (30.5 – 59.5 s) [which includes the PTR period] was performed, akin to 

previous studies (Brookes et al., 2011b, Luckhoo et al., 2012).  

5.4.6 Standard Brain Normalisation 

The T-stat maps for each subject and frequency band were moved into a standard 

space using the MNI 152 brain template, which is a standard brain formed of the 

average of 152 healthy male T1 weighted anatomicals (Mazziotta et al., 2001), allowing 

maps to be averaged to create a set of group T-stat maps. This requires a 

transformation matrix with twelve degrees of freedom (translation, rotation, scaling and 

shearing) to move from the subject-specific anatomical space to standard space. 

Transformations were executed using FSL FLIRT (Jenkinson and Smith, 2001, 

Jenkinson et al., 2002). 

In addition, using the inverse of the transformation matrix described above, a set of 

functional region masks were transformed from standard space to subject-specific 

space. These are binary masks which are equal to one in a particular functional 

domain, and zero everywhere else. Once in subject space, these masks can be 

multiplied by T-stat maps before locating the peak positive or negative voxel, giving 

the location of peak activation within a particular region. The masks used are listed in 

Table 5.1. 
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5.4.7 Time-Frequency Responses 

The peak (maxima or minima) T-stat within each masked region was found for each 

subject, allowing extraction of virtual electrodes (VE). VEs are the beamformer 

reconstructed MEG data at a particular voxel in the brain, forming an estimate of the 

data that would be measured by an electrode placed inside a particular region of tissue. 

Here, the VEs are chosen to contain maximal event-related 

synchronisation/desynchronisation (ERS/ERD) in 2-back with respect to 0-back. The 

timecourses from each VE were then used to create time-frequency spectrograms 

(TFS) to identify whether responses at a given location were broadband or frequency 

band specific. The TFS were made by taking the power envelope of bandpass filtered 

data for a range of frequency limits (2 - 4 Hz, 4 - 8 Hz, 8 - 12 Hz, 12 - 16 Hz, 16 - 20 

Hz, 20 - 24 Hz, 24 - 28 Hz, 28 - 32 Hz), before averaging over blocks for each frequency 

so that the time evolution of average spectral data over a block period could be plotted. 

Then, using the same frequency limits as the corresponding T-stat maps (listed in 

Table 5.1), the data from each location were bandpass filtered, Hilbert transformed 

and the resultant power envelopes were averaged over blocks to produce block-

averaged timecourses for each subject and condition. A baseline of 48 – 58 s was 

used for all TFS and timecourses before averaging across subjects to reveal group-

level effects for each frequency band and location.  

Time-averaged oscillatory power was calculated for each subject during the OTR and 

PTR at locations of maximal condition-dependent modulation. Average power values 

during the OTR and PTR were tested for significant modulations between conditions 

using rm-ANOVA (repeated measures required as measurements in each condition 

were from the same subjects). Bonferroni correction was used to adjust p-values for 

multiple comparisons. In regions where a significant effect of condition was observed 

after Bonferroni correction, post-hoc t-tests were used to establish which condition(s) 

were driving the measured effects. 

To test the hypothesis that PTRs are driven by perceived task difficulty, we tested the 

correlation between RT and PTR amplitude using ordinary least-squares (OLS) 

regression. For both the behavioural and oscillatory measures, the difference between 

2-back and 1-back was used rather than the absolute measures such that a single 

regression could be performed between the two metrics. The OTR was also tested to 

show that any correlations were unique to the PTR. Only regions that displayed a T-

stat peak in both the OTR and PTR contrasts were tested to reduce the number of 

comparisons. 
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5.4.8 Residual Post-Task Response Modulation 

To test whether the PTR modulations between conditions in a given frequency band 

were independent from the changes in OTR, we performed a regression analysis. For 

regions and frequency bands where a response was observed in both time windows, 

trial-wise OTR and PTR average amplitudes were taken for each subject. An OLS 

regression was calculated between these measures for a given region, frequency band 

and subject, and the fit between OTR and PTR amplitude was removed from the PTR 

amplitude to create residual PTR amplitudes. Residual PTR amplitudes were collected 

across subjects and tested for condition-dependent modulation using rm-ANOVA, 

again corrected for multiple comparisons. 

5.4.9 Post-Movement Beta Rebound 

To compare PTRs following higher cognition with the well-studied PMBR, the beta 

response was taken following successful button presses. The VE location was taken 

from a T-stat map that contrasted the PMBR window (0.5 – 1.5 s following each button 

press) with the MRBD window (-0.5 – 0.5 s around each button press), which was then 

used to plot the average peak beta band timecourse with an epoch of -1 – 2 s around 

the button press. The same baseline was used here as in section 5.4.7 to allow for 

comparison between the PMBR and the PTRs measured following working memory. 

The MRBD and PMBR windows were both tested for significant modulation with task 

condition using rm-ANOVA. 

5.4.10 Oscillatory Stimulus Response 

We define the oscillatory stimulus response (OSR) as the spectral response following 

stimulus (letter) presentation (Fig. 5.1). Even though these are technically post-

stimulus responses, we do not consider these equivalent to the post-task response 

which occurs after completion of the full 30 s task block at the start of rest (as defined 

in Chapter 1), as the OSR occurs while the participant is still attending to the task 

(maintaining working memory), while the PTR occurs during the transition to resting 

state. It should also be noted that the purpose of this analysis was not to measure the 

evoked potentials (see Chapter 2) relating directly to early stimulus processing, such 

as ERN, which peaks 100-150 ms following a stimulus and is related to response errors 

(Bates et al., 2002). Instead, we measure OSRs to directly contrast with PTRs as these 

are both post-stimulus or post-task induced responses that occur in different phases 

of the task. 

For the following analysis, only the non-targets were considered and any non-targets 

preceding a false press were excluded in order to remove the confounding response 
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associated with a button press. Only regions that exhibited both an OTR and PTR 

(Table 5.1) were included in this analysis to allow for meaningful comparison between 

OSR and PTR. For each subject, the broadband timecourse from each PTR VE 

location was extracted and segmented around non-targets using a window of -1 – 2 s 

relative to stimulus (i.e. each letter) presentation. These were used to produce 

timecourses and TFS showing the response following stimuli. The TFS and 

timecourses for OSRs were made as described in section 5.4.7. Baselines were 

removed from subject timecourses and TFS, using a baseline of -0.3 – 0 s relative to 

stimulus presentation, before averaging across subjects to produce the group-level 

stimulus response for each location in the brain. The average timecourse value during 

the OSR window (0.3 – 0.5 s relative to stimulus presentation) was taken per condition 

for each subject. Average OSR values were tested for significant modulation using rm-

ANOVA across conditions. 

To test whether PTRs were dependent on OSRs, we performed a regression analysis 

(similar to section 5.4.8), producing a set of residual PTRs after removal of the effects 

of OSR. As there were several OSRs for every single PTR, the OSRs were averaged 

within a block before being used in the regression. Once the fit between OSRs and 

PTRs had been removed for every subject, the residual PTRs were tested for 

significant modulation across conditions using rm-ANOVA. 

5.5 Results 

5.5.1 Behaviour 

Analysis of button presses yielded the group-averaged behavioural results shown in 

Figure 5.2, including targets hit (TH), false presses (FP) and reaction times (RT). All 

three behavioural metrics modulated significantly (p < 0.05, rm-ANOVA) with task 

condition. Post-hoc t-tests revealed that RT modulated significantly (p < 0.05, t-test) 

between all pairs of conditions, whereas TH and FP did not show a significant 

difference between 0-back and 1-back. 
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Figure 5.2: Behavioural results from the n-back task showing the modulation in 
targets hit (TH), false presses (FP) and reaction times (RT) with condition, averaged 
over all subjects. Error bars denote the standard error over subjects. Significant (p < 
0.05, rm-ANOVA) modulation of measured response with condition is denoted by an 
asterisk (*). Post-hoc t-tests revealed that RT modulated significantly (p < 0.05, t-test) 
between all pairs of conditions, but TH and FP did not modulate significantly between 

0-back and 1-back. 

5.5.2 Activation Maps 

T-stat maps showing OTR modulations with condition can be seen in Figure 5.3, for 

the theta, alpha and beta bands. Additional contrasts of task (0.5 – 29.5 s) vs rest (30.5 

– 59.5 s) can be seen in Figure A5.2. Positive values represent an increase in 

oscillatory power in the 2-back condition compared with the 0-back condition, while 

negative values represent a decrease in oscillatory power between these conditions. 

Figure 5.3A shows that: power in the theta band increased in the prefrontal cortex and 

decreased in parietal and lateral visual regions; power in the alpha band decreased in 

parietal and lateral visual regions; power in the beta band decreased in the parietal 

lobe and to a lesser extent, the frontal eye fields, during the 2-back condition compared 

with the 0-back condition.  

Figure 5.3B shows T-stat maps of modulations in the theta, alpha and beta bands 

during the post-task time-window. When subtracting the 0-back from the 2-back 

condition, power in the theta band decreased in the prefrontal cortex, the right 

temporoparietal junction (TPJ), and the left motor cortex, whilst it increased in the left 

lateral visual and left auditory cortices. Power in the alpha band increased in the left 

parietal and left lateral visual regions. Power in the beta band increased in the left 

frontal eye field and left parietal cortex, and to a lesser extent, the right frontal eye 

field. 
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Figure 5.3: Group T-stat maps for the theta, alpha and beta bands, displayed on the 
MNI-152 brain, found by contrasting the 2-back condition with 0-back during the task 

window (column A, 0.5 - 29.5 s) and the PTR window (column B, 31.5 - 33.5 s). 
Theta and alpha OTR results mirror previous studies, showing a frontal theta ERS, 
and posterior theta and alpha ERD. The beta band exhibits a bilateral ERD in the 

dorsal attention network (DAN) during the OTR, and a left lateralised ERS in the DAN 
during the PTR, which is mirrored in alpha to some degree. 
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5.5.3 Time-Frequency Responses 

 

Table 5.1: Masks used to interrogate the strongest responses during the OTR 
window (0.5 - 29.5 s) and PTR window (31.5 - 33.5 s). 

The group T-stat maps in Figure 5.3 showed activations that are consistent with 

previous MEG studies using a similar task, including frontal, parietal, lateral visual, 

sensorimotor and TPJ activations (Brookes et al., 2011b, Astle et al., 2015, Costers et 

al., 2020). Masks used to extract VEs are shown in Table 5.1, along with the frequency 

response that we measured within each of these and the corresponding time-window 

contrast (OTR or PTR). These anatomical masks were then used to interrogate the 

strongest responses over the group (Przezdzik et al., 2013, Wilson et al., 2015, Mars 

et al., 2012, Tzourio-Mazoyer et al., 2002). Parietal and lateral visual theta responses 

were excluded from the rest of the analysis because TFSs revealed that the effects 

were likely bleed-through from the alpha band. The frontal eye field beta OTR 

responses were also excluded as they were relatively weak compared to those in the 

parietal lobe (Fig. 5.3A).  

Group-average TFS are shown in Figure 5.4, with a separate panel for voxels of peak 

OTR and PTR modulation. Only the 2-back condition is shown in the TFS as this 

condition exhibited the strongest response in all locations. Most regions exhibit similar 

behaviour, with sustained ERD during the task, predominantly in the alpha band, with 

a post-task ERS in the alpha/beta range. The most obvious exception is the frontal 

theta VE, which shows the opposite behaviour. Equivalent frequency filtered 

timecourses are shown in Figure A5.1. 
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Figure 5.4: Time-frequency spectrograms (TFS) for locations that were shown to 
modulate between 2-back and 0-back during the PTR period (31.5 – 33.5 s). Only the 

2-back condition is shown as this condition elicited the strongest response in all 
cases. A baseline window of 48 – 58 s was used to calculate the relative spectral 

power at each frequency. 

 

From the TFS in Figure 5.4A, a set of representative group timecourses are shown in 

Figure 5.5A, showing trial-dependent OTR modulations in theta, alpha and beta. The 

timecourses show a large change in OTR power in each of the frequency bands in 2-

back compared with the other conditions. The time-averaged OTR for all regions of 

interest can be seen in Figure 5.5B. When averaging over the OTR time window, all 

regions interrogated modulated significantly (p < 0.05, rm-ANOVA) with task condition 

after Bonferroni correction, denoted by an asterisk (*) in Figure 5.5B. Post-hoc t-tests 

showed that for all regions, there were significant (p < 0.05) modulations between all 

pairs of conditions. Interestingly, the change in oscillatory power between 2-back and 

1-back was much larger in magnitude than the change between 1-back and 0-back. 
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The full set of timecourses at locations of peak OTR modulation are shown in Figure 

A5.1A. 

Figure 5.5C shows the equivalent for the PTR window, taking a representative set of 

timecourses from the TFS in Figure 5.4B. For each of the timecourses in Figure 5.5C, 

the PTR window is highlighted in an inset. Post-task rebounds in the alpha (Fig. 5.5Cii) 

and beta bands (Fig. 5.5Ciii), previously only observed in the sensory cortex following 

movement or visual stimuli, are clearly visible in the left parietal cortex and left frontal 

eye field, both regions which are associated with higher cognitive activity. The theta 

band (Fig. 5.5Ci) also shows a clear PTR, although this is an ERD rather than an ERS 

and is primarily seen in the 2-back condition. The full set of timecourses at locations of 

peak PTR modulation are shown in Figure A5.1B. 

Figure 5.5D shows the average PTR amplitude in all the regions of interest. Apart from 

theta in the right TPJ, all PTRs modulated significantly (p < 0.05, rm-ANOVA) with task 

condition after Bonferroni correction. As found for the OTR responses, post-hoc t-tests 

showed that for alpha band activity in left lateral visual and beta band activity in left 

parietal regions and left frontal eye field, there were significant modulations in the PTRs 

between all pairs of conditions. However, in contrast to the OTR responses, the PTRs 

in the theta band activity in frontal and left motor regions and alpha band activity in the 

left parietal region, there were no significant differences between the 0-back and 1-

back conditions, with 2-back condition driving the measured PTR modulations in these 

regions. 
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Figure 5.5: Timecourses and bar charts from peak T-stat locations in each frequency 
band. Panels A and C show group averaged timecourses from representative OTR 
and PTR locations in each frequency band (other timecourses can be seen in Fig. 
A5.1). Timecourses were averaged during the relevant time windows to give the 

average power over the time windows for each region which is displayed in the bar 
charts (panels B [OTR] and D [PTR]). Panels A and B show effects during the OTR 
window (0.5 - 29.5 s), whilst panels C and D show effects during the PTR window 

(31.5 - 33.5 s). Bar charts that show significant (p < 0.05, rm-ANOVA) change across 
conditions are marked with an asterisk (*). Shading around timecourses (A and C) 
and error bars (B and D) denote standard error over subjects for each measure. 

5.5.4 Attention Network 

In both time-windows, beta band activity was localised to the dorsal attention network 

(DAN). The group-averaged timecourse for beta activity averaged over all nodes of the 

DAN (left and right parietal masks, left and right frontal eye field masks) can be seen 

in Figure 5.6, with maximum OTR modulation shown in Figure 5.6i and maximum PTR 

modulation shown in Figure 5.6ii. Both the OTR and the PTR of the DAN modulated 

significantly (p < 0.05, rm-ANOVA) between all pairs of conditions. 
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Figure 5.6: Group-averaged beta timecourses across the whole DAN, at locations of 
peak activity during the OTR (i, 0.5 - 29.5 s) and PTR (ii, 31.5 - 33.5 s) time-

windows. Bar charts on the right show average power in the corresponding time 
windows across conditions. Activity during both time windows modulated significantly 

(p < 0.05, rm-ANOVA) with task condition, denoted with an asterisk (*). Post-hoc t-
tests showed that all pairs of conditions varied significantly (p < 0.05) in both time-

windows. Shading around timecourses and error bars on bar charts represent 
standard error over subjects for each measure. 

5.5.5 Post-Movement Beta Rebound 

Figure 5.7 shows the group-average peak motor response in the beta band when 

contrasting the PMBR to the MRBD. The peak PMBR location is shown in the T-stat 

map in Figure 5.7A, found by contrasting the PMBR window (0.5 – 1.5 s following each 

button press) with the MRBD window (-0.5 – 0.5 s around each button press). The 

group-average timecourse in response to correct button presses is shown in Figure 

5.7B for each condition, with the button press occurring at t = 0. The baseline used (48 

– 58 s) was the same as the timecourses in Figures 5.5 and 5.6. Using rm-ANOVA, 

we found no significant modulation between task condition in either the MRBD or 

PMBR. It should be noted that there was no motor cortex T-stat peak when contrasting 

the PMBR in 2-back with the PMBR in 0-back, confirming that this response is not 

modulated by task condition here. Regression results are shown in Figure 5.7C, 

comparing average PMBR following button presses with average PTR in the DAN 

following task blocks, for each subject. PMBR correlated significantly with PTR in the 

DAN, despite the PMBR not modulating with task condition, showing that subjects with 

large PMBRs tend to also have large PTRs in the DAN. However, the two responses 

differ in that the DAN is functionally modulated by the n-back task, whereas the PMBR 

is not. 
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Figure 5.7: The well-studied beta response to button press in the motor cortex. Panel 
A shows a T-stat map found by contrasting the PMBR period (0.5 – 1.5 s relative to 
button press) with the MRBD period (-0.5 – 0.5 s relative to button press) across all 
conditions. A clear positive peak can be seen in the left (contralateral) motor cortex. 

Panel B shows the extracted timecourses for each condition, averaged over all 
correct button presses and over all subjects. The time axis is set such that zero is the 

time of the button press. The shaded area around each line denoting the standard 
error over subjects. There were no significant modulations between conditions during 
the MRBD nor the PMBR. Baselines were removed from timecourses using 48 – 58 

s, also used in Figures 5.5 and 5.6. Panel C shows the relationship over subjects 
between the mean PMBR with the mean DAN PTR over all conditions. * denotes a 

significant (p < 0.05) correlation. 

5.5.6 Residual PTR Modulation 

The residual PTR amplitudes after regressing out OTR amplitudes can be seen in 

Figure 5.8. In all regions where both OTR and PTR effects were observed, the residual 

PTR signals still showed significant modulation between conditions (Bonferroni 

corrected), suggesting that the OTR and PTR are largely independent. 
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Figure 5.8: Average PTR power (as shown in Figure 5.5) after the OTR signals have 
been regressed out for each subject. Only the regions and frequency bands where 

both an OTR and PTR modulation were measured were included in these analyses. 
A significant (p < 0.05, RM-ANOVA) change across conditions is marked with an 

asterisk (*). Error bars denote standard error over subjects. 

5.5.7 Neural-Behaviour Correlations 

The results of relating RT to oscillatory activity are shown in Figure 5.9, with OTR 

against RT in Figure 5.9A and PTR against RT in Figure 5.9B. The analysis showed 

no significant correlation between oscillatory power in the task window (0.5 – 29.5 s) 

and RT, for any of the regions. However, the alpha band PTR amplitude in the left 

lateral visual region showed a significant (p < 0.05, OLS) positive correlation with RT, 

meaning that a subject with greater increase in alpha PTR amplitude also had longer 

RT in 2-back compared to 1-back condition. Similar correlation was seen for left 

parietal alpha power and RT, albeit a trend (p < 0.1, OLS). These results were not 

corrected for multiple comparisons, as with only 20 participants, methods such as 

Bonferroni correction would likely suppress any real effects in the data. These effects 

are explored further in Chapter 6. 

Residual PTRs in the same four regions were correlated with RT, as shown in Figure 

5.9C. The left lateral visual alpha band PTR and RT correlation remained the same, 

however there was no longer a trend between left parietal alpha band PTR and RT. 

Interestingly, the frontal theta band relationship with the RT became significant. In this 

region a large change theta ERD in the PTR window was associated with a small 

change in RT between the two conditions. 
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Figure 5.9: Least-squares regressions across subjects between the change in 
reaction time (ΔRT) and change in oscillatory power between 2-back and 1-back 
conditions, averaged over blocks. Panel A shows the OTR against RT, Panel B 
shows the PSR against RT and Panel C shows the PTR response after OTR 
response has been regressed out against RT. Only regions with T-stat peaks 

associated with both the OTR and PTR time windows were examined. An asterisk (*) 
denotes a significant (p < 0.05) relationship between measures; while a dagger (†) 

denotes a trend (p < 0.1). R2 is the coefficient of determination denoting goodness of 
fit. 

5.5.8 Oscillatory Stimulus Response 

As expected from the OTR timecourses and TFS in Figures 5.4 and 5.5, when the 

individual non-target stimuli are interrogated in regions where both OTR and PTR 

responses were observed, we find oscillatory stimulus response (OSR) consisting of: 

theta band ERS in the frontal region, and alpha and beta band ERD in the left parietal 

region along with alpha band ERD in the left lateral visual region occurring between 

200 and 500 ms after the letter presentation (Fig. 5.10A). Interestingly, when using -

0.3 – 0 s prior to letter presentation for baseline correction (which is standard in 

analyses of this type), there were no significant modulations between conditions of any 

of the stimuli responses (Fig. 5.10B). This finding suggests that there is an overall 

during-task modulation of the responses between conditions, rather than a modulation 

of individual stimulus response across conditions, which is corroborated by the results 
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shown in Figures 5.4 and 5.5. Taking the average of the stimulus responses over a 

block and regressing these responses from the PTR in the corresponding location and 

frequency band revealed that the PTR is not explained by the responses occurring 

after each stimulus presentation (Fig. 5.10C), with significant modulation of the PTR 

between conditions still present after removal of the relationship with the OSR.  

 

Figure 5.10: Panel A shows time-frequency spectrograms (TFS) of the OSR 
(responses to individual non-target letter presentations) for brain regions where both 
a PTR and OTR response was found. Locations of maximal activity during the PTR 

period (31.5 – 33.5 s) were used to extract the VE timecourses. Only the 2-back 
condition is shown as an exemplar. Panel B shows the average timecourses of 

oscillatory power across conditions in the frequency bands of primary interest for 
each location, with shading representing the standard error over subjects. None of 

these modulated significantly with condition. For Panels A and B, a baseline window 
of -0.3 – 0 s prior to letter presentation at t = 0 s was used for baseline removal of 

each frequency response. Panel C shows the PTR average power timecourse 
responses (as shown in Fig. 5.8) after the individual stimulus oscillatory responses 

measured in the time window 0.3 – 0.5 s shown in panel B have been regressed out 
for each subject. Only the regions where a PTR and OTR response were measured 

were included in these analyses. Error bars denote standard error over subjects. 
Significant (p < 0.05, rm-ANOVA) changes across conditions are marked with an 

asterisk (*). 
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5.6 Discussion 

Post-task responses have been studied extensively in the motor cortex (Barratt et al., 

2017a, Gascoyne et al., 2021, Hunt et al., 2019, Liddle et al., 2016, Fry et al., 2016, 

Pakenham et al., 2020, Gaetz et al., 2020, Jurkiewicz et al., 2006b), especially in the 

beta band. However, despite several standing hypotheses, there is no clear consensus 

on the functional role of PMBRs, and there has been no evidence that PTRs occur 

outside of the sensory cortex following higher cognitive processes. We showed that 

PTRs are a ubiquitous phenomenon, measured in sensory (visual, sensorimotor) and 

higher cognitive regions (prefrontal, DAN, TPJ) and across the theta, alpha, and beta 

frequency bands. These PTRs follow cessation of higher cognitive processes such as 

attention and working memory, as well as sensory processes such as movement or 

visual stimulation. In several regions, the PTR magnitudes increased significantly with 

working memory load, suggesting a functional relationship to the task. Furthermore, 

we show that PTRs are not explained by modulation in the OTR or OSR, i.e., any of 

the responses occurring during task periods (Fig. 5.8), suggesting distinct cognitive 

origins. In addition, we also found that the RT of a subject performing the task were 

predictive of alpha PTR amplitudes in lateral visual (p < 0.05) and parietal (p < 0.1) 

regions, whereas RT were not predictive of OTR amplitude in the same regions. 

5.6.1 Beta Rebound in Attention and Motor Networks 

We observe a decrease in DAN beta power during the task, followed by an increase 

in beta power above baseline following task cessation, which modulates with working 

memory load (Fig. 5.3, 5.6). This forms a clear parallel with previous PMBR studies 

which showed increasing beta PTR amplitude in conditions with greater theoretical 

load on the motor network (Fry et al., 2016, Solis-Escalante et al., 2012). As with 

previous studies, we propose that the beta PTR is performing an inhibitory function in 

networks recruited for the task (Pakenham et al., 2020, Fry et al., 2016, Pfurtscheller 

et al., 2005), bringing networks back to resting levels of activity. Interestingly, we did 

not see any PMBR modulation with WM load following correct button presses (Fig. 

5.7). We hypothesise that this is because the motor cortex is not specifically recruited 

for working memory processes during the n-back task, instead being recruited for the 

button press motor action, which does not change in difficulty across conditions. 

Previous fMRI studies have found activations to an n-back task in the DAN that 

increase with load (Weinberger et al., 1996, Callicott et al., 2003, Blokland et al., 2008, 

Owen et al., 2005), a phenomenon we explore further in Chapter 7. However, until 

now, there has been limited identification of this network in electrophysiology studies, 
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particularly in association with oscillatory responses. Luckhoo et al noted that left 

fronto-parietal network connectivity was modulated in the 8 – 20 Hz frequency band 

during the task period, but not significantly (Luckhoo et al., 2012). Huang et al (Huang 

et al., 2019) showed there is a change in the alpha and beta bands which appear to 

overlap with the DAN, but there was considerable spatial blurring of the responses 

making it difficult to identify the regions recruited.  Previous EEG and MEG studies 

have more often reported modulation of the default mode network (DMN) during the 

task period (Brookes et al., 2011b, Popov et al., 2018), including frontal pole and 

bilateral parietal regions, which we also observe (Fig. A5.2). Unlike these studies, we 

observe clear modulations of the DAN in the beta band, predominantly during the PTR, 

as well as alpha modulations in a more ventral fronto-parietal network during the PTR 

(Fig. 5.3). Therefore, the reason that previous MEG studies did not observe clear 

activations in the DAN is likely because they did not interrogate the post-task period.  

The general discrepancy between fMRI and MEG n-back studies is likely due to the 

difference in the sources of each of the signals (see Chapter 2). The positive BOLD 

response has been shown to relate to increased local neuronal excitation (Logothetis 

et al., 2001, Logothetis, 2008, Moon et al., 2021), while the negative BOLD response 

is related to increased inhibition (Shmuel et al., 2006, Devor et al., 2007, Mullinger et 

al., 2017, Moon et al., 2021). Oscillatory rhythms measured by MEG, however, 

particularly alpha/beta oscillations, are thought to relate specifically to top-down 

inhibitory signals in intracortical and thalamo-cortical circuits (Halgren et al., 2019, Van 

Kerkoerle et al., 2014, Jensen and Mazaheri, 2010, Klimesch et al., 2007). Therefore, 

while fMRI is sensitive to increased excitation in recruited networks such as the DAN, 

MEG may be more sensitive to top-down inhibitory signals which should theoretically 

become stronger following task cessation, required to bring network activity back to 

resting levels. 

Interestingly, we find a significant correlation between the average PMBR response 

and the average DAN PTR response over subjects (Fig. 5.7), suggesting a link 

between these two responses, with subjects who exhibit a large PTR in the DAN also 

exhibiting a greater PMBR. However, it is difficult to determine whether this correlation 

is driven by a functional relationship between DAN PTRs and the PMBR or simply SNR 

variation between subjects, i.e., some subjects may have higher measured beta power 

(or signal in general) which is reflected in both the DAN and motor cortex. We propose 

that the PTR is not unique to any particular task but is established in the cortical regions 

or networks most strongly engaged during the task. In the case of the n-back task, the 

networks which are modulated by task condition are those involved in executive 
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functions, leading to PTR modulation in these regions. There is no change in the PMBR 

with task condition as the motor action (button press) remains the same, placing the 

same load on the motor network despite the changing WM load. Further work is 

needed to explore the links between PTRs in different regions following different types 

of activity. 

5.6.2 The Role of Alpha Rebounds in Working Memory 

In addition to beta band PTRs, we see similar responses in the alpha band. Although 

alpha PTRs were visible in a fronto-parietal network, there was a far stronger alpha 

response in parietal than frontal regions, and responses were more inferior. The alpha 

response was also seen in lateral visual regions during the OTR and PTR time-

windows. The difference in the locations of the responses may reflect the locations of 

the primary sources of alpha and beta, with both bands serving to transition these brain 

regions to rest. Increases in alpha are now synonymous with the concept of inhibiting 

task irrelevant information (Roux and Uhlhaas, 2014, Klimesch et al., 2007, Sokoliuk 

et al., 2019, Jensen and Mazaheri, 2010). Therefore, in the case of the PTR, the 

rebound in alpha power that we observe most likely represents reduced attention to 

external stimuli to enable the brain to return to internal processes. Indeed, the idea that 

alpha and beta band activity are working in concert, and perhaps should not be 

distinguished, is a well-documented concept within the frameworks that describe 

oscillations in WM tasks (Hanslmayr et al., 2016, Griffiths et al., 2019), suggesting the 

need for analysis approaches which do not rely on frequency banding (explored in 

Chapter 6). 

5.6.3 Post-Task Theta Undershoots May Modulate Default Network Activity 

A novel observation that we report is a theta ERD following task cessation (Fig. 5.3, 

5.4, 5.5), mostly localised to the prefrontal cortex. We see several DMN regions 

modulate in the theta band, including the medial prefrontal cortex, inferior parietal lobes 

and temporoparietal junction (Fig. 5.3, A5.2), forming parallels with previous studies 

that have also seen DMN regions activated in the theta band during an n-back task 

(Brookes et al., 2011b, Luckhoo et al., 2012, Popov et al., 2018). Given the fMRI 

studies that show the DMN is suppressed during an n-back task (Pomarol-Clotet et al., 

2008, Schneider et al., 2011), and the fact that theta power in DMN regions correlates 

negatively with BOLD (Meltzer et al., 2007), it is possible that the frontal theta ERD 

during the PTR window represents reactivation of a network that was suppressed 

during the task. Similar to alpha/beta PTRs in the DAN and visual network, the theta 

ERD may act to re-establish resting network activity, but through re-activation rather 

than inhibition. It follows that the theta undershoot may reflect increased local 
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excitation, opposite to our proposed function of alpha/beta PTRs, although this 

remains a tentative speculation due to the novelty of this finding. Chapter 7 explores 

BOLD overshoots in the DMN that occur following an n-back task, which may form the 

haemodynamic counterpart of theta PTRs reported here. 

5.6.4 Post-Task Responses are Modulated by Behavioural Markers of Task 

Difficulty 

All PTR amplitudes in Figure 5.9B increased with RT, regardless of sign of the PTR. 

The strongest relationships with RT were seen in the alpha band PTRs in left lateral 

visual (p < 0.05) and left parietal (p < 0.1) regions. Crucially, RT were not predictive of 

OTR amplitudes in the same regions (Fig. 5.9A). Removal of OTR contributions to the 

PTR amplitudes took away the trend between RT and left parietal alpha band, however 

the relationship remained in left lateral visual alpha band, and a new significant (p < 

0.05) correlation was revealed between RT and residual PTR theta band activity in the 

frontal region (Fig. 5.9C). We did not correct these results for multiple comparisons, as 

with such a small number of participants, it is likely that this would lead to any real 

effects being suppressed. It is therefore important that these results are taken as a 

promising further indication that during-task and post-task oscillatory responses are 

driven by different cognitive and neuronal processes, rather than proof that PTRs are 

driven by RT directly. Our results corroborate the hypothesis posed by Pakenham et 

al that task difficulty modulates the PTR (Pakenham et al., 2020), however, we 

acknowledge that the findings presented require replication in larger cohorts in the 

future. The fact that the strongest relationships are seen in alpha band PTRs may 

reflect the unique role that alpha plays in suppressing responses to external stimuli in 

order to return to rest. It is also possible that we see the strongest relationship in alpha 

PTRs because this frequency band dominates the oscillatory response to an n-back 

task (Fig. 5.3, Fig. 5.4), i.e., the relevant frequency band may differ between tasks. In 

Chapter 6 we explore these relationships further, using bursting characteristics of 

PTRs rather than average frequency response. 

The lack of direct correlation between task performance metrics and OTRs is perhaps 

unsurprising given that the n-back task involves simultaneous encoding, retention and 

retrieval processes. In agreement with our findings, similar analysis using EEG showed 

no direct correlation between any single frequency band and behaviour (Popov et al., 

2018). In an alternative approach, Takei et al separated the retention and encoding 

phases of the n-back task and showed that some alpha, beta and gamma oscillatory 

changes during the task were significantly related to hit rate and RT (Takei et al., 2016). 

A similar pattern was also observed by Huang et al (Huang et al., 2019), although we 
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note that their behavioural-neuronal relationship is primarily driven by the mild 

traumatic brain injury patients and in the healthy controls there appears to be no clear 

correlation. Therefore, we suggest that the lack of correlation between OTRs and 

behaviour is due to the brain performing multiple overlapping processes 

simultaneously, whereas in the PTR period the brain is performing a unified function, 

inhibiting task-related networks to allow the brain to return to idling processes. The 

level of inhibition required depends on cognitive demand felt by the participant, which 

is reflected in RT. Repetition of these tests with larger cohorts would confirm that there 

is no relationship between OTR and RT.  

5.6.5 Limitations and Future Work 

One clear limitation to this study is the cohort size. At only 20 participants, it is difficult 

to show statistical effects in the data, increasing the chance of false negatives in the 

results. This limitation was mainly due to the COVID-19 pandemic, which greatly 

limited our ability to take data during this project. However, despite this, we still see 

promising functional modulations of PTRs, as well as relationships between alpha 

PTRs and RT, which would likely become stronger with a larger cohort size. 

With regards to experiment design, our choice of task conditions may have limited the 

variance that was observed in behaviour and PTR amplitude. As can be seen in 

Figures 5.2 and 5.5, there was little difference in behaviour and oscillatory amplitudes 

between the 0-back and 1-back conditions, whereas the 2-back condition creates 

notably more variance in both. In the case of TH and FP, many “ceiling” or “floor” effects 

were seen, where participants hit 100% of targets, and had zero false button presses. 

Anecdotally, participants reported that the 1-back and 0-back conditions were very 

easy, while the 2-back condition was considerably more difficult, which is likely the 

reason for these effects in behaviour and oscillatory amplitudes. Removing 0-back and 

adding a 3-back condition may have created more variance between conditions, which 

could strengthen our observed relationships between behaviour and PTR amplitude.  

Another limitation was the particular structure sensor used to digitise the fiducial 

locations and shape of the head. At the time of scanning, COVID-19 regulations 

prevented us from performing a digitisation using a Polhemus FASTRACK digitiser 

(Polhemus, Colchester, VT, USA), which is the standard approach for head digitisation 

with cryogenic MEG. We instead used an Occipital Structure Sensor (Occipital Inc., 

San Francisco, CA, USA), along with green stickers on the fiducial locations so these 

points could be identified post-hoc. The digitisations produced with this were very 

susceptible to errors, created by lighting, or movement by the participant or scanner 
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operator. Therefore, the positions of the fiducials were often uncertain (visibly smeared 

out), and the shape of the head was lacking detail, which may have led to co-

registration errors. A more reliable digitisation method may have improved the 

beamformer estimates. 

Finally, MEG has limited sensitivity to subcortical (deep) brain regions (Hillebrand and 

Barnes, 2002), which play key roles in information flow to cortical networks (see 

Chapter 2) such as the DAN. Given the potential relationship between post-task EEG 

and BOLD data (Mullinger et al., 2017), the addition of fMRI to study PTRs in both 

cortical and subcortical structures would provide a more complete picture of functional 

network dynamics when the brain moves between active and resting states. We 

partially address this limitation in Chapter 7 using 7T fMRI to study a similar task. 

Now that we have established the PTR as a potentially brainwide phenomenon that 

follows both sensory (visual and motor) and higher cognitive tasks, future studies 

should examine these responses in patient populations to see if PTRs following higher 

cognitive processes are modulated by illness in the same way as the PMBR.  

5.7 Conclusion 

We used a bespoke n-back task to investigate PTRs in brain regions and networks 

associated with higher cognition. Our investigation revealed that PTRs are a ubiquitous 

phenomenon in the brain, occurring in multiple frequency bands (theta, alpha, beta) 

and brain regions outside of the sensory cortex, following cessation of higher cognitive 

processes. We believe we are the first to report post-task beta rebounds in the DAN, 

which modulate significantly with WM load and likely serve to inhibit network activity to 

return to rest. We also report negative theta PTRs which may represent re-activation 

of networks that were suppressed during the task. Alpha PTRs correlated with RT in 

left lateral visual (p < 0.05) and left parietal (p < 0.1) regions, while OTRs in the same 

region showed no correlation with RT, suggesting distinct neuronal or cognitive origins, 

although replication with larger cohorts is required to confirm this. Together our results 

suggest that PTRs in different frequency bands work in concert to re-establish resting 

brain activity, by means of inhibition or re-activation of functional networks. We provide 

evidence that PTRs may depend on task difficulty, such that greater cognitive demand 

in active networks requires PTRs of greater amplitude to return to rest.  
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5.8 APPENDIX A 

5.8.1 Peak Modulation Timecourses 

To complete the figures presented in the main body, showing TFS (Fig. 5.4) and 

representative timecourses (Fig. 5.5), the full set of timecourses are shown below in 

Figure A5.1, including all regions in Table 5.1 filtered into the frequency bands listed 

on the table. Panel A contains timecourses from VEs of maximal OTR modulation in 

2-back compared to 0-back, and panel B shows the equivalent for then PTR time 

window.  
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Figure A5.1: All timecourses for regions and corresponding frequency bands listed in 
Table 5.1. Panel A shows timecourses from VE locations of maximal OTR 

modulation, while panel B shows the equivalent for maximal PTR modulation. 

5.8.2 Task vs Rest Contrast 

In addition to the results based on modulation of power between task conditions, we 

also took T-stat maps contrasting task (0.5 – 29.5 s) and rest (30.5 – 59.5 s) windows. 

The theta frontal ERS and parietal ERD in these maps overlap with superficial DMN 

regions, although the deeper structures in this network cannot be reliably measured 

using MEG. 
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Figure A5.2: T-stat maps created by contrasting the task period (0.5 – 29.5 s) with 
the rest period (30.5 – 59.5 s) for the theta (row i), alpha (row ii) and beta (row iii) 

bands. These highlight which regions of the brain were activated by the n-back task, 
but do not tell us whether there were condition-dependent modulations or activity 

during the PTR time window. 
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6 Characterising Post-Task Responses using 

Hidden Markov Models 

6.1 Abstract 

Chapter 5 showed that post-task responses (PTRs) are a ubiquitous phenomenon in 

the brain, occurring across the cortex in theta, alpha and beta bands, manifesting as 

rebounds or undershoots in oscillatory power. However, it is currently unknown 

whether PTRs following working memory are driven by transient bursts, which are 

moments of short-lived high amplitude oscillatory activity, similar to those that drive the 

post-movement beta rebound. In addition, due to their cross-frequency nature 

(uncovered in Chapter 5), it may be more appropriate to study PTRs without the 

constraints of conventional frequency banding. 

Here, we use 3-state univariate hidden Markov models (HMMs), which can segment 

and characterise events in MEG data without a priori knowledge of frequency content 

or response timings. We use HMMs to compare oscillatory events that drive PTRs in 

two different MEG datasets: 1) a working memory task (presented in the previous 

chapter) and 2) a visuomotor task (a pre-existing dataset). Our results show that PTRs 

across working memory and visuomotor tasks are explained by the timing of transient 

spectral burst events. These bursts have very similar spectral content variation over 

the cortex, correlating strongly between the two tasks in the alpha (R² = 0.89) and beta 

(R² = 0.53) bands. The number of oscillations per burst has an almost identical 

distribution over regions between the two tasks (R² = 0.94), with a mean burst duration 

over all regions of around 300 ms in both datasets. In addition, we show that PTRs are 

supported by concurrent burst events across the majority of the cortex, as well as in 

task-specific networks. Finally, we demonstrate the ability of HMMs to isolate signals 

of interest in MEG data, such that the HMM probability timecourse correlates more 

strongly with reaction times than frequency filtered power envelopes from the same 

brain regions. Overall, we use HMMs to show that induced PTRs across different tasks 

are driven by bursts with similar characteristics, suggesting a common underlying 

neural phenomenon. 

6.2 Publication and Contribution Note 

This work has been published in Human Brain Mapping (Coleman et al., 2024). In 

addition, parts of this work were presented as posters at the International Conference 
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on Biomagnetism (BIOMAG) 2022, the Organization for Human Brain Mapping 

(OHBM) 2023, and MEG UKI 2023.  

The data presented here were partially collected by the author (n-back task, Chapter 

5) and partially taken from a previous study (Pakenham et al., 2020). The HMM toolbox 

was taken from OHBA-analysis GitHub (https://github.com/OHBA-analysis/HMM-

MAR), but the post-hoc analysis, which is the primary focus of this experimental 

chapter, was all performed using a series of bespoke in-house scripts. 

6.3 Introduction 

As explored in the previous chapter, electrophysiological PTRs, often referred to as 

rebounds, can be observed in higher cognitive regions following working memory, as 

well as in sensory regions following motor or visual stimuli (Fry et al., 2016, Robson et 

al., 2016, Pakenham et al., 2020, Mullinger et al., 2017, Pfurtscheller et al., 2005, 

Jurkiewicz et al., 2006b, Stevenson et al., 2011). The previous chapter corroborated 

existing evidence suggesting that rebounds (periods of high amplitude alpha/beta 

activity) serve an inhibitory function, bringing networks that were involved in 

stimulus/task processing back to resting levels of activity (Pakenham et al., 2020, 

Mullinger et al., 2017, Pfurtscheller et al., 2005, Chen et al., 1998, Solis-Escalante et 

al., 2012). In the previous chapter we also presented evidence that negative PTRs in 

the theta band may also enable reactivation of task-negative networks. However, it 

remains unknown whether PTRs following working memory are driven by the same 

underlying neural phenomenon as those that follow movement or visual stimulus. This 

chapter uses data-driven techniques to perform an in-depth analysis of PTR 

characteristics in the human brain in response to visuomotor (Pakenham et al., 2020) 

and working memory (see Chapter 5) tasks, with the aim of determining whether PTRs 

in each case are driven by similar transient neural events. 

Despite being observed directly more than 40 years ago (Pfurtscheller, 1981), the 

bursting nature of induced beta band activity in the motor cortex has only recently 

become recognised and used to model functional data (Seedat et al., 2020, Sherman 

et al., 2016). Bursts are defined as transient (up to several hundred milliseconds) high 

amplitude oscillatory events in that become more or less probable to form smooth time-

frequency responses when averaged over trials (Pfurtscheller, 1981, Jones, 2016, 

Vidaurre et al., 2016). These events have been shown to relate to behaviour (Little et 

al., 2019), neurological illness (Briley et al., 2021), and functional connectivity (Seedat 

et al., 2020), warranting further study across a range of paradigms and responses. 

Although these events were classically considered a feature of the beta-band, recent 

https://github.com/OHBA-analysis/HMM-MAR
https://github.com/OHBA-analysis/HMM-MAR
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studies have shown that bursts have a spectral profile that contains peaks in both alpha 

and beta bands (Seedat et al., 2020, Rier et al., 2021). Hidden Markov Models (HMMs) 

are becoming a popular tool for identifying and characterising bursting behaviour due 

to the data-driven nature of state inference (Coquelet et al., 2022, Quinn et al., 2018, 

Seedat et al., 2020, Baker et al., 2014, Vidaurre et al., 2016, Higgins et al., 2021). 

Studies that have used HMMs to identify a burst state have shown that the MRBD and 

PMBR, observed in the beta band, can be explained by changes in probability of burst 

events, whilst changes in connectivity can be explained by changes in burst 

coincidence between regions (Seedat et al., 2020, Vidaurre et al., 2018). It is unknown 

whether PTRs across the cortex following higher cognition are driven by bursts with 

similar characteristics to those that follow movement. Understanding the trial-level 

neural events that drive PTRs is key to understanding the relationship between these 

responses across multiple tasks and functional networks. Building on the established 

clinical interaction with the PMBR (Gaetz et al., 2020, Barratt et al., 2017b, Gascoyne 

et al., 2021), the study of burst characteristics driving PTRs could provide a novel set 

of biomarkers for neurological illness, e.g., burst duration, that may outperform coarser 

measures such as trial-averaged spectral power in delineating illness type and illness 

progression. 

We hypothesise that: 1) transient trial-level burst events constitute PTRs across the 

brain irrespective of the particular task or frequency band; 2) if PTRs relate to a similar 

neuronal process across tasks, they should have similar intrinsic burst properties 

(spectral and duration) despite being induced by different paradigms; 3) as has been 

shown in the beta band (Seedat et al., 2020), bursts should drive functional network 

connectivity across multiple tasks and frequency band responses; 4) HMMs will isolate 

bursts from other brain activity and noise, strengthening previously reported 

relationships between PTRs and behaviour (see Chapter 5). To address these 

hypotheses, we employ a mass-univariate HMM approach to capture PTR activity 

across the brain, independent of frequency band, across visuomotor and working 

memory task datasets. We group univariate HMM states across brain regions related 

to PTRs using k-means clustering based on temporal similarity over the entire scan 

period. We verify that the PTR states correspond with visible bursting activity in single 

trial MEG data, which average over trials to form a smooth PTR. We look at spectral 

content and burst duration to perform a region-wise comparison of bursts that 

constitute PTRs across the two tasks. We then perform a functional network 

decomposition using further k-means clustering, finding spatial networks formed from 

coincidence of bursting activity and interrogate the temporal properties of these 
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networks for each task. Finally, we explore the utility of HMMs for isolating signals of 

interest from other neuronal signals and noise by testing whether the HMM PTR state 

better relates to behaviour of participants than the classic frequency filtered power 

envelopes that were used in Chapter 5. 

6.4 Hidden Markov Modelling 

6.4.1 Markov Chains 

Traditional event-related analysis is generally based on trial-averaged activity, 

reflecting average increases or decreases in oscillatory power. Recent years have 

seen a resurgence of bursting models of oscillatory activity, which describe the 

transient events that occur on single-trials rather than the average response (Jones, 

2016, Quinn et al., 2019, Seedat et al., 2020). A method that is becoming popular for 

segmenting and characterising transient events in MEG data is the hidden Markov 

model (HMM). 

A Markovian system is defined by a set of discrete states, where the state at time t 

only depends on the state at time t – 1. A Markov model can be used to characterise 

systems such as this, with discrete and observable states. This is summarised by the 

Markov chain (see Fig. 6.1), or equivalently, a transition matrix, showing the probability 

of transitions between each pair of states.  

 

Figure 6.1: A simple Markovian system, represented by a Markov chain, containing 
two discrete, observable states. The probability of observing a state at time t only 

depends on the state at time t – 1, which can be calculated using a set of transition 
probabilities. 

 

In the context of functional neuroimaging, the states would describe the activity of the 

brain at a given point in time. However, MEG data does not provide a full and discrete 

description of brain activity, thus, the states are hidden, but may be inferred from 

observable data in a modification of the Markov model, known as a hidden Markov 
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model (see Fig. 6.2) (Woolrich et al., 2013, Vidaurre et al., 2016, Baum and Petrie, 

1966). Here, we still have the transition matrix describing the probability of hidden state 

transitions, but we also have a set of emission probabilities which correspond to the 

probability of measuring an observed value whilst the system is in one of the hidden 

states. 

 

Figure 6.2: A modification of the simple Markov model, known as a hidden Markov 
model. Here, the states x1 and x2 are hidden, such that they cannot be observed 
directly. However, the states are inferred using the observed data, y1 and y2. The 

conditional probabilities marked by the solid black arrows are transition probabilities 
between hidden states, while the conditional probabilities marked by the dashed grey 
lines are emission probabilities, connecting the observed data to the hidden states. 

The probabilities are trained using the observed data. 

6.4.2 The Joint Posterior Probability 

Once we know the probability of transitions between hidden states, as well as the 

emission probabilities of observed values given the current state, we can infer the most 

likely sequence of hidden states, X, given the set of observed values, Y. This can be 

written as 𝑃(𝑋|𝑌), which can be calculated using Bayes’ theorem (Joyce, 2003) 

𝑃(𝑋|𝑌) =  
𝑃(𝑌|𝑋)𝑃(𝑋)

𝑃(𝑌)
. (6.1)  

In practice, the probability of a sequence of data being measured, 𝑃(𝑌), remains fixed, 

as we can know the measured data with certainty. Because of this, we need only be 

concerned with the numerator of Bayes’ theorem, known as the joint posterior 

probability, 

𝑃(𝑋, 𝑌) = 𝑃(𝑌|𝑋)𝑃(𝑋). (6.2) 
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Our goal is to maximise this expression. The Markov property allows us to know the 

probability of a hidden state occurring at time t, 𝑃(𝑥𝑡), given the previous state in the 

sequence, 𝑃(𝑥𝑡−1). Thus, the entire sequence of hidden states, 𝑃(𝑋) can be written as 

𝑃(𝑋) = 𝑃(𝑥0) ∏ 𝑃(𝑥𝑡|𝑥𝑡−1),
𝑡=𝑛

𝑡=1
(6.3) 

where the initial state in the sequence, 𝑃(𝑥0), is the only one that cannot be written via 

the Markovian condition. Instead, the first term, known as the stationary distribution, is 

calculated as the first eigenvector of the transition matrix, equivalent to the probability 

of a state given an infinite sequence. Next, using the emission probabilities, which 

allow us to know the probability, 𝑃(𝑦𝑡|𝑥𝑡), of measuring a value whilst the system is in 

a particular hidden state, we can write 

𝑃(𝑌|𝑋) =  ∏ 𝑃(𝑦𝑡|𝑥𝑡).
𝑡=𝑛

𝑡=0
(6.4) 

Equations 6.3 and 6.4 can now be substituted into 6.2 to write an expression for the 

joint posterior probability, 

𝑃(𝑋, 𝑌) =  𝑃(𝑥0) ∏ 𝑃(𝑥𝑡|𝑥𝑡−1) ∏ 𝑃(𝑦𝑡|𝑥𝑡)
𝑡=𝑛

𝑡=0

𝑡=𝑛

𝑡=1
(6.5) 

using only the transition and emission probability matrices. 

6.4.3 Free Parameter Optimisation 

So far we have assumed that we know the transition matrix between the hidden states, 

as well as the emission probabilities connecting the hidden states to the observed data. 

In reality, we know none of these parameters a priori, and must learn them from the 

data (Woolrich et al., 2013). Moreover, for MEG data, the emission probabilities 

become a probability distribution for each state, such that spatiotemporal variance can 

be accounted for by a single state assignment. This distribution is known as an 

observation model. For MEG data, a Gaussian observation model is often chosen, 

such that each state will have a unique mean and variance. The parameters that define 

the observation model are denoted by θ. The transition matrix between states is 

denoted by π. The sequence of hidden states, as before, is given by 𝑋 =  𝑥0, … , 𝑥𝑛 

while the observed MEG data is given by  𝑌 =  𝑦0, … , 𝑦𝑛. Using this notation (Woolrich 

et al., 2013), we can re-write the joint posterior probability as  

𝑃(𝑋, 𝑌, 𝜃, 𝜋 ) =  𝑃(𝑥0|𝜋0) ∏ 𝑃(𝑥𝑡|𝑥𝑡−1, 𝜋)

𝑡

 𝑃(𝑦𝑡|𝑥𝑡 , 𝜃)𝑃(𝜃)𝑃(𝜋). (6.6) 
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This expression contains a set of free parameters, X, θ and π, which can be contained 

within the parameter H, representing the model, or hypothesis about the data. This 

simplifies equation 6.6 back to 6.2 (where H replaces x), where 𝑃(𝐻|𝑌)  is the 

probability that the model is correct given the measured data, 𝑃(𝑌|𝐻) is the probability 

of measuring the data given the model, and 𝑃(𝐻)  is the probability of the model 

occurring.  

Due to the number of free parameters contained in 𝐻, and the complexity of the MEG 

data contained in 𝑌, 𝑃(𝐻|𝑌) can form a complex topology which is difficult to navigate. 

However, we can make an approximation, 𝑄(𝐻) , which resembles 𝑃(𝐻|𝑌) , in a 

process known as variational learning (Rezek and Roberts, 2005). A cost function, 

which is essentially a distance metric, is minimised between the actual probability 

distribution, 𝑃(𝐻|𝑌), and the simpler approximation, 𝑄(𝐻). The cost function used here 

is the Kullback-Leibler divergence, given by 

𝐹 =  ∫ 𝑄(𝐻) log
𝑄(𝐻)

𝑃(𝐻|𝑌)
𝑑𝑋 + log 𝑃(𝑌) . (6.7) 

Once a value of 𝑄(𝐻) has been approximated, it can be substituted back into the joint 

posterior probability,  

𝑃(𝐻, 𝑌) ≈ 𝑄(𝐻)𝑃(𝐻). (6.8) 

Importantly, due to the mean field assumption (Haft et al., 1999), the hidden variables 

in the model are independent, meaning that 𝑄(𝐻) can be factorised for each of the 

variables in 𝐻, 

𝑄(𝐻) = ∏ 𝑄𝑖(𝐻𝑖)

𝑖

(6.9) 

where the integral of terms in the product must sum to 1 because 𝑄 is a probability 

distribution, 

∫ 𝑄𝑖(𝐻𝑖)𝑑𝐻𝑖 = 1 . (6.10) 

The consequence of this is that 𝐹 may be minimised for each of the parameters in 𝐻, 

i.e., the free parameters in the model, separately. Each parameter, 𝑄𝑖, is optimised 

separately, whilst keeping the others fixed, progressively improving the estimation of 

𝑄. This is shown in the simplified schematic in Figure 6.3, where the complex topology 

of 𝑃(𝐻|𝑌)  is simplified to 𝑄(𝐻)  in each dimension separately. Once 𝑄(𝐻)  has 

converged (become optimised), we can take the maximum, which forms an 
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approximation of the maximum joint posterior probability, from which we can 

extrapolate the set of model variables contained in 𝐻 (Rezek and Roberts, 2005). 

 

Figure 6.3: A simplified schematic showing the variational learning approach used to 
approximate the joint posterior probability for the set of model parameters. The real 

joint posterior probability, 𝑃(𝐻|𝑌), can become intractable due to its complexity. 

However, a simpler approximation of 𝑃(𝐻|𝑌) can be formed for each parameter in 𝐻, 
separately.    

6.4.4 Model Configuration 

There are several ways of configuring an HMM, for example, by changing the 

dimensionality of the input data or the form of the observation model. Each of these 

configurations will suit different types of data. In the case of MEG data, it is somewhat 

unrealistic to take an observation as being a single datapoint, as the dynamic timescale 

of MEG data often spans many datapoints to include features such as evoked 

responses and spontaneous rhythms. A solution to this is the time-delay embedded 

(TDE) HMM (Vidaurre et al., 2016), which allows a single observation to contain all 

datapoints within a specified time-window around a given timepoint. This results in an 

observation model that describes the autocovariance, or spectral content, of the data 

observed during a hidden state visit. In this configuration, a time delay must be chosen. 

For MEG data, a sensible range should be able to contain roughly one entire period of 

the activity of interest (e.g., alpha oscillations). 

Another consideration is the input data. An HMM can be used to model both univariate 

(single channel/region) and multivariate (many channel/region) data. Modelling of 

multivariate MEG data means the observation model will contain a spatial component 

based on the covariance of data from all channels/regions. However, state dynamics 

of individual regions cannot be deduced from a multivariate HMM, as the states 

encompass the entire brain. Another consequence of this is that each whole-brain state 

may only have a single frequency signature, meaning cross-frequency interactions are 
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difficult to study. Univariate HMMs are generally more flexible as the states inferred in 

each channel/region may have entirely different dynamics and spectral signatures, 

although grouping states across regions can be challenging as the states arise from 

independent models. The choice of HMM, univariate or multivariate, should depend 

upon the research goal.  

The final consideration for configuring the model is the number of states. This must be 

chosen a priori and cannot be learned from the data. The model is able to discard 

states if they model too little of the data, however, over-fitting is still an issue, and so 

the number of states must be chosen carefully. A sensible approach is to guide the 

number of states by the particular phenomenon being studied. For example, if the goal 

is to study functional network dynamics, the number of states should be limited to the 

number of large-scale networks that can be feasibly measured with the spatial 

resolution of MEG (Brookes et al., 2011c), around 10 or fewer. On the other hand, if 

the goal is to identify spectral bursting events (Rier et al., 2021, Seedat et al., 2020) in 

single-region data, much fewer states may be needed, as the lower amplitude data is 

of little interest and can be grouped together into a non-bursting state without impeding 

the research goal.  

We chose to run a separate time-delay embedded HMM on each brain region to allow 

for region-wise comparison of PTRs, whilst not constraining PTRs to have similar 

spectral profiles over the whole head or be implicitly part of a functional network, as 

would be the assumption in a multivariate time-delay embedded HMM. The time-

window specified in this study was 230 ms to encompass activity in the canonical 

frequency bands (Seedat et al., 2020). For both datasets used, we inferred HMMs with 

three states as we expected: one state to capture PTRs, i.e., high amplitude induced 

spectral activity; one state to capture other activity that may occur during the task, e.g. 

evoked responses relating to stimulus processing which are unlikely to hold similar 

spectral content to PTRs; one state to satisfy the continuity requirement, i.e., a state 

that becomes active when brain activity encompassed by the other states is not 

happening. 

6.5 Methods 

6.5.1 Paradigms 

Two datasets were analysed, both containing PTRs that modulate with task 

parameters. The first was the n-back task from the previous chapter, which 

incorporates elements of working memory, where PTRs modulated with working 
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memory load (greater PTR amplitude with greater working memory load). The second 

was a grip-force visuomotor task, previously published by (Pakenham et al., 2020), 

where PTRs modulated with grip duration (greater PTR amplitude with shorter grip 

duration).  

The n-back task was explained in detail in the previous chapter and is illustrated in 

Figure 6.1 (A-C). Briefly, during a single 30 s task period of the n-back task, participants 

were presented with a series of 15 letters, each for 1 s, separated by a 1 s interstimulus 

interval. Participants were instructed to press a button with their right index finger when 

a target letter was shown. A target letter was either the letter “x” (0-back), the same as 

the previous letter (1-back), or the same as the letter before the previous letter (2-

back). The three conditions, 0-back, 1-back and 2-back, varied in working memory 

load, with 2-back being the most demanding. Each task period was preceded by an 

instruction screen stating the task condition. Task periods were separated by 30 s rest 

periods. The instruction screen, task period and rest period made up a single 

experimental block lasting 62 s. Participants completed 16 blocks of each task 

condition, separated over 2 runs, with conditions arranged in a pseudo-random order. 

The grip-force visuomotor task was explained in detail in (Pakenham et al., 2020) and 

is illustrated in Figure 6.1 (D, E). It required participants to maintain 30% of their 

maximum voluntary force for either 2 s, 5 s or 10 s. Participants applied this force to a 

grip bar, attached to the right hand with a glove (to allow the hand to fully relax during 

rest periods without dropping the bar). Participants were presented with a visual 

stimulus comprising a target force profile, which appeared 2 s before task onset. During 

the task, actual force output was plotted over the target profile, giving the participants 

visual feedback on their performance. Each task period was followed by 30 s rest. 

During the last 2 s of rest, the target profile for the next task period was shown. The 

task period and rest period make up a single experimental block. Participants 

completed 15 blocks of each duration per run, arranged in a pseudo-random order, for 

two runs. 



131 
 

 

Figure 6.4: A schematic summary of the paradigms employed for the two datasets 
used in this study. The top panel (A-C) shows the n-back task with 0-back, 1-back 
and 2-back conditions. Panel D shows the grip-force task timings, with 2 s, 5 s and 
10 s grip durations, while panel E shows an example of the target profile and visual 

feedback presented to the participant. Both tasks had 30 s rest periods following 
each task period to facilitate the study of PTRs. In these figures, the oscillatory task 

response (OTR) is defined as the oscillatory modulations measured during 
stimulus/task whilst post task response (PTR) is the oscillatory modulations 

measured immediately following stimulus/task cessation, defined as 0 – 7 s after task 
cessation for the n-back task, 2 – 6 s after task cessation for the grip-force task. 

 

6.5.2 Data Acquisition 

20 healthy volunteers (10 female, aged 26 ± 4 (mean ± SD) years) took part in the n-

back study, and 15 healthy volunteers (10 female, aged 27 ± 3 (mean ± SD) years) 

took part in the grip-force study, which were both approved by the University of 

Nottingham Medical School Research Ethics Committee and, where relevant, in 

compliance with all COVID-19 standard operating procedures. All volunteers gave 

written, informed consent.  
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All data were collected at a sampling rate of 600 Hz using a 275-channel CTF MEG 

system (MISL, Coquitlam, BC, Canada) in third order gradiometer configuration. Head 

localisation coils were attached to the participants’ nasion and preauricular points prior 

to recording to provide fiducial markers for head localisation. The coils were energised 

before the start and after the end of each recording to enable co-registration (see 

Chapter 3.1.6) and provide a measure of overall head movement. The participants 

were scanned in a seated position for the n-back task, and supine for the grip-force 

task, viewing a projector screen that displayed the stimuli. An eye tracker (EyeLink, 

Ottawa, Canada) was used during the n-back task to monitor the participants to ensure 

they remained awake throughout. 

For the n-back task, a 3D digital mesh of the head and fiducial coils was acquired using 

a Skanect structure sensor (Occipital, Colorado, USA). For the grip-force task the 3D 

digitisation was performed using a Polhemus system (Polhemus, Colchester, VT, 

USA). The digitised head surface and fiducial locations were then co-registered with 

the individual participant’s anatomical MRI (T1-weighted MPRAGE sequence acquired 

on either a 3T or 7T MRI scanner) to allow the position of the sensors relative to the 

brain to be determined.  

6.5.3 Pre-Processing 

For the n-back task, pre-processing was identical to the steps outlined in Chapter 5.  

Pre-processing for the grip-force dataset followed a similar procedure with the 

additional analysis of electromyography data to define accurately the onset and offset 

of each grip period. For details, refer to (Pakenham et al., 2020). In this task 14 

participants remained for further analysis after the pre-processing. 

On average, 46 ± 1 (mean 0-back: 15, mean 1-back: 15, mean 2-back: 15) blocks per 

participant remained in the n-back dataset after removal of bad/noisy trials, while 75 ± 

3 (mean 2 s: 25, mean 5 s: 25, mean 10 s: 24) blocks remained in the grip-force 

dataset. Inverse solutions were calculated for all data using a linearly constrained 

minimum variance beamformer (see Chapter 3), using the covariance of the entire 

participant dataset filtered into broadband (1 – 150 Hz) and a multiple-spheres 

headmodel.  

6.5.4 Parcellation Beamformer 

Using the beamformer weights, timecourses were extracted from the centroids of 78 

parcellated regions in the automated anatomical labelling (AAL) atlas (Tzourio-

Mazoyer et al., 2002), with subcortical regions removed (Hillebrand et al., 2016). This 
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atlas was constructed manually on a high resolution, T1 weighted anatomical MRI of 

a single subject, identifying a set of anatomical features such as gyri (convex part of 

fold) and sulci (concave part of fold), before being transformed to the MNI-152 brain 

(Mazziotta et al., 2001). It should be noted that, although this parcellation has been 

used in a number of MEG functional connectivity studies (Tewarie et al., 2019, Brookes 

et al., 2016, Seedat et al., 2020), regions are defined by anatomical features rather 

than function (see Chapter 2). We can therefore assume that functional domains may 

span several AAL regions, or conversely, more than one functional domain may 

occupy a single AAL region. The effects of source leakage between reconstructed 

MEG data in the AAL parcellation were mitigated using symmetric orthogonalization, 

described in Chapter 3.2.4. 

6.5.5 Hidden Markov Modelling 

As described in section 6.4.4, we chose to run separate time-delay embedded HMMs 

on each region in the AAL parcellation, with a time-delay of 230 ms and three states 

per region. Before HMM inference, the unfiltered source-space data were 

downsampled from 600 Hz to 100 Hz to reduce computational expense whilst retaining 

information in the relevant frequency bands (4 – 30 Hz, including theta, alpha and beta 

bands). For each brain region in turn, data were concatenated across all participants, 

as well as conditions, so that a single HMM could be applied per brain region, which 

improves the robustness of the HMM (Seedat et al., 2020) and provides a unified 

description of the dynamics for each brain region. Z-scoring was applied to the 

concatenated data to reduce variance between participants in the sequence. For each 

brain region, the posterior probabilities for each state were thresholded at 2/3 (Seedat 

et al., 2020) to produce three binary timecourses, each showing when states are “on” 

and “off”. Power spectral density (PSD) profiles were extracted from the model for each 

state. 

6.5.6 The PTR State 

To study single-trial events which lead to PTRs, we first needed to identify an HMM 

state which captured this activity, which we call the PTR state. Despite this naming, 

we are not suggesting that this state will only capture PTRs. Following evidence from 

previous studies (Seedat et al., 2020, Rier et al., 2021), it is likely that what we are 

capturing is short-lived, high amplitude oscillatory events, or bursts. In the case of 

sensorimotor beta activity, these events are also known to drive the MRBD (ERD 

during stimulus) by reducing in probability. We therefore do not assume that PTRs are 

the only phase of activity captured by the PTR state, generated by oscillatory bursts. 
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6.5.7 State Grouping with K-Means Clustering 

As a univariate HMM was inferred in each brain region separately, the order of inferred 

states was not consistent between regions. To group PTR states across the brain, we 

used k-means clustering, which groups univariate HMM states across regions based 

on temporal similarity over the entire scan. We make the assumption that high 

amplitude oscillatory events (bursts) across the cortex should be more temporally 

related than lower amplitude events and noise if these are driving the measured time-

frequency response to the tasks (ERD/ERS during task and post-task periods). This 

assumption is supported by findings of Seedat et al, who showed that the MEG 

functional connectome is driven by the burst state (Seedat et al., 2020). 

Our application of k-means clustering partitions a matrix of 234 binary state 

timecourses ([78 regions * 3 states] * number of timepoints) into k optimal clusters by 

minimising the sum of squared Euclidian distances between state timecourses within 

each cluster. The number of clusters was chosen to be three, as this is the minimum 

number of clusters required to assign the three HMM states per region to separate 

clusters. There are several methods of optimising the number of clusters to properly 

reflect the dynamics of the underlying system, however, given we were only concerned 

with the state that captured PTR activity, it served no purpose to infer more clusters 

than the number of HMM states. A simulation of this process is described in the 

following section. Once clusters were identified in the HMM state timecourses, the 

cluster centroid (average of cluster timecourses) which resembled the trial-averaged 

timecourses in Chapter 5 and (Pakenham et al., 2020) was taken as the PTR state 

cluster. 

6.5.8 Temporal K-Means Clustering Simulation 

Our approach to state grouping used k-means clustering in a high dimensionality 

space. Each timepoint corresponded to a separate axis, such that a single point in the 

high dimensional space represents the entire time evolution of an HMM state, and 

therefore temporally similar states are nearby in this clustering space. The algorithm 

is as follows:  

1. The system is initialised with k random cluster centroids, each a single point in 

the clustering space.  

2. Each datapoint is assigned to the closest centroid based on Euclidian distance.  

3. New cluster centroids are defined which minimise the within-cluster variance, 

measured as the sum of squared Euclidian distances within-cluster.  
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4. Points are then re-assigned based on the Euclidian distance to the new cluster 

centroids.  

5. The process is repeated until the clusters become optimised (minimal centroid 

adjustment with new iterations). 

We tested this method using a set of simulated timecourses to ensure that the clusters 

were meaningful, given the high dimensionality of the clustering space. A set of three 

ground-truth cluster centroids were simulated using random binary timecourses, each 

comprising 1000 timepoints (leading to 1000 axes in the clustering space). These were 

replicated 50 times each, to create three ground-truth clusters of 50 timecourses, 

where cluster members were identical to their respective cluster centroid. Next, a 

varying amount of noise was added to each cluster by setting a switching probability 

(%), which dictated the chance of each timepoint switching value (0 to 1, or 1 to 0). 

Given that the timecourses were binary, a switching probability of 50% corresponds to 

complete randomisation of the timecourse (100% noise). Switching probability values 

tested were 10%, 20%, 30% and 40%. Following the addition of noise (through 

different switching probabilities), the k-means clustering algorithm was applied to the 

set of simulated timecourses, and the cluster assignment values were imaged next to 

the matrix of timecourses to show the clustering accuracy. 

As shown in Figure 6.5, we see that timecourses with similar temporal features are 

clustered effectively until the noise level gets too high (80% noise), at which point the 

clusters become too poorly defined to reflect the ground truth assignments. This is 

sufficient in proving that the clustering algorithm is robust in high dimensionality space 

with binary timecourses.  
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Figure 6.5: A simulation demonstrating the ability of the k-means clustering algorithm 
to group HMM states based on temporal similarity. The matrix on the left of each 
panel contains three simulated clusters of binary HMM state timecourses, with an 

amount of noise denoted by the switching probability (% chance for each timepoint to 
switch value, independently). The result of applying k-means clustering to each 

matrix is shown by the vector on the right of each panel. For 10%, 20% and 30% 
switching probability, every single timecourse was assigned correctly. Clustering 
accuracy broke down at 40%, which is close to complete randomisation of the 

timecourses (which occurs at 50%). These results show that the k-means clustering 
approach to grouping HMM state timecourses is robust even when there is a 

substantial amount of noise present.  
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6.5.9 State Probability 

After the PTR state was identified for each task from the three whole-brain state 

clusters, PTR state probability over a single trial/block period was calculated by 

averaging binary timecourses over all trials/blocks. This was then converted to a 

percentage change relative to baseline, where the baseline was taken as 40 – 50 s for 

the n-back task and 18 – 28 s for the grip-force task. The mean relative change during 

the PTR period2, taken as 31 – 35 s (2-back condition) for the n-back task and 4 – 8 s 

(2 s task condition) for the grip-force task, was plotted as a colourmap on a brain to 

display the regional variation of PTR activity within the whole-brain PTR state. Only 

the 2-back (n-back) and 2 s (grip-force) conditions were used here as these had the 

highest amplitude PTRs. 

6.5.10 Burst Characteristics 

Several measures were taken from the PTR state in each task to determine whether 

the state represented similar spectral bursting in each case. Firstly, state timings were 

compared visually to the MEG time-frequency response (TFR) for single data 

segments lasting 5 s, positioned immediately post-task (when PTRs occur). From 

these, we were able to visually inspect the events in the MEG data that were 

encompassed in the HMM PTR state. 

The next measure taken from the PTR states across the brain was spectral content. A 

power-spectral density (PSD) distribution was obtained for the PTR state at each 

region using the multitaper method (Thomson, 1982). These were clustered using k-

means clustering, as described in section 6.5.7-6.5.8, such that PSD curves with 

similar morphology are clustered – as the purpose of this was simply to visually 

separate the PSDs, the number of clusters was optimised manually for the best 

visualisation, set to 6 clusters for both tasks. In addition, using the PSD of the PTR 

state for each region, we took the power (area under the curve) within three canonical 

frequency bands: theta (4 – 8 Hz), alpha (8 – 13 Hz) and beta (13 – 30 Hz), to get 

region-wise spectral content of the PTR state at each AAL region. These power values 

were plotted on a brain as a colourmap to show the spectral distribution of PTR activity 

across the brain. We quantitatively compared the spectral content variation across 

regions between the two tasks using Pearson’s correlations. 

Next, state lifetimes, equivalent to burst durations, were taken from PTR states in all 

AAL regions. These were averaged over all participants per region and displayed as a 

 
2 Compared to Chapter 5, we use a longer PTR period here so that more burst events are 
contained within the time-window. 
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colourmap over the brain to compare bursts that drive PTRs in different brain regions. 

They were also averaged over all regions for each participant to compare variation of 

average burst duration between the two tasks. Burst durations per region were then 

compared across tasks using linear regression, akin to the spectral content analyses. 

Together the spectral content and state lifetimes were used to assess whether PTRs 

following visuomotor and working memory tasks are driven by bursts with similar 

intrinsic properties, despite being induced by different tasks. 

6.5.11 Burst Connectivity 

The connectivity of bursts (captured by the PTR state) was analysed in two different 

ways: 

1) The Jaccard Index: This approach has been used in previous studies (Seedat 

et al., 2020, Rier et al., 2021), it measures the temporal overlap of pairs of 

binary timecourses, written as 

𝐽(𝐴, 𝐵) =
|𝐴 ∩ 𝐵|

|𝐴 ∪ 𝐵|
, (6.11) 

 

Where the numerator is the intersection of set A and set B, i.e., the number of 

coincident burst timepoints, and the denominator is the union of set A and set 

B, i.e., the total number of timepoints in the two sets. 

2) Spatial K-Means Clustering: As with the state grouping approach, we 

separate the data into k clusters by minimising the within-cluster variance 

based on Euclidian distance. However, this time we find spatial clusters that 

recur in time. An axis in the clustering space represents an AAL region (78 

axes), and a single point in the clustering space represents the spatial map at 

a particular timepoint. Timepoints with similar spatial maps will be more readily 

clustered. The cluster centroids are the average of the spatial maps at all of the 

clustered timepoints. A schematic of this process is shown in Figure 6.6. Note 

that this approach is similar to EEG microstate analysis (Michel and Koenig, 

2018), but works on binary timecourses rather than continuous data. The 

number of clusters is chosen a priori, which can alter the results, however, it 

was found from testing that several robust patterns emerged which remained 

throughout increasing the number of clusters. We therefore set the number of 

clusters to six for each task, which was sufficient to demonstrate PTR-related 

features. 
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Figure 6.6: A schematic of the spatial k-means clustering approach to finding 
functional connectivity of the PTR state. Clusters are optimised by minimising the 

within-cluster Euclidian distance between spatial maps. The result is a set of clusters 
representing the most recurrent functional networks. 

6.5.12 Correlating State Probability with Behaviour 

In principle, by capturing activity that drives PTRs, we are isolating the brain signals of 

interest, separating them from the total MEG signal which contains other neuronal, 

physiological and environmental signals. This means that correlations between MEG 

signals and behaviour should be strengthened when using HMM state timecourses as 

opposed to frequency filtered MEG data from the same region. We tested this by 

repeating correlations reported in Chapter 5 between oscillatory modulation and RT, 

for the n-back dataset. Here, as previously, we correlated modulation in PTR state 

probability with RT modulations, taking the subtraction of 2-back and 1-back. We 

restrict our analysis to anatomical areas that were examined in the initial analysis – 

frontal, left parietal, left lateral visual, and the dorsal attention network (DAN), although 

these were approximated using AAL regions as opposed to taking voxels of peak 

activity. The correlations between PTR state probability and behaviour were obtained 

using a Pearson’s correlation, and Bonferroni correction was applied to adjust 

corresponding p values for multiple comparisons. 

6.6 Results 

6.6.1 PTR State Grouping 

The HMM successfully modelled activity that drives PTRs in both datasets. The results 

of applying k-means clustering to group HMM states across anatomical regions are 

shown in Figure 6.7. This figure shows the cluster centroid timecourses (average 

timecourse within a cluster across regions, averaged over trials), as well as the 

Euclidian distances (corresponding to temporal similarity) of each region from the 
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cluster centroid. The PTR state, visible by the rise in power above baseline after task 

cessation, is the most well-defined cluster, shown by lower Euclidian distances across 

all regions compared with the other clusters.  
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Figure 6.7: The result of grouping PTR states across the brain using k-means 
clustering for the n-back (A) and grip-force (B) task. States are grouped based on 
temporal similarity of state visits over the entire scan period across all participants. 

The PTR state is labelled for each task, with each showing a rise in probability above 
baseline levels after task cessation. The PTR cluster also has the lowest mean 

Euclidian distance in both datasets, showing that this is the best quality cluster in 
both cases. Legends in each panel show the three different conditions for each task. 
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6.6.2 PTR State Probability 

PTR state probability, relative to baseline, during the PTR period, is shown below in 

brain plots in Figure 6.8. In both datasets, there is strong lateralisation, with PTRs 

becoming notable on the left-hand side of the brain. Exemplar regions have been 

plotted, for the 2-back and 2 s conditions only as these had the highest amplitude 

PTRs. It should be noted that the seemingly negative PTRs on most of the right-hand 

side of the brain for the n-back task are better described as a slow return to baseline 

levels of bursting. 

 

Figure 6.8: The brain plots in the centre show PTR amplitudes over the whole head 
as fractional change of the average PTR response (measured as 31 – 35 s for the n-
back task and 4 – 8 s in the grip-force task, for the 2-back and 2 s conditions) relative 

to baseline (40 – 50 s for the n-back task, and 18 – 28 s for the grip-force task). 
Group level state probability timecourses are then displayed for regions exhibiting 

large and small PTRs.  
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6.6.3 Single-Trial State Activity 

So far, it is clear that the HMM has captured activity which is driving PTRs, grouped 

across the brain using k-means clustering. Figure 6.9 allows us to see this activity on 

the single-trial level (trials selected at random), showing a visual comparison between 

PTR state events, filtered MEG timecourses, and MEG time-frequency response 

(absolute power) during a 5 s data segment during some example PTR periods 

(immediately post-task). Each panel shows two AAL regions as exemplars for each 

task. In both tasks, the PTR state timing corresponds to short periods of high oscillatory 

power, which can be described as bursts. These transient periods of high power seem 

to appear mostly within the alpha band although they are also seen in the theta and 

beta bands. 

 

Figure 6.9: A qualitative comparison of PTR state events and conventional time-
frequency decompositions during example data segments each starting at immediate 

on task cessation and lasting 5 s, denoted as the PTR period.  

 

6.6.4 Burst Characteristics 

Burst characteristics including duration and spectral content are shown in Figure 6.10 

and correlated between tasks. Burst durations were found to be 0.31 ± 0.03 s for the 

n-back task, and 0.32 ± 0.04 s for the grip-force task (mean over participants ± 

standard error over participants). Burst durations varied similarly across regions when 

comparing the two tasks, with R² = 0.56. The longest durations were seen in the motor 
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strip, followed by posterior regions, whilst the frontal lobe had notably shorter burst 

durations in both tasks. When burst durations are normalised to the peak frequency in 

the same region to get the number of oscillations per burst, the two tasks are almost 

perfectly correlated, with R² = 0.94, suggesting a fundamental oscillation stability which 

depends on emitting region (See top row of Figure 6.10).  

Spectral power of the PTR state is shown in theta, alpha and beta bands in the bottom 

panel of Figure 6.10. This shows that for these two different tasks, the PTR state has 

the same spectral peak spatial location in each frequency band (theta: temporal, 

inferior parietal; alpha: visual; beta: sensorimotor), despite variation in relative power 

across the two tasks. Alpha and beta power are strongly correlated between tasks. 

Theta power shows more variation between tasks, which is likely due to the fact that 

regions associated with theta oscillations (inferior parietal, temporal, frontal pole; all 

associated with the DMN) are more strongly modulated by an n-back task than a grip-

force task, whereas alpha and beta emitting regions (visual and motor) were recruited 

for both tasks more equally due to the shared visuomotor elements. 

 

Figure 6.10: PTR state burst characteristics for the n-back task (left panel) and grip-
force task (right panel). The upper row shows burst durations across the cortex and 
the number of oscillations per burst (i.e. the burst duration normalised by the peak 

spectral frequency in the same region). The number of oscillations per burst is almost 
perfectly correlated between tasks. The lower row shows theta, alpha and beta 
activity in the PTR state for the n-back and grip-force tasks, distributed over the 
brain. The two tasks showed high similarity in alpha and beta content across the 
cortex, whereas theta clearly deviates in relative power between the two tasks. 
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Spectral content of bursts is explored further in Figure 6.11, which shows individual 

PTR state PSDs, clustered into six groups for each task to aid in visualisation. Clearly, 

bursts that constitute effects such as the PTR occur with distinct frequency profiles 

depending on the emitting region or network. As would be expected, frontal regions 

have a more theta dominant profile, sensorimotor regions have relatively greater beta 

peaks, and alpha, while dominating all PSDs in absolute amplitude, is most prevalent 

in visual and sensorimotor regions.  

 

Figure 6.11: Individual PSD curves for PTR states across the cortex, clustered into 
six groups to aid visualisation of spatial patterns of these spectral responses. 

 

6.6.5 Connectivity 

The change in Jaccard index measure of connectivity between the PTR time window 

and the during-task time window is shown in Figure 6.12. For both tasks, connectivity 

generally increases during the PTR. For the n-back task, frontal, temporal and inferior 

parietal regions see the greatest change in connectivity during the PTR as to the task 

window, with a bias to the left-hand side of the brain. For the grip-force task, bilateral 

visual, parietal, and left motor regions see the greatest change in connectivity between 
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PTR and task windows. These results reflect networks known to be modulated by each 

task. 

 

Figure 6.12: Functional connectivity, as measured with Jaccard index, representing 
changes in coincident bursting when moving from the task time window (n-back: 0.5 
– 29.5 s, grip-force: -1s – 3s relative to grip start) to the post-task time window (n-

back: 30 – 37 s, grip-force: 2s – 6s after grip cessation) for the n-back (A) and grip-
force (B) tasks. The top 30% of values in the connectivity matrices are displayed in 

the glass brain plots. 

 

We also perform a network decomposition using k-means clustering, shown below in 

Figure 6.13 for the n-back task, and Figure 6.14 for the grip-force task. Here, the brain 

colourmaps in panel A show the probability of coincident bursting during the clustered 

timepoints, while the sum of squared Euclidian distances shows how similar the spatial 

map is across clustered timepoints, i.e., within-network connectivity. The clusters are 

ordered to reflect within-network connectivity, such that cluster 1 is the most 

connected. Networks have been named based on the regions which contribute the 

most to each network. The least-connected network (most poorly defined cluster) is 

named “local bursting” as there is very low probability of coincidence across broader 

regions of the brain, which implies that oscillatory events are occurring on a more local 

scale. The PSD plots in panel B are the average PSDs of PTR states weighted by the 

within-cluster coincidence probability. The cluster probability plots in panel C show the 

average probability of the network appearing over a task block. The plots in panel D 

show the cluster probability of the networks which capture most of the PTR activity. 
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The spatial network brain plots with full dynamic range are shown in the Appendix (Fig. 

A6.1), providing a clearer image of the main contributors to each network. 

 

Figure 6.13: Network decomposition of the PTR state for the n-back task using k-
means clustering. Six networks are shown in panel A in order of within-cluster 

connectivity, which is also plotted in panel A, measured using the sum of squared 
Euclidian distance from the cluster centroid. Panel B shows frequency spectra 
(average of state PSDs weighted by contribution to the cluster). Panel C shows 

cluster probability (average time spent in a particular network) for all spatial clusters. 
Panel D shows the post-task segment of cluster probability for spatial clusters that 

exhibit clear PTR activity. 
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Figure 6.14: Network decomposition of the PTR state for the grip-force task using k-
means clustering. Six networks are shown in panel A in order of within-cluster 

connectivity, which is also plotted in panel A, measured using the sum of squared 
Euclidian distance from the cluster centroid. Panel B shows frequency spectra 
(average of state PSDs weighted by contribution to the cluster). Panel C shows 

cluster probability (average time spent in a particular network) for all spatial clusters. 
Panel D shows the post-task segment of cluster probability for spatial clusters that 

exhibit clear PTR activity.  
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6.6.6 Relating PTRs to Behaviour 

Given that the HMM successfully captured high amplitude burst events from the data, 

the effects of neuronal and physiological signals as well as noise should be reduced 

in the PTR state. Here, we show that correlations with behaviour are improved by using 

HMM state burst probability rather than frequency filtered power envelopes. Figure 

6.15 A-D shows correlations between PTR state relative probability amplitudes during 

the PTR period (31 – 35 s) and reaction times, while Figure 6.15 E-H shows the 

correlations between traditional MEG power envelopes and reaction times, shown 

earlier in Chapter 5 with the addition of the left DAN. Here we used the HMM PTR state 

in AAL centroids rather than the MEG power envelopes from peak pseudo-T statistic 

locations in anatomical regions (shown in Fig. 6.15 E-H). Correlations improved 

dramatically when using the HMM state rather than the MEG power envelope for all 

four regions/networks. 

 

Figure 6.15: Panels A-D show correlations between PTR amplitudes in the PTR 
HMM state, and reaction times, for the n-back task only. Here we use PTR state 
probability at the centroids of AAL regions, while panels E-H show correlations 

between MEG power envelopes from locations of peak pseudo T-statistic in specific 
frequency bands and reaction times, adapted from Chapter 5. * denotes a significant 

correlation (p < 0.05, Pearson’s correlation). 
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6.7 Discussion 

Given the neuroscientific and clinical relevance of the PMBR and beta bursting 

(Gascoyne et al., 2021, Gaetz et al., 2020, Little et al., 2019, Seedat et al., 2020, 

Sherman et al., 2016, Briley et al., 2021), it is important that we unify our knowledge 

of PMBRs with PTRs that occur outside of the motor cortex following higher cognition, 

which we reported in the Chapter 5. This study takes important steps towards this goal, 

demonstrating that PTRs following visuomotor and working memory tasks are both 

explained by the timing of transient high amplitude events in oscillatory MEG data (Fig. 

6.9) with similar intrinsic characteristics (Fig. 6.10). We show that PTRs across both 

tasks are captured by a distinct HMM state, found by running single-region (univariate) 

HMMs and grouping across regions using k-means clustering (Fig. 6.5, Fig. 6.7). PTR 

states across both tasks are primarily in the alpha frequency band (Fig. 6.9, Fig. 6.11), 

with similar lifetimes over participants and regions (Fig. 6.10). In addition, we show that 

spatial networks are formed by coincidence of oscillatory bursts, with similar structure 

across the two tasks (Figs. 6.13, 6.14), although the networks that are occupied during 

the PTR period varies between tasks (panel D of Figs. 6.13, 6.14). Finally, we 

demonstrated the denoising effects of univariate HMMs on MEG data, showing that 

PTRs in HMM state timecourses have stronger correlations with reaction times than 

MEG power envelopes (Fig. 6.15).  

6.7.1 The PTR State Captures Transient Oscillatory Bursts 

Recent studies have shown that the PMBR, i.e., the post-task ERS in the beta-band in 

the motor cortex, is explained by changes in timing of transient high amplitude 

oscillatory events, often referred to as bursts (Brady et al., 2020, Pakenham et al., 

2020, Seedat et al., 2020). Interest in bursting is on the rise, with studies attempting to 

use burst characteristics (such as timing and burst rate) as correlates of behaviour 

(Little et al., 2019) or pathology (Briley et al., 2021, Tinkhauser et al., 2017a, 

Tinkhauser et al., 2017b). Some studies have reported burst-like behaviour in alpha 

(Jaffe and Weiss, 1966) and theta (Hebert and Lehmann, 1977), although these lasted 

longer (3 – 4 s) than the alpha/theta range oscillatory events that we report (Fig. 6.10), 

and were considered separate from regular oscillatory activity in the same frequency 

range. Overall, research into the utility of bursting models for theta and alpha band 

oscillations is lacking. Our results in Figure 6.9 show that the PTR state cluster 

corresponds to moments of high amplitude activity, in theta, alpha and beta bands, 

while our results in Figure 6.10 show that these events are made up of around 1 – 4 

oscillations, with variation in burst duration depending on the emitting region. These 
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burst events make up the induced (see Chapter 2) signals that are observed in trial 

averaged MEG data, typically referred to as ERD or ERS (Fig. 6.8 and Figs. 5.4, 5.5).  

In the motor cortex, the region most rigorously investigated with regards to bursting 

behaviour, we observe the longest duration of bursts which were 340 ± 20 ms and 390 

± 20 ms (mean ± standard error across subjects) for the n-back and grip-force tasks, 

respectively. Previous studies that have used HMMs to identify beta bursting events 

report burst durations of 300 ms (Seedat et al., 2020) [3 state HMM], 200-500 ms 

(Quinn et al., 2019) [5 state HMM], and 300-400 ms [inferred from duration peaks, 3 

state HMM] (Gascoyne et al., 2021). It is difficult to directly compare these values, 

however the fact that these values all exist in a similar range suggests a common 

phenomenon was captured by the chosen HMM state in each case. Interestingly, 

studies using an amplitude thresholding approach for burst detection generally report 

shorter burst durations, e.g. 238 ms (Zich et al., 2023), 213 ms (Pauls et al., 2022) and 

94.2 ms (Little et al., 2019). This discrepancy is possibly due to the thresholds used to 

detect the bursts.  

Overall, in the context of previous work, we demonstrate that PTRs across the cortex 

following working memory and movement are well-described by a transient bursting 

model. As with the PMBR case (Pakenham et al., 2020, Seedat et al., 2020), we see 

that the sustained (after trial-averaging) induced response, where a smooth increase 

(ERS) in band-specific power is observed, is explained by an increase in frequency of 

occurrence of the transient bursts (Fig. 6.8). Prior to this study, to our knowledge, burst 

analysis has been focused on beta-band responses (Shin et al., 2017, Little et al., 

2019), which are usually induced by sensorimotor tasks/stimuli. Our results 

demonstrate that bursting models may be applicable to all induced responses despite 

variation in induced frequency response and activated regions. 

6.7.2 Grouping Whole-Brain Bursting States 

The approach proposed here for mass-univariate (multiple single-region) HMM 

analysis removed the influence of pre-defined frequency borders. This contrasts 

previous methods which characterised single-region HMM states by correlating them 

with frequency filtered power envelopes (Seedat et al., 2020, Rier et al., 2021, 

Khawaldeh et al., 2022, Gascoyne et al., 2021). Given our results, showing that PTRs 

across multiple frequency bands are all driven by transient bursting, we suggest that it 

is highly beneficial for univariate HMM states to be grouped without the constraints of 

the canonical frequency bands. We propose that k-means clustering (or similar 

clustering algorithms) to group univariate HMM states may be useful in identifying 
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induced bursting states across a range of tasks, which makes the assumption that high 

amplitude oscillatory events should be more correlated across the brain than lower 

amplitude signals and noise. We also recognise that univariate burst states may be 

grouped by overall spectral density (integral of PSD curve), as, by definition, bursts are 

of a higher amplitude than other neuronal signals.  

6.7.3 Burst Events across Visuomotor and Working Memory Tasks have 

Similar Region-Wise Characteristics 

To determine whether the PTR state in the visuomotor and working memory datasets 

was capturing a similar neural phenomenon, burst durations and burst frequency 

content were compared across tasks. The global average burst duration for the PTR 

state across all regions, for the two tasks, was 310 ms for n-back and 320 ms for grip-

force, within one standard error of each other, which is very similar considering the 

majority of the participants performing each task were different. Regional variation in 

burst durations was also very similar between tasks, showing high correlation (R² = 

0.56, Fig. 6.10, top row), with the longest (motor strip) and shortest (frontal lobe) burst 

durations occurring in the same locations. Once durations were normalised by peak 

frequency in the same region, the number of oscillations per burst was almost perfectly 

correlated between tasks (R² = 0.94, Fig. 6.10, top row). It must be noted that the 

absolute duration values may in part be driven by the number of states in the HMM 

(Seedat et al., 2020). However, as the same number of states were inferred for each 

region and task, variation of lifetimes across the cortex should be invariant to this 

effect, and thus high similarity in cortical variation between tasks (Fig. 6.10) still 

provides indication that the PTR state in both tasks is capturing similar bursting activity. 

Spectral content was also used to assess whether the PTR state across the two tasks 

was capturing the same transient oscillatory events. As is shown in Figure 6.10, there 

is a high correlation between tasks in the alpha and beta power measured across 

regions. Alpha contributions are consistently highest in posterior and central regions, 

particularly in parietal and visual regions, while beta contributions are greater in 

sensorimotor regions. This clearly agrees with the known predominant generators of 

these two oscillatory bands during rest (Clayton et al., 2018, Hindriks et al., 2015, 

Moran et al., 2019, Barone and Rossiter, 2021). Interestingly, theta contributions are 

the greatest in temporal, inferior parietal and frontal regions for both tasks but the 

correlation of the theta power over the whole brain for the two tasks is weak. We 

suggest this difference in theta response between the tasks may be due to a larger 

modulation of theta-emitting regions (superficial DMN regions) for the n-back task than 

the grip-force task. We hypothesize that alpha power shows the highest similarity 
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across the brain over tasks due to both tasks requiring constant visual processing, thus 

placing relatively equal load on the visual network across tasks (where alpha is 

strongest). Beta power shows more variation than alpha power, likely due to higher 

load on motor regions for the grip-force task, where motor output had to be kept 

constant, as opposed to the n-back task which only required occasional button 

pressing based on working memory information. In summary, we suggest that variation 

in the peak frequency of PTRs does not reflect the function of the response, but simply 

the networks recruited for the task that are being brought to rest. This result supports 

previous evidence that frequency of induced response depends on network 

architecture (Pfurtscheller and Lopes da Silva, 1999, Elul, 1971, Lopes da Silva et al., 

1976, Pfurtscheller et al., 2000), as well as evidence that different circuits in the brain 

have natural frequencies (Rosanova et al., 2009). Our results also corroborate 

speculation that oscillatory activity in the lower frequency bands (theta, alpha, beta) 

should not be distinguished in their function, but rather, the circuits in which they are 

active (Hanslmayr et al., 2016, Griffiths et al., 2019, Gratton, 2018). 

Together, the results discussed above provide evidence that PTRs following 

visuomotor and working memory tasks are driven by bursts with similar characteristics, 

underpinned by a common neural phenomenon. The specific frequency and duration 

of the bursts appears to be a reflection of the emitting region, while the probability of 

bursts in a particular region is modulated by the processes required to complete the 

task. 

6.7.4 The Role of Bursts in Cortical Network Formation 

The Jaccard index results in Figure 6.12 show the pairs of regions that are altered the 

most in the PTR compared to the task time window, in terms of connectivity. For the 

n-back task, connections between left inferior parietal, bilateral temporal and frontal 

regions increase the most during the PTR – domains which are known to be involved 

in memory and executive functioning (Curtis, 2006, Jeneson and Squire, 2012), i.e., 

processes which are required during an n-back task. For the grip-force task, 

connections between visual and left sensorimotor regions increase the most during the 

PTR, again reflecting regions which must be recruited for the task. It is interesting that 

connectivity increases in regions that are recruited for a task, in a period of time several 

seconds after cessation of the task. Given the well-studied association between 

oscillatory rhythms (primarily alpha and beta) and inhibition (Jensen et al., 2002, 

Tuladhar et al., 2007, Chen et al., 1998, Jensen et al., 2005), as well as the putative 

relationship between these rhythms and neuronal feedback processes (Halgren et al., 

2019, Van Kerkoerle et al., 2014, Buschman and Miller, 2007), the increase in burst 
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connectivity during the PTR may reflect the propagation of top-down inhibitory signals 

through intracortical networks, i.e., a dampening of network activity guided by 

recognition of the end of the task period. The effect of burst connectivity during the 

PTR on thalamo-cortical pathways cannot be inferred here due to the limited depth 

sensitivity of MEG (Hillebrand and Barnes, 2002). This can be partially addressed with 

fMRI, as demonstrated in Chapter 7, using haemodynamics as a proxy of brain 

function. 

The Jaccard index gives a single value of temporal similarity between a pair of regions 

that is proportional to the total number of coincident bursts (Eq. 6.11), meaning that 

whole brain connectivity maps tend to be biased towards regions with higher signal 

(more bursts), and any sub-networks that cohere for shorter periods of time may be 

overlooked. Our alternative approach, using k-means clustering to group timepoints 

with similar spatial maps, allows us to see entire network structures (Fig. 6.13, 6.14) 

which are formed of coincident bursts, rather than a single pairwise value. Following 

the clustering process, the cluster centroids tell us the probability of coincidence in 

each brain region. The sum of squared Euclidian distances within-cluster tells us how 

connected each network is, i.e., how similar a spatial network is over the clustered 

timepoints, with low values representing higher connectivity. Cluster probability tells us 

how often each network recurs, and in which time windows of the paradigm. The PSD 

of each network, calculated by averaging PTR state PSDs weighted by the contribution 

to the cluster, was included to show that networks are formed from cross-frequency 

interactions, rather than being confined to regions with a similar spectral output, an 

implicit assumption of traditional connectivity metrics such as amplitude envelope 

correlation. 

For both tasks we infer a very similar set of canonical functional networks, which are 

expected based on previous literature (Brookes et al., 2011c). It is likely that the 

similarity between networks across tasks is due to the long rest periods, meaning that 

we are, to some degree, detecting resting state network architecture. However, the 

features and dynamics of these networks in relation to phases of the task may provide 

useful neuroscientific information. Indeed, for both tasks, we see that PTR activity is 

captured within the most well-connected network (Fig. 6.13D, 6.14D), which occupies 

most of the brain, but is strongest in frontal and parietal regions (Fig. A6.1). This 

network, although the most well-connected (the tightest cluster), is the least probable, 

shown by cluster probability plots in Figure 6.13C and 6.14C. From this we can say 

oscillatory bursts are sometimes (5 – 10% of the time during rest) coincident across 

the majority of the cortex, particularly in frontoparietal regions, and these coincident 
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events increase in probability (to between  12 – 17% probability) during the PTR 

compared to the task (0 – 5% probability). This suggests that the PTR is associated 

with long-range connectivity across the cortex, corroborating previous evidence 

surrounding the PMBR (Tewarie et al., 2019, Seedat et al., 2020). Specifically, given 

that these whole-brain coincident burst events are suppressed during both tasks, 

becoming more probably at rest, but overcompensating during the PTR (Fig. 6.13C, 

6.14D, cluster 1 in both cases), we can infer that these events support an idling or 

internal processing brain state, and the PTR acts to re-establish this state following a 

task period.  

We also see PTR activity captured in another spatial network, which is a fronto-

temporal network for the n-back task (Fig. 6.13D), and a parietal-sensory network for 

the grip-force task (Fig. 6.14D). This additional PTR activity may reflect top-down 

control of networks that are specific to the task, complementing the Jaccard index 

results and interpretations. For the PTR-related networks identified during both tasks, 

we observe a left hemisphere bias with both the Jaccard index method (Fig 6.12) and 

the k-means networks shown in Fig 6.13D and Fig 6.14D (see also Fig. A6.1). This 

lateralisation does not seem to appear in the other networks derived using k-means 

clustering, which is likely because we derived networks based on all data, not just the 

relevant time windows, meaning that the method will tend to detect networks which 

spontaneously co-activate at rest as well as during tasks. We can therefore infer that 

within the networks in 6.13D and Fig 6.14D, there may be some short-lived increase 

in lateralised connectivity during the PTR despite strong bilateral connections which 

persist throughout the rest of the data. Temporary increases in left lateralised 

connectivity are accompanied by increased signal in the left hemisphere during the 

PTR (Fig. 6.8), which likely arise due to the language processing involved in the n-

back task and the right hand used for the grip force task.  

The least connected network in both tasks was referred to as “local bursting”, as there 

was very low chance of coincidence between regions of the cortex during these 

clustered timepoints. It is natural to draw the conclusion that this cluster is purely a 

mathematical necessity of the k-means algorithm (requiring all points to be assigned 

to one of the clusters), providing no additional information about network dynamics. 

However, it should be noted that we formed this network decomposition out of the 

HMM state in each region containing high amplitude oscillatory events (which we 

named the PTR state), i.e., excluding lower amplitude oscillatory events and noise. It 

therefore may be better to ascribe this cluster to oscillatory events which are 

asynchronous across regions, i.e., local processes which may not be part of a greater 
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network. Based on this conclusion, it is interesting to note that the brain spends most 

of the time in this particular “network” during both task and rest periods (Fig. 6.13C, 

6.14C), while the broad network events, including those that contain the PTR (Fig. 

6.13D, 6.14D) are much less frequent. 

6.7.5 HMMs Isolate Functionally Relevant Features in MEG Data 

HMMs should, in principle, isolate activity of interest and remove unwanted signals, 

which may be other neuronal signals or physiological and environmental noise. If PTRs 

provide a unique insight into inhibitory brain function, as was hypothesized in Chapter 

5, they should relate to behavioural measures of cognitive load such as reaction times. 

We hypothesized that by selecting a PTR state using HMMs, correlations of the PTR 

response with behaviour should increase compared with using the frequency filtered 

power envelopes. Figure 6.15 provides evidence to support our hypothesis, with the 

goodness of fit (R2 values) increasing dramatically in left parietal (R2 = 0.17 to 0.31) 

and frontal (R2 = 0.12 to 0.31) regions when moving from frequency filtered power 

envelopes to HMM PTR state probability. In addition, a strong relationship was found 

in the left DAN (R2 = 0.34) which had an R2 = 0.02 when using oscillatory power in the 

beta band. Here, we clearly show that PTRs across the brain relate to behavioural 

measures of cognitive load in the preceding task period, which supports the various 

models of PTRs relating to inhibitory control (Neuper and Pfurtscheller, 2001, 

Pfurtscheller et al., 2005, Salmelin et al., 1995, Gaetz et al., 2010, Solis-Escalante et 

al., 2012, Zhang et al., 2008, Engel and Fries, 2010, Chen et al., 1998, Mullinger et al., 

2017), expanded in Chapter 5 to include cross-spectral PTRs following working 

memory. It should be noted that the correlation between RT and left lateral visual PTRs 

decreased slightly in the HMM states compared to the power envelope (R2 = 0.25 to 

0.22 p = 0.024 to p = 0.038). This may have occurred because the effective location 

used when averaging AAL parcels in the HMM timecourse was far away from the point 

of peak activity. From Chapter 5, this seems likely, as the peak activity overlapped with 

the temporal lobe. Given the structural (rather than functional) basis of the AAL 

segmentation, this was hard to replicate without including the full temporal lobe, a 

region which was not studied in Chapter 5. Overall, this finding supports the hypothesis 

that spectral bursts, that become more probable in the post-task period, serve an 

inhibitory function to bring active networks to resting levels of activity, and therefore 

relate to behavioural markers of cognitive load. 

6.7.6 Limitations and Future Work 

This project provided important steps to understanding the nature of PTRs across 

multiple task paradigms. A limitation of this study was the use of different participant 
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groups, taken several years apart. This means that comparisons made between the 

two tasks were limited to group averages. Testing of the same participant group over 

multiple paradigms would provide further insight into the nature of PTRs across the 

cortex, allowing within-subject changes in PTRs and burst characteristics to be 

examined, as well as between-subject variation which may act as a neural fingerprint 

(Oswald et al., 2017, Sareen et al., 2021).  

In future work, our approach to finding connectivity of bursts through spatial clustering 

should be tested with different paradigms and participant groups, to potentially provide 

insight into specific spatial networks which are implicated due to behaviour, age or 

pathology. For example, studies have shown that functional connectivity is affected in 

patients with autism (Tsiaras et al., 2011) and mild traumatic brain injury (Rier et al., 

2021), using pairwise measures of functional connectivity between sensors or brain 

regions. Our approach applied to patient and control data could reveal specific network 

structures which are implicated in illness, shown through differences in within-network 

connectivity, as well as providing dynamic information in the cluster probability, 

showing the phase of a paradigm in which differences between patients and controls 

manifest within the affected networks. 

A further aspect of bursting behaviour that could be explored is causality, or directional 

connectivity, which would provide more information about the generation of the PTR 

and propagation through intracortical networks. This would be particularly useful with 

concurrent sEEG-EEG/sEEG-MEG data (see Chapter 1), or even EEG-fMRI data, as 

propagation of the PTR in thalamocortical networks as well as intracortical networks 

could potentially be studied. Directional connectivity has been explored in existing 

literature with both MEG (Soleimani et al., 2022) and fMRI data (Zhou et al., 2009). 

However, it should be noted that one of the most popular methods for analysing these 

effects is Granger Causality, a technique which has been criticised for its potential to 

falsely predict a directional relationship between variables (Maziarz, 2015). Therefore, 

a full exploration of causal modelling would be required to study these effects in PTRs.  

6.8 Conclusion 

We have shown that PTRs following movement and working memory are driven by 

transient burst events in oscillatory activity. These bursts, encompassed in a single 

HMM state for each region, drive induced changes both during-task and post-task. The 

PTR state cluster showed interesting similarities across tasks. Burst durations across 

participants are within a standard error of each other between tasks and show highly 

correlated spatial patterns for both tasks, with the longest durations in the motor strip, 
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and shortest in the prefrontal cortex. The PTR state showed very similar alpha and 

beta variation across the brain between tasks, with greater difference in the theta band 

activity that is likely driven by differences in the network recruitment during the task 

period. Overall, these results suggest that differences in frequency content of PTRs 

reflects the emitting regions, and thus the recruited network architecture, rather than 

variation in PTR function across tasks. We also showed that canonical functional 

network architecture is supported by concurrent oscillatory bursts across the cortex, 

with a similar set of networks identified for both tasks. Using this network 

decomposition, we find that PTRs in both tasks are formed of whole-brain burst 

coincidence, as well as burst coincidence in different task-specific networks. Finally, 

for the n-back task, correlations between PTRs and reaction times were improved by 

using HMM PTR state timecourses rather than frequency filtered power envelopes 

from the same region, demonstrating the ability of HMMs to isolate signals of interest 

and corroborating hypotheses relating PTRs to inhibitory control of network activity. 

6.9  Appendix 

The spatial network results in Figures 6.13 and 6.14 showed all networks on the same 

colour scale, to show the relative strength of each network. Here, the same results are 

shown with maximum dynamic range, such that the regions which contribute most to 

each network are more visible. 
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Figure A6.1: Spatial networks found using k-means clustering of the PTR state. 
These are each on a different colour scale, to show maximum contributors to each 

network despite different network strengths. 
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7 Spatial and Dynamic Dissociation of Primary 

and Post-Stimulus BOLD Responses 

7.1 Abstract 

The post-stimulus response in BOLD signal is a robust, widely studied component of 

task-based fMRI data that occurs following stimulus or task cessation. This response 

has long been thought to be a vascular consequence of the primary BOLD response, 

holding no excess information about neuronal processes. However, more recent 

studies have found relationships between the post-stimulus BOLD response and 

cerebral blood flow, as well as post-stimulus electrophysiological signals, suggesting 

neuronal origins which may be distinct from responses during stimulation. Here we 

investigate whether post-stimulus BOLD responses are distinct from primary 

responses in terms of both spatial location and signal modulation. 

We used 7T fMRI and long inter-trial rest periods to optimally resolve post-stimulus 

BOLD responses to an n-back working memory task (akin to that used in Chapters 5 

and 6), with two conditions (1-back: low load, 2-back: high load), in 15 subjects. We 

used a pseudo T-statistic approach to overcome limitations of general linear models 

and separately map modulations of the primary and post-stimulus BOLD responses. 

Condition-dependent modulations of the primary and post-stimulus BOLD response 

were observed in attention, default and salience networks, as well as the thalamus and 

hippocampus, with spatial separation of approximately 4 – 10 mm between 

corresponding primary and post-stimulus peak locations. Normalisation of timecourses 

from locations of peak post-stimulus modulations revealed that there is modulation of 

the post-stimulus BOLD response unaccounted for by primary response amplitude 

modulation. Linear regression analysis also revealed that on a trial-by-trial basis, 

primary and post-stimulus response modulation is uncoupled. Overall, our results 

support hypotheses that the post-stimulus BOLD response has neuronal contributors 

that are distinct from those that drive the primary response. We also provide initial 

evidence for the involvement of the thalamus and hippocampus in the post-stimulus 

response, which are difficult to study with MEG alone. 

7.2 Publication and Contribution Note 

This work has been submitted to Human Brain Mapping as a research article, and is 

currently in revision. 
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All data collection and analysis was performed by the author, using a series of bespoke 

scripts, as well as pre-existing and bespoke analysis packages. 

7.3 Introduction 

Functional MRI is one of the most widely used methods to study brain function (see 

Chapters 1 and 4). As discussed in Chapter 4, changes in BOLD signal relating to 

stimuli or tasks are made of at least two parts – the primary peak and the post-stimulus 

undershoot, forming the canonical HRF (Glover, 1999). Classically these two phases 

of the response have been viewed as coupled, with the post-stimulus response 

considered a by-product of the response during stimulation. Interpreting the BOLD 

response to tasks can be difficult due to the complex nature of neurovascular coupling 

(Iadecola, 2017, Rosa et al., 2011, Heeger and Ress, 2002, Logothetis and Wandell, 

2004). As outlined in Chapter 2, it is still debated whether the post-stimulus BOLD 

response has neuronal contributions, and whether these neuronal contributions are 

distinct from those that drive the primary peak response (Chen and Pike, 2009, 

Mullinger et al., 2013, Sadaghiani et al., 2009). This study uses 7T fMRI to determine 

whether post-stimulus BOLD responses show functionally relevant modulations 

related to changes in cognitive load, and whether these modulations are uncoupled 

from any modulations of the primary BOLD response.  

As discussed in Chapter 2, several studies have suggested that the post-stimulus 

undershoot may be driven in part by a reduction in CBF (Chen and Pike, 2009, 

Mullinger et al., 2013, Sadaghiani et al., 2009), which is thought to relate more directly 

to neuronal activity than CBV (Friston et al., 2000, Sotero and Trujillo-Barreto, 2007). 

Mullinger et al also reported trialwise relationships between post-stimulus BOLD/CBF 

and alpha power measured with concurrent EEG, suggesting an electrophysiological 

counterpart to the post-stimulus BOLD response (Mullinger et al., 2017). The post-

stimulus BOLD response has also been shown to modulate in clinical populations 

compared to controls, which is comparative to similar results regarding the 

electrophysiological PTR. In patients with schizophrenia, the post-stimulus BOLD 

response was reduced in magnitude (less negative undershoot) compared with 

controls in the auditory and visual sensory  regions for an multisensory detection task 

(Hanlon et al., 2016). Importantly, there was no effect on the primary response, 

suggesting that the post-stimulus phase of the response may have a distinct neuronal 

origin. This is strikingly similar to electrophysiological studies which showed that the 

PMBR was reduced in patients with schizophrenia, while the MRBD (during-stimulus) 

response was not (Gascoyne et al., 2021, Hunt et al., 2019). In addition, patients with 
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autism spectrum disorder (ASD) also showed reduced post-stimulus BOLD response 

in  visual and somatosensory regions following multisensory stimulation, with no 

reduction of the primary response compare with healthy controls (Murray et al., 2020), 

forming another parallel with the PMBR (Gaetz et al., 2020). Like the 

electrophysiological cases, the studies discussed here speculated that the reduced 

post-stimulus BOLD response was related to reduced inhibitory capability. 

In addition to the clinical studies discussed in the previous paragraph, studies have 

reported variation in HRF shape due to non-clinical factors (Mayhew et al., 2022, 

Aguirre et al., 1998, Duann et al., 2002, Gonzalez-Castillo et al., 2012). Aguirre et al 

found that there was significant between-subject variability in haemodynamic response 

in the motor cortex in a simple reaction times task, with some subjects exhibiting little-

to-no post-stimulus response, and others exhibiting a post-stimulus response that was 

comparable in size to the primary response (Aguirre et al., 1998). Handwerker et al 

also observed high levels of between-subject variability in haemodynamic response 

and investigated the effects of HRF variability on GLMs, noting false negatives caused 

by deviations in subject-specific HRF away from the standard (Handwerker et al., 

2004a). Furthermore, Mayhew et al showed that there was a reduction in the post-

stimulus BOLD response in ipsilateral motor regions with age, which reduced the 

sensitivity of GLMs when using a fixed HRF (Mayhew et al., 2022).  

Overall, the studies discussed above, both clinical and non-clinical, highlight the 

limitations of GLMs which use a predetermined HRF. Typically, the HRF has an 

undershoot set to around 35% of the primary peak, which may not be reflective of all 

participant groups. As a result of this, GLMs may be biased towards regions, stimuli, 

and demographics that exhibit a more typical haemodynamic response. A GLM 

approach with a fixed HRF also ignores the possibility that primary and post-stimulus 

responses may differ in spatial origin if they are generated by differing neuronal 

ensembles. Given the spatial disparity of during-task and post-task responses that we 

report using MEG in Chapter 5, the possibility of spatial disparity in the 

haemodynamics of these responses cannot be ignored.  

Whilst post-stimulus responses in electrophysiology are relatively well studied in 

cortical grey matter (Pfurtscheller et al., 1996b, Pfurtscheller et al., 2005, Tan et al., 

2016, Mullinger et al., 2017, Pakenham et al., 2020), including the PTRs reported in 

Chapter 5, the role of deep grey matter structures are extremely difficult to interrogate 

with MEG or scalp EEG due to the distance of these anatomical areas from the sensors 

on the scalp and the rapid decay of signal with distance (Hillebrand and Barnes, 2002). 
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MRI signal is invariant to the depth of tissues within the brain, assuming the scanning 

sequence has been optimised for whole-brain scanning. Therefore, assuming that 

BOLD post-stimulus responses are a proxy measure for M/EEG PTRs, the role of deep 

grey matter structures in the generation or propagation of the PTR can feasibly be 

determined using fMRI. To our knowledge, the role of post-stimulus BOLD responses 

in deep grey matter regions has not been studied to date, as well as how these relate 

to post-stimulus BOLD responses in superficial grey matter. Such information could 

prove important when investigating the role of post-stimulus/post-task responses in 

healthy and clinical populations, to understand where changes in responses are 

originating, as well as the affected networks. 

Here we aimed to: 1) use an analysis method which did not contain a priori 

assumptions as to the coupling between primary and post-stimulus BOLD responses; 

2) use this method to identify regions across the cortex and deep grey matter where 

each of the responses were observed; 3) Identify whether there was a direct coupling 

of the primary and post-stimulus responses or whether the post-stimulus response 

contained variance not explained by the primary response. To address these aims, we 

performed a 7T fMRI experiment with an n-back task, reflecting the paradigm used in 

our MEG study presented in Chapter 5 but employing longer (49 s) rest periods 

between task blocks to maximally resolve the slow post-stimulus BOLD responses. 

We used two n-back conditions (1-back and 2-back) to contrast high and low working 

memory load conditions and examine the effects on the primary and post-stimulus 

BOLD responses, separately. We employed a pseudo t-statistic (T-stat) approach, 

similar to the approach used in Chapter 5 as well as many previous MEG studies 

(Gaetz and Cheyne, 2003, Brookes et al., 2007, Brookes et al., 2011b), to separately 

identify modulations of primary and post-stimulus responses to the task. This approach 

removed the assumption that modulations if the primary and post-stimulus response 

must arise from the same voxel. We extract timecourses from regions of interest (ROIs) 

and interrogate these timecourses to ascertain if the primary and post-stimulus 

response are modulated independently by task condition. 

Previous evidence links post-stimulus undershoots in BOLD to increased inhibitory 

neuronal activity (Shmuel et al., 2006, Mullinger et al., 2017). We therefore hypothesise 

that post-stimulus BOLD responses will become greater in magnitude with working 

memory load (2-back condition), providing a compensatory response that brings 

networks from a state that is engaged with the task, to rest. We also hypothesise that 

these modulations will be decoupled, to some degree, from the primary peak, reflecting 

different neuronal contributors to each part of the response (Mullinger et al., 2017, 
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Shmuel et al., 2006, Logothetis et al., 2001, Moon et al., 2021). Finally we hypothesize 

that if post-stimulus BOLD responses are neuronal in origin, they may be driven by the 

same circuits that drive PTRs in alpha and theta (Başar et al., 1997, Backus et al., 

2016, Soltani Zangbar et al., 2020, Bollimunta et al., 2011), i.e., the responses reported 

in Chapters 5 and 6. We therefore expect a clear post-stimulus response observed in 

the thalamus and hippocampus which is uncoupled to the primary response, potentially 

reflecting the same inhibitory and excitatory processes that are required to re-establish 

resting levels of task-positive and task-negative networks at the end of a task, as 

hypothesised in Chapter 5. 

7.4 Methods 

This study was conducted with approval from the local ethics committee and all 

subjects gave written informed consent. Data were acquired from 16 participants (age 

25.9 ± 0.6 years (mean ± SD), 6 female).  

7.4.1 Paradigm 

The n-back task used here was, by design, very similar to the one used in Chapter 5. 

Here, two conditions, 1-back (low load) and 2-back (high load) were used. A reduction 

in the number of conditions compared with the MEG work was necessary to facilitate 

the longer rest periods to allow time for the sluggish haemodynamic response to return 

to baseline. The conditions were chosen because there was little difference in the 

behaviour and oscillatory responses, particularly the PTR, between 0-back and 1-back, 

whereas there was a large amount of variance between these two conditions and 2-

back (see Fig. 5.2, 5.5, and A5.1). 

Similar to Chapter 5, participants were presented with an instruction screen indicating 

the following task condition, lasting for 2 s. This was followed by the presentation of a 

block of 15 sequential letters, each presented for 1 s, with 1 s interstimulus interval. 

During letter presentations, participants were instructed to press a button with their 

right index finger when the letter shown was the same as the letter shown previously 

(1-back) or the same as the letter shown before the previous letter (2-back), depending 

on the task condition. After the last letter of the block was presented, a rest period 

followed for 49 s (compared with 30 s for the MEG study presented in Chapters 5 and 

6), during which a square fixation was shown. The instruction screen, task period and 

rest period make up a single task block lasting 81 s. A single task block is shown 

schematically in Figure 7.1. Participants completed a total of 15 blocks of each 
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condition, arranged pseudorandomly, split over 3 runs. Each run started with a 90s 

rest period to allow baseline to be captured. Each run lasted 8 minutes and 15 s. 

 

Figure 7.1: A schematic of the n-back paradigm used in this Chapter. The task had 
two conditions: 1-back (low load), where target letters are the same as the previous 
letter, and 2-back (high load), where target letters are the same as the letter before 

the previous letter. The instruction screen stating the task condition was shown for 2 
s. Each letter stimulus was presented for 1 s, with 1 s of blank screen between 

sequential letters. A total of 15 letters were presented per task block. A 49 s rest 
period followed the last letter in the sequence. 

7.4.2 Acquisition 

Data were acquired on a 7T Achieva scanner (Philips Medical Systems, The 

Netherlands) with a head transmit coil and 32 channel head receive coil. Gradient echo 

EPI data were acquired over the whole head (TR = 1.5 s, TE = 25 ms, 2 mm isotropic 

resolution, 96 x 96 matrix, multiband factor 2, 70˚ flip angle, SENSE factor 2.4, phase 

encoding direction: anterior-posterior). 50 axial slices covering the whole cortex were 

collected in a single TR. 602 volumes were acquired per run. An additional single 

volume of EPI data was acquired with the phase encoding direction set to posterior-

anterior to enable distortion correction to be implemented using TOPUP (Andersson 

et al., 2003). In addition, a high-resolution whole-brain T1 weighted anatomical  was 

acquired using a PSIR sequence (Mougin et al., 2016) (0.7 mm isotropic resolution, 

336 x 336 matrix, 224 slices, TI=785/2685 ms, SENSE factors: 2.2 (right-left, phase 

encode), 2 (foot-head, slice selection)). Physiological data were collected using a pulse 

oximeter, fixed to a finger (usually the left index finger), and a pneumatic belt, secured 

around the participant’s diaphragm. 
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7.4.3 Pre-Processing 

All data were pre-processed according to the standard steps outlined in Chapter 4 

using functions in FSL (FMRIB Software Library) as well as in-house MATLAB scripts.  

Physiological noise (Chapter 4) was corrected using the RETROICOR method (Glover 

et al., 2000), implemented with an in-house MATLAB script. Susceptibility induced 

distortions, which EPI sequences are particularly prone to (see Chapter 4), were 

corrected using the TOPUP function in FSL (Andersson et al., 2003). TOPUP takes 

paired images with opposite phase-encoding directions and uses the differences of 

these two images to estimate field inhomogeneity across the image space caused by 

variations in susceptibility. Following field estimation, the phase at each voxel is 

adjusted based on the amount of inhomogeneity, creating a distortion-corrected image. 

Head motion during the scan was corrected using the MCFLIRT function in FSL 

(Jenkinson et al., 2002). This function derives a rigid (no scaling or warping) 

transformation matrix between pairs of images in the EPI sequence, which is then 

applied to correct for movement across the scan period. The reference volume was 

taken as the middle volume within each run. Runs were then all registered to the 

second run to correct between-run position changes. Motion parameters were saved 

from the correction process to check for excessive movement during scanning and be 

used as nuisance regressors in GLM analysis. Data were highpass filtered using a 

threshold frequency of 1/nblock, where nblock is the length of a single block (81 s in our 

case). Finally, data were smoothed with a Gaussian smoothing kernel of full-width half 

maximum (FWHM) 4mm (2 * voxel width). Convolving the smoothing kernel with the 

data acts to reduce noise. A relatively small FWHM is chosen to limit the loss of spatial 

specificity of signals. 

7.4.4 General Linear Model Analysis 

We firstly performed a standard GLM analysis (described in Chapter 4) using FEAT in 

FSL (Woolrich et al., 2001, Woolrich et al., 2004a) to provide comparative results to 

our more novel subsequent analysis, as well as previous literature. The two conditions, 

1-back and 2-back, were modelled separately by convolving condition timings 

(boxcars) with a double-gamma canonical HRF (Glover, 1999) (see Chapter 4.2.2). An 

example design matrix is shown in Figure 7.2. 
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Figure 7.2: An example design matrix from the GLM analysis. The two conditions, 1-
back and 2-back, are modelled in separate regressors (left two columns). Button 

presses are also modelled (third column from left). Motion parameters from MCFLIRT 
were modelled as nuisance regressors. For z-stat maps, separate contrasts were set 
for each condition and button presses, with an extra contrast which contained both 

task conditions with equal weighting.  

Although the regressor corresponding to button presses holds some resemblance in 

timing to the condition regressors, the rank was still equal to the number of regressors, 

and was therefore not reported deficient by FEAT. The first three eigenvalues of the 

design matrix were sufficiently high to assume that this did not invalidate the model, 

with the lowest of these being 0.190 for the design matrix in Figure 7.2, and highest 

Pearson’s r value of 0.49. Both conditions were used in the main analysis contrast to 

identify regions that responded to the task. First level analysis was performed on each 

run separately, for each subject. Group level statistical maps (see Chapter 4.2.3) were 

then formed using mixed effects (FLAME 1). Group level z-statistic maps for each 

contrast were thresholded at z > 3.1 with cluster significance at p < 0.05. 

7.4.5 Pseudo T-Statistic Analysis 

One of our aims with this study was to remove the constraints of classical GLM 

analysis, by separately interrogating modulations of the primary and post-stimulus 
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BOLD response. To do this, we adopted a pseudo T-statistic (T-stat) approach, similar 

to methods used with electrophysiological data (Gaetz and Cheyne, 2003, Brookes et 

al., 2007, Brookes et al., 2011b) which were implemented in Chapter 5. The data were 

pre-processed as described above for the GLM analysis, including physiological noise 

correction, susceptibility-induced distortion correction, and motion correction, using 

functions in FSL and in-house MATLAB scripts. The rest of the pre-processing and 

analysis was performed using an in-house Python package. Data were smoothed and 

highpass filtered using the same parameters as the GLM analysis. It should be noted 

that we only performed spatial smoothing for the activation maps, while unsmoothed 

data were used to find peak voxel locations and extract timecourses (see section 

7.4.6). For each voxel and volume, the percentage signal change was then calculated 

relative to the 90 s baseline taken at the beginning of each run. A T-stat value was 

calculated at each voxel in the brain using the following equation: 

𝑇  =  
𝑃𝑎  −  𝑃𝑐

𝑁𝑎   +  𝑁𝑐
, (7.1) 

where 𝑃𝑎  and 𝑃𝑐  represent mean signal (measured in percentage change) during 

active and control windows, respectively. 𝑁𝑎  and 𝑁𝑐  are an approximation of noise 

during active and control windows, calculated as the standard deviation of the signal 

during the respective time periods. Two main contrasts were analysed for this study, 

1) modulation during the primary peak, where the active window was the mean of the 

primary peak during the 2-back condition, and the control window was the mean of the 

primary peak during the 1-back condition; 2) modulation during the post-stimulus 

response, where the active window was the mean of the post-stimulus response during 

the 2-back condition, and the control window was the mean of the post-stimulus 

response during the 1-back condition. In contrasts 1 and 2, the primary peak was taken 

to be 5.5 – 35.5 s after the start of each task period (Fig. 7.1), while the post-stimulus 

response was taken to be 38.5 – 53.5 s after the start of each task period (Fig. 7.1). In 

addition, we took T-stat contrasts of primary response (same window as before) versus 

rest (47.5 – 77.5 s) and post-stimulus response (same window as before) versus rest 

(62.5 – 77.5 s), for completeness and for comparison with the GLM results (see 

Appendix A). It should be noted that the additional analyses (Appendix A) used a rest 

window in the task versus rest contrast that overlapped with the post-stimulus 

response window in the main analysis. The reason for this was to match the total 

amount of data in each condition that was put into the 𝑇  values calculation. 

Consequently, the “rest” condition of this contrast will contain some of the post-stimulus 

BOLD response, and should not be considered a proper baseline. In turn, the 𝑇 values 
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in those maps should not be considered a quantitative measure as the size of the 

effects may contain a varying amount of the post-stimulus response. 

T-stat maps were averaged across runs for each subject and normalised to MNI space 

using FSL FLIRT (Jenkinson and Smith, 2001, Jenkinson et al., 2002), which 

calculates transformation matrices between images. Co-registration was performed 

according to the steps described in Chapter 4 for group-level GLM analysis. However, 

unlike GLM analysis, normalised T-stat maps were simply averaged across all subjects 

to form group T-stat maps, as we did not perform any formal statistics on these.  

7.4.6 Functional Network Responses 

The data were interrogated in specific regions of interest (ROIs) based on 

regions/networks known to be recruited by an n-back task (Mencarelli et al., 2019, Luo 

et al., 2014, Liang et al., 2016). Specifically, we looked at the dorsal attention network 

(DAN), default mode network (DMN) and salience network (SN). We also analysed 

data from the thalamus and hippocampus, as both of these regions are known to be 

recruited in working memory tasks (Peräkylä et al., 2017, Morvan et al., 2022, Hallock 

et al., 2016, Leszczynski, 2011). We hypothesize that these deep brain regions could 

hold important information about the propagation of the post-stimulus response due to 

the known relationships between the thalamus and hippocampus with the alpha and 

theta rhythms, respectively (see Chapter 2).  

Relevant ROI masks (Przezdzik et al., 2013, Wilson et al., 2015) were transformed to 

subject-space. These masks were used to extract voxels of peak activity using the 

higher-level T-stat map for each subject (combined over runs), for the primary and 

post-stimulus contrasts separately. Peak voxel coordinates were transformed to MNI 

space (using the transformations derived in section 7.4.5) to normalise locations 

across subjects, and the Euclidian distances between corresponding peaks of the 

primary and post-stimulus T-stat contrasts were taken to assess whether the two main 

parts of the BOLD response were spatially distinct.  

For each ROI and T-stat contrast, timecourses were taken from 3 x 3 cube of voxels 

around activation peaks to reduce noise, then averaged over n-back blocks of each 

condition to produce group-average timecourses for each region over a task block 

period. Timecourses from separate regions that constitute known functional networks 

(e.g. DAN) were combined. 
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7.4.7 Normalised Post-Stimulus Response 

To assess whether post-stimulus BOLD activity has a neural contribution that is distinct 

from the primary response, timecourses from the peak locations in the primary and 

post-stimulus modulation contrasts were normalised, following a similar method to 

existing literature (Chen and Pike, 2009). For each region/network, the block-average 

timecourse for each subject and condition was divided by the mean amplitude of the 

primary peak (taken between 6 – 29 s), such that the primary peak amplitude had a 

mean of 1 regardless of condition. This highlights any excess contribution of task 

condition to post-stimulus BOLD activity that is not explained by primary peak 

amplitude. A two-way, repeated-measures ANOVA was performed on timecourses 

from each region/network to check for significant (p < 0.05 after Bonferroni correction) 

interaction between task condition and time, for both the original and normalised 

timecourses. For timecourses where a significant overall difference between 

timecourses was seen, post-hoc t-tests were then performed to reveal which 

timepoints this interaction became significant (p < 0.05).  

7.4.8 Primary and Post-Stimulus Response Regression 

An alternative way to assess distinct contributions of task condition to post-stimulus 

BOLD amplitude is using linear regressions between primary and post-stimulus 

components of the response, mirroring analysis that we performed on MEG in Chapter 

5. For each network (averaged timecourse from all network nodes) and subject, a 

linear fit was calculated between trial-wise primary and post-stimulus BOLD 

amplitudes. The fit was then removed from the set of post-stimulus amplitudes to 

remove the effect of the primary peak on the post-stimulus response. The mean post-

stimulus amplitude was then taken for each condition, per subject, before and after 

removal of the fit. Following this, a paired t-test was performed between the two 

conditions to see whether there was a significant effect (after Bonferroni correction for 

the multiple networks interrogated) of task condition on post-stimulus BOLD response 

over the group, that was distinct from the primary peak response. An example result 

using this method is shown below in Figure 7.3, showing the effect of removing the 

linear fit on mean post-stimulus amplitude for the two task conditions, for a single 

subject. 
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Figure 7.3: Demonstration of the regression method applied to assess whether there 
is modulation in the post-stimulus BOLD response with condition that is not explained 

by primary response variation. Each dot on the graphs represents the amplitude of 
the post-stimulus response against the primary response for a single trial of one 

subject. The black line is the least squares fit between the two. The figure on the right 
shows the points after having the fit removed. The dotted lines on each graph are the 

mean post-stimulus amplitudes during each condition. 

7.5 Results 

7.5.1 General Linear Model 

To allow comparison with previous studies, the results of performing a GLM analysis 

on the dataset are shown below in Figure 7.4 as a group z-stat map. All conditions (1-

back and 2-back) were included in the z-stat contrast. As is commonly observed in the 

literature (Ceko et al., 2015, Mencarelli et al., 2019, Briley et al., 2021), the DAN and 

DMN are activated and suppressed, respectively, by the n-back task. As well as these 

networks, we also see the SN clearly activated, made up of the bilateral insula, 

dorsolateral prefrontal cortex and anterior cingulate. In addition, we see activation in 

the bilateral thalamus and deactivation in the bilateral hippocampus. Given the fact 

that the post-stimulus response is modelled with much lower amplitude than the 

primary response, these results will mostly be driven by primary peak amplitude and 

are relatively insensitive to post-stimulus BOLD responses. 
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Figure 7.4: Group z-stat results from a GLM analysis of the dataset, with both 
conditions modelled in the contrast. Maps are thresholded at z > 3.1, with p < 0.05. 
The DAN, SN and thalamus are activated by the task (red-yellow colours), whereas 

the DMN and hippocampus are suppressed by the task (blue colours). 

The timecourses from the peak response from the GLM analysis in the DAN, DMN, 

and SN are shown in Figure 7.5. These appear to closely resemble the canonical HRF, 

with a post-stimulus response that is around 1/3 of the amplitude of the primary 

response. Figure 7.5A shows that the DAN and SN are significantly modulated by 

condition (p < 0.05, RM-ANOVA), driven by both the primary and post-stimulus phases 

of the timecourse (post-hoc t-tests). Figure 7.5B shows group timecourses that were 

normalised to the mean amplitude of the primary peak (normalised per subject before 

averaging). Here, the amplitude of the post-stimulus response clearly co-modulates 

(on the subject level) with the primary peak, with no significant modulation with task 

condition remaining during the post-stimulus response after normalisation for any of 
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the networks. Although significant effects are seen in the DAN after normalisation, 

these appear to be driven by differences in primary peak morphology, rather than 

independent modulation of the primary and post-stimulus response. 

 

Figure 7.5: Panel A shows group average timecourses from three functional 
networks which are modulated by the n-back task, with peaks taken from the GLM z-

stat maps produced for each subject. Panel B shows the same timecourses, 
normalised for each subject before averaging by dividing each timepoint by the mean 

during the primary peak (6 – 29 s). An asterisk (*) denotes significant effect of 
condition*time (p < 0.05, two-way RM ANOVA) after Bonferroni correction. Grey 

shaded regions mark time periods of significant modulation with condition (p < 0.05, 
post-hoc T-test). 

In addition to the post-stimulus normalisation in the above figure, we also performed a 

linear regression analysis, removing the trialwise relationship between the primary and 

post-stimulus response, and checking for significant modulation with task condition in 

the residual post-stimulus response. Figure 7.6 shows the results of this analysis. 

Under each of the network titles, the left boxplot shows the difference in mean 

amplitude between the two conditions during the post-stimulus window, while the right 

boxplot shows the same after removal of the linear relationship between the primary 

and post-stimulus amplitudes.  Interestingly, the DMN showed significant modulation 

in the post-stimulus response after removal of the effects of the primary response, 
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suggesting that for this network, even using GLM peaks, the primary and post-stimulus 

response do not co-modulate. Although it should be noted that the DMN appears to 

have a lower SNR response than the DAN or SN, as can be seen in the trial-level 

signal plots in Appendix B. 

 

Figure 7.6: Regression method, applied to timecourses identified from GLM analysis, 
to assess whether post-stimulus BOLD response modulates distinctly from the 

primary response. A paired t-test was performed before and after fit removal to check 
for excess post-stimulus modulation. An asterisk (*) denotes significant (p < 0.05) 

modulation following Bonferroni correction for the multiple networks tested. 

The GLM also produced significant z-stat peaks in the thalamus and hippocampus. 

The timecourses for these regions are shown below in Figure 7.7. For these regions, 

no significant effect of condition with time was observed and therefore no further 

normalisation analysis was performed.  

 

Figure 7.7: Group average timecourses from z-stat peaks in the thalamus and 
hippocampus following GLM analysis. Neither of these regions showed significant 

interaction of condition with time, for these particular voxel locations. 

7.5.2  Pseudo T-Statistic 

Our pseudo T-statistic approach to finding BOLD activations allowed us to separately 

target activity in the primary and post-stimulus time windows, removing the assumption 
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that these effects must be spatially alike. Figure 7.8 shows the results of this analysis 

for the primary response modulation contrast, with a threshold of 20% of the maximum 

T-stat value. Similar to Figure 7.4, the primary response in the DAN, SN and thalamus 

are positively modulated in 2-back compared to 1-back, while the DMN and 

hippocampus are negatively modulated. The post-stimulus contrast, shown in Figure 

7.9, reveals the inverse in all these cases, i.e., undershoot in regions that were 

exhibited a positive primary response, and overshoot in those that exhibited a negative 

primary response. However, these maps are clearly not the direct inverse of each 

other. For example, post-stimulus overshoots in the DMN are more widespread than 

the corresponding negative primary responses, whereas DAN undershoots are more 

focal than the corresponding positive primary responses. For completeness, we also 

performed a T-stat analysis comparing the primary and post-stimulus response 

windows to the rest period (49.5 – 79.5 s for the primary peak contrast, 64.5 – 79.5 s 

for the post-stimulus contrast). The results for this additional analysis are shown in 

Appendix A (Fig. A7.1, A7.2). 

  



176 
 

 

Figure 7.8: T-stat maps, contrasting 2-back and 1-back during: A) primary peak (7 – 
37 s) and B) post-stimulus (40 – 55 s). Maps have a threshold of 20% of the 

maximum T-stat value. The DAN, SN and thalamus are activated by the n-back task, 
whereas the DMN and hippocampus are suppressed. In each of these networks, the 

inverse sign is seen in the post-stimulus response (Fig. 7.9). 
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Figure 7.9: T-stat maps, contrasting 2-back and 1-back during the post-stimulus (40 
– 55 s) response. Maps have a threshold of 20% of the maximum T-stat value. The 

DAN, SN and thalamus show a post-stimulus undershoot, while the DMN overshoots. 

To quantify differences between locations of primary and post-stimulus modulation, we 

took Euclidian distances (mm) between corresponding peaks in subject-specific maps, 

after averaging over runs and normalising to standard space. Group average Euclidian 

distances are shown in Table 7.1. Standard error over subjects (mm) is also given. In 

all cases, distance is greater than the voxel width (2 mm), as well as the error, 

suggesting that primary and post-stimulus BOLD modulations differ in spatial 

distribution. 
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Table 7.1: Euclidian distances between peak T-stat voxels found using primary peak 
modulation and post-stimulus modulation. Regions listed are all of the ROIs identified 

in the T-stat maps. Distances are means over all subjects, and errors are the 
standard error over subjects. 

Peak voxel timecourses were taken for all of the locations in Table 7.1, for each 

subject. Group BOLD timecourses from regions within strongly modulated networks 

(DAN, DMN, SN) are shown in Figure 7.10. Timecourses from the locations of maximal 

primary response modulation are shown in Figure 7.10A whilst timecourses from the 

locations of maximal post-stimulus modulation are shown in Figure 7.10B. The 

equivalent normalised timecourses are shown in Figure 7.10C-D. When specifically 

targeting voxels of maximal post-stimulus modulation, the effect of condition on BOLD 

responses in the post-stimulus time window is significant in all networks both before 

and after normalisation (Figure 7.10, panels B and D). 
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Figure 7.10: Group average timecourses from three functional networks, clearly 
modulated by the n-back task. C-D show the same timecourses, normalised by 

dividing each timepoint by the mean during the primary peak (6 – 29 s). An asterisk 
(*) denotes significant (after Bonferroni correction) effect of condition*time (p < 0.05, 

two-way repeated measures ANOVA). Grey shaded regions mark time periods of 
significant modulation with condition (p < 0.05, post-hoc t-test). 
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Figure 7.11 shows the results of the trialwise linear regression of primary and post-

stimulus mean values. When using voxels of peak post-stimulus modulation, all 

networks showed a significant (p < 0.05, paired t-test) difference after Bonferroni 

correction between the two conditions following removal of the linear fit, in agreement 

with the results in Figure 7.10. 

 

Figure 7.11: Regression method, applied to the pseudo T-stat peaks, to assess 
whether post-stimulus BOLD modulates distinctly to the primary response. The left 
panel for each network shows the original data measured from each subject. The 
right panel shows after the removal of the linear fit between trialwise primary and 

post-stimulus BOLD peak. * denotes significant (p < 0.05, paired t-test) difference in 
post-stimulus amplitude between conditions. 

7.5.3 Peak Pseudo T-Stat in Deep Brain Regions 

Our T-stat analysis also identified modulations of both the primary peak and post-

stimulus BOLD response in deep brain regions, including both the thalamus and 

hippocampus. Timecourses for these regions are shown in Figure 7.12, as well as the 

normalised equivalents to highlight excess post-stimulus modulation that is not 

explained by the primary peak. The timecourses taken from locations of maximal post-

stimulus modulation show relatively large undershoots/overshoots, with hippocampal 

overshoots showing a greater percentage change in the 2-back condition for the post-

stimulus response than the primary negative peak. 
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Figure 7.12: Timecourses from voxels of peak modulation during the primary peak 
(panel A) and the post-stimulus BOLD response (panel B). The equivalent primary 

and post-stimulus peak normalised timecourses are shown in panels C and D, 
respectively. An asterisk (*) denotes significant (after Bonferroni correction) effect of 

condition*time (p < 0.05, two-way repeated measures ANOVA). Grey shaded regions 
mark time periods of significant modulation with condition (p < 0.05, post-hoc t-test). 
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As with the GLM and T-stat peaks, we also performed the regression analysis on these 

deep brain region peaks to assess whether post-stimulus responses contained excess 

trial-wise variance that was not explained by the primary peak. These results are 

shown in Figure 7.13. When using the peaks from the post-stimulus modulation T-stat, 

both the thalamus and hippocampus showed significant excess modulation after 

removal of the effects of the primary peak.  

 

Figure 7.13: Regression method, applied to the pseudo T-stat peaks in deep brain 
regions, to assess whether post-stimulus BOLD modulates distinctly to the primary 
peak. The left panel for each network shows the original data measured from each 
subject. The right panel shows after the removal of the linear fit between trialwise 

primary and post-stimulus BOLD peak. * denotes significant (p< 0.05, paired t-test) 
difference (after Bonferroni correction) in post-stimulus amplitude between 

conditions. 

 

7.6 Discussion 

The post-stimulus BOLD response remains poorly understood, and its origins highly 

debated (van Zijl et al., 2012). This study aimed to contribute to the growing evidence 

that post-stimulus BOLD has neuronal contributors (Mullinger et al., 2013, Chen and 

Pike, 2009, Sadaghiani et al., 2009, Mullinger et al., 2017) by determining whether 

there are functionally relevant modulations of post-stimulus BOLD that are distinct from 

the primary response. Using both a traditional GLM analysis and T-stat approach, we 

observed post-stimulus BOLD responses in several functional networks (DAN, DMN, 

SN) as well as deep grey matter structures (thalamus, hippocampus) which are difficult 

to study with MEG alone. We showed that locations of maximal primary and post-
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stimulus BOLD modulations are spatially distinct using a T-stat approach, separately 

targeting the two components of the response, and measuring Euclidian distances 

between the peaks of each contrast, with spatial separation of around 2 – 5 voxels (4 

– 10 mm) (Table 7.1). We then showed, by normalising timecourses from these peak 

locations to the mean height of the primary response, that voxels of greater condition-

dependent post-stimulus modulation had a distinct component of the post-stimulus 

BOLD response that was not explained by primary response amplitude, in all of the 

activated networks (Figs 7.10, 7.12). This observation was corroborated by an 

additional analysis which showed that primary and post-stimulus BOLD amplitudes 

modulate independently on a trial-by-trial basis, when using voxels of peak post-

stimulus modulation (Figs 7.11, 7.13). 

7.6.1 Spatial Dissociation of Primary and Post-Stimulus BOLD Responses 

The use of a fixed HRF remains a limitation of BOLD fMRI analysis, given the between-

subject variation of HRF in normal populations (Aguirre et al., 1998, Lu et al., 2007, 

Handwerker et al., 2004b), as well as variation due to factors such as age (Mayhew et 

al., 2022, West et al., 2019). Our T-stat approach to detecting BOLD activations (Fig. 

7.8 and 7.9) removed the assumption that the primary and post-stimulus components 

of the BOLD response must be fixed together, both in spatial distribution and relative 

amplitudes. Methods such as this are not new in fMRI. One of the first methods to 

analyse activations in fMRI data was a t-test between a set of active images (during 

stimulation) and baseline images (no stimulation), with each voxel being tested 

independently (Hathout et al., 1994). Other studies of a similar time, although not 

explicitly performing a t-test, used subtraction of images taken during an active and 

baseline state, thus achieving similar results (Turner et al., 1991, Bandettini et al., 

1993). The novelty of our method is in the specific spatial targeting of post-stimulus 

BOLD modulations, which, to our knowledge, has not been investigated in this way 

previously. Table 7.1 shows that there are substantial differences in the locations of 

peak modulation during the primary and post-stimulus time windows, supporting 

existing hypotheses that the primary and post-stimulus BOLD responses have different 

neuronal contributors (Moon et al., 2021, Mullinger et al., 2017), that may manifest as 

spatial differences in modulation peaks. This forms a parallel with electrophysiological 

PTRs, specifically the PMBR, which has been shown to have distinct spatial origins in 

the motor network compared to the MRBD (during-task response) (Jurkiewicz et al., 

2006a, Stancak and Pfurtscheller, 1995, Fry et al., 2016, Pakenham et al., 2020), with 

the PMBR being generated towards more anterior, higher-order motor-related regions. 
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7.6.2 Dynamic Decoupling of Primary and Post-Stimulus BOLD Responses 

As well as spatial separation of primary and post-stimulus BOLD peaks, we also 

present dynamic dissociation of these two response components in Figures 7.10 – 

7.13. Historical models of post-stimulus BOLD (Buxton et al., 1998, Kruger et al., 

1996), involving sustained elevation of either CMRO2 or CBV, imply a post-stimulus 

undershoot that is proportional to the primary peak (see Chapter 2). Disproportional 

changes in post-stimulus BOLD response compared to the primary response would 

imply separate neuronal contributors that are distinct from those that drive the primary 

peak (Sadaghiani et al., 2009).  

The results in Figures 7.10 and 7.12 show that there are areas of the brain, often in 

known network structures, where the effect of increasing working memory load 

modulates the post-stimulus BOLD response disproportionately to the primary BOLD 

response. In these regions, namely the DAN, DMN, SN, thalamus and hippocampus, 

we observe significant (p < 0.05, post-hoc t-test) modulations in excess of the primary 

response, supporting previous evidence of dissociation of the primary and post-

stimulus BOLD responses (Sadaghiani et al., 2009, Mullinger et al., 2013, Mullinger et 

al., 2017). Figures 7.11 and 7.13 also show that this effect is consistent on a trialwise 

basis. It must be noted that this is only true in voxels that were targeted based on post-

stimulus modulation, although we do not think this detracts from the argument, rather, 

it supports the case that the post-stimulus response is spatially distinct and provides 

weight to the need for non-GLM approaches to fMRI analysis which do not bias 

towards the primary peak. 

7.6.3 Vascular Interpretation 

The neurovascular coupling of the BOLD response is complex, given that the response 

is formed by a combination of CMRO2, relating to energy consumption by neuronal ion 

pumps, CBV, relating to relaxation of smooth muscle and subsequent dilation of blood 

vessels following neuronal activation, and CBF, reflecting the changes in blood flow 

that accompany vessel dilation. As discussed in Chapter 2, one of the earliest models 

of the post-stimulus undershoot was the balloon model, which states that the 

undershoot is caused by a prolonged increase in CBV following neural activation, after 

both CMRO2 and CBF have dropped to baseline (Buxton et al., 1998).  

One could argue that the post-stimulus undershoots that we report in the DAN and SN 

are driven by prolonged CBV increase. However, the presence of distinct overshoots 

that modulate with condition cannot be explained by the balloon model, suggesting 

that the responses we report must be, at least partially, driven by neuronal activity. In 
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addition, we report post-stimulus responses that are equivalent (or greater) in 

magnitude than the preceding primary response (e.g. DMN timecourse in Fig. 7.10B). 

These large post-stimulus responses, within the framework of the balloon model, 

would likely require CBV to not decrease at all, or momentarily increase, in the post-

task period, which seems biomechanically implausible.  

Another explanation is that the large post-stimulus undershoots arise due venous 

drainage in voxels close to the neuronal activity. Whilst draining vein effects are a well-

known confound of BOLD fMRI (Nencka and Rowe, 2007, Krings et al., 1999), it is 

hard to see the biophysical mechanism by which a positive primary response in one 

region could cause a negative post-stimulus response in a downstream region. This 

would likely require an increase in CBV in the downstream region, or alternatively an 

increase in deoxyhaemoglobin, while a decrease is more likely (due to the primary 

BOLD response). In addition, cerebral venous flowrates have been measured at 4 – 

17 cm/s (Valdueza et al., 1996). The peak undershoots that we observe were a 

maximum of 10 mm away from peak primary responses, thus the downstream effects 

would happen on a time scale of 0.06 – 0.25 s, whilst we observe the post-stimulus 

responses peaking around 10 s after the primary response, and lasting for greater than 

15 s in most cases. Despite this, further study must be conducted to delineate the 

neuronal and vascular contributions to the large post-stimulus responses that we 

report using the T-stat method. 

7.6.4 Relationships Between MEG and fMRI Post-Stimulus Responses 

Overall, we see some obvious similarities between the MEG PTRs reported in Chapter 

5 and the post-stimulus BOLD responses reported here. The most striking of these is 

in the DAN, where we see a clear positive (ERS) MEG PTR in alpha/beta bands (Fig. 

5.3), accompanied by a BOLD undershoot (Fig. 7.9), each modulating with the 

opposite sign. Given the putative relationship between the BOLD undershoot and 

neuronal inhibition (Sadaghiani et al., 2009, Mullinger et al., 2013, Mullinger et al., 

2017, Moon et al., 2021), the results presented in this chapter support our proposed 

role of the alpha/beta PTR in the DAN as a marker of increased neuronal inhibition 

required to bring network activity back to resting levels. However, our BOLD results 

provide more detailed and widespread topographical information about the post-task 

period of activity, revealing a more bilateral DAN compared to our MEG results, as well 

as the SN, and the thalamus, which all see a similar post-stimulus undershoot in BOLD. 

These additional nodes could provide information about the propagation of the PTR 

through a wider network, perhaps being generated in the DAN which is directly 

recruited for task demands and propagating through intracortical and cortico-thalamic 
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circuits to reestablish resting levels of activity. The reason that MEG only detects 

alpha/beta PTR activity in the DAN may be the constraints on the sources which MEG 

can measure, namely, synchronous inputs to pyramidal neurons within grey matter 

(see Chapter 2 and 3), with limited depth sensitivity (Hillebrand and Barnes, 2002). It 

is possible that these specific measurable events are more prominent during the 

generation of the PTR, while the effects of this response on a wider network become 

too dispersed and asynchronous to be measurable by MEG. 

Our results in Figures 7.8 and 7.9 show a considerable number of regions where there 

are negative primary peaks, followed by positive post-stimulus response, i.e., 

overshoots. Responses of this type are not properly accounted for in non-CBF models 

of post-stimulus BOLD (Kruger et al., 1996, Frahm et al., 1996, Buxton et al., 1998, 

Buxton et al., 2004). Lack of discussion on the origins of post-stimulus overshoots is 

not surprising given the fact that negative primary peaks are less frequently reported 

than the positive case. The three main cases where negative primary BOLD peaks are 

measured are: 1) in regions surrounding those that are activated by a stimulus or task 

(Devor et al., 2007, Shmuel et al., 2006); 2) in ipsilateral sensory regions during 

lateralised stimuli (Kastrup et al., 2008, Klingner et al., 2010); 3) in the DMN, negatively 

tracking attentiveness (Anticevic et al., 2012, Ceko et al., 2015). Unlike many examples 

in the literature (Sten et al., 2017, Anticevic et al., 2012, Grimm et al., 2009), we see 

pronounced overshoots in the DMN (Fig. 7.9), which may be attributed to either 

increased SNR at 7T (compared to more standard 1.5 – 3T) or our prolonged rest 

period of 49 s which allowed the BOLD signal to fully reach baseline prior to the next 

trial. In line with evidence that links positive BOLD to increased excitation (Logothetis 

et al., 2001, Logothetis, 2008, Moon et al., 2021), and negative BOLD to increased 

inhibition (Shmuel et al., 2006, Devor et al., 2007, Mullinger et al., 2017, Moon et al., 

2021), we suggest that the post-stimulus overshoot in the DMN reflects increased 

excitation required to bring the task-negative DMN back to baseline levels of activity. 

Following on from evidence presented by Mullinger et al that post-stimulus 

undershoots are in part driven by post-stimulus rebounds in alpha EEG power 

(Mullinger et al., 2017), we suggest that the overshoot in the DMN may in part be driven 

by a post-stimulus dip below baseline in oscillatory power. We report a post-stimulus 

dip in oscillatory power in Chapter 5 (Fig. 5.5) in the theta band (4 – 8 Hz), following 

an n-back task, which became more negative with working memory load, and spatially 

overlapped with frontal and temporal nodes of the DMN (Fig. 5.3). This, along with 

evidence that relates DMN activity in BOLD to concurrently measured frontal EEG 

(Meltzer et al., 2007, Scheeringa et al., 2008), supports the hypothesis that post-
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stimulus haemodynamic and electrophysiological responses are underpinned by the 

same neuronal contributors. Additionally, it should be noted that in general, theta 

oscillations are found to modulate in the opposite direction to BOLD (Scheeringa, 2011, 

Mizuhara et al., 2004). 

Another interesting feature of our results, specifically results relating to the post-

stimulus T-stat contrast (Fig. 7.9 and 7.11), is the presence of voxels that show 

considerable post-stimulus BOLD responses in 2-back, with little to no post-stimulus 

effects in the 1-back condition. Our MEG study using the same task found a very similar 

result, shown in Chapter 5 (Fig. 5.5, A5.1), with many of the activated regions showing 

substantial PTRs (both above and below baseline) for 2-back, with little-to-no PTR for 

the 1-back condition, despite the fact that all conditions induced a substantial 

modulation in oscillatory power during the task. This parallel between the two datasets 

with the same task supports arguments that post-stimulus BOLD responses may have 

similar neuronal contributors as post-task M/EEG responses (Mullinger et al., 2013, 

Mullinger et al., 2017), although direct comparison cannot be made between our two 

studies as a different participant group was used and data from the two modalities was 

not taken concurrently.  

7.6.5 Post-Stimulus Responses in Deep Grey Matter 

The study of neural activity in subcortical structures remains a difficult endeavour, often 

requiring invasive techniques (see Chapter 1) which are only performed on patients 

with debilitating neurological illnesses, or animals. The relationship between neuronal 

and haemodynamic activity makes fMRI a valuable tool for indirectly studying the 

activity of deep brain regions such as the thalamus and hippocampus. In this study, 

we have shown that the thalamus and hippocampus exhibit distinct post-stimulus 

BOLD responses (Fig. 7.12), taking the form of undershoots and overshoots, 

respectively. Notable undershoots in the thalamus have previously been reported 

(Yamamoto et al., 2014, Carney et al., 2010), while the presence of an overshoot in 

hippocampal BOLD is more varied between studies (Nilsson et al., 2013, Schridde et 

al., 2008). To our knowledge, previous studies have not attempted to spatially or 

dynamically distinguish primary and post-stimulus BOLD responses in deep grey 

matter structures. 

Multiple lines of evidence suggest that positive BOLD responses relate to local 

increased excitation (Logothetis et al., 2001, Logothetis, 2008, Moon et al., 2021), 

while negative BOLD responses relate to local increased inhibition (Shmuel et al., 

2006, Devor et al., 2007, Mullinger et al., 2017, Moon et al., 2021). We can therefore 
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assume that during the post-stimulus BOLD response, there is a shift towards inhibition 

in the thalamus and a shift towards excitation in the hippocampus. This is in keeping 

with the results reported in Chapter 5, where we speculated that during the PTR, a 

shifting of task-positive and task-negative network activity occurs, specifically, 

suppression of the DAN, reflected in the alpha/beta rebound, and re-activation of the 

DMN, reflected in the theta undershoot. There are known interactions between the 

thalamus and the DAN (Rafal and Posner, 1987, Danziger et al., 2004, Saalmann et 

al., 2012), specifically, temporal coordination of cortical attentional nodes by the 

pulvinar (Kastner et al., 2020), a posterior thalamic nucleus commonly associated with 

vision. In addition, the hippocampus is commonly associated with the DMN, with 

multiple studies showing that long term memory relies on cortico-hippocampal 

interactions within this network (Rugg and Vilberg, 2013, McCormick et al., 2010). 

These established relationships suggest that the responses we have observed in each 

modality, namely, cortical PTRs in MEG, and subcortical post-stimulus BOLD 

responses, may be related, although further work with concurrent and/or invasive 

measurements is required to prove this relationship.  

We hypothesised in Chapter 6 that coincident bursting in widespread intracortical 

networks may reflect long range signal transmission, leading to a shift in network 

activity. Combining our evidence with previous literature which relates the alpha/beta 

PTR, and alpha/beta oscillations in general, with top-down inhibition (Halgren et al., 

2019, Van Kerkoerle et al., 2014, Klimesch et al., 2007, Engel and Fries, 2010, Jensen 

et al., 2005, Pfurtscheller et al., 2005, Mullinger et al., 2017), it is likely that the 

thalamus is receiving feedback signals from higher order intracortical networks such 

as the DAN and SN, reducing the information flow that becomes salient through 

thalamic relay. Conversely, we see a reduction in midline frontal oscillations during the 

PTR (Chapter 5, Fig. 5.3, 5.5), accompanied by a BOLD overshoot in the hippocampus 

(Fig. 7.12), which may indicate feedforward interactions led by the hippocampus to the 

prefrontal cortex and the rest of the DMN. However, given the novelty of the theta PTR 

(Chapter 5), it is hard to draw these conclusions with any certainty. Further study is 

needed, ideally utilising direct measures of electrophysiology, to determine the 

directionality of interactions between cortical and subcortical domains during the phase 

of activity that occurs following task cessation. 

7.6.6 Limitations and Future Work 

The results presented provide a promising indication that post-stimulus BOLD 

responses have a distinct component that modulates separately to the primary 

response. However, our results must be considered a preliminary exploration of these 
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effects rather than conclusive evidence, as we were only able to show that post-

stimulus responses were dissociable from primary responses in voxels that were 

targeted based on peak post-stimulus modulation. This approach was not entirely 

circular, as a high T-stat based on post-stimulus modulation does not necessarily imply 

dissociation with the preceding primary response in the same voxel. Future work 

should build upon these results by repeating the statistics on new data, ideally with 

techniques that identify voxels without the constraints of HRF shape or windowed 

modulations. 

Although our T-stat approach allowed us to study specific time windows without a priori 

assumptions of the shape of the response, the method was intrinsically more prone to 

noise than a GLM. This is because our chosen GLM contrast modelled all of the data, 

for both conditions, thus finding the voxels which followed the boxcar model most 

closely, over all time. On the other hand, our T-stat approach only required a difference 

in BOLD activity between two conditions or two time-windows, making the method 

prone to finding voxels with low signal in the 1-back condition. Despite this limitation, 

the method was able to pull out BOLD morphologies with dramatic differences to the 

canonical HRF, highlighting the need for flexible approaches in BOLD analysis. Other 

studies have used modified GLM approaches with a basis set of HRFs (Woolrich et 

al., 2004b, Steffener et al., 2010), allowing more flexibility in relative response 

amplitudes than the standard approach, but still constraining the responses to a 

particular form. To visualise the difference between the GLM and our various T-stat 

contrasts, we plotted the trial-level signal for all activated networks, for a single subject, 

in Appendix B. Figures B7.1 and B7.2 show trial-level signal for the 1-back and 2-back 

conditions, respectively. These plots also allow visualisation of the trial-by-trial SNR 

that was achieved by performing the experiment at 7T. 

Furthermore, we tentatively discuss the potential relationships between cortical 

networks and subcortical structures during the PTR, although our data has limited 

signal quality in deep brain regions (Fig. B7.1 and B7.2). This limitation was primarily 

due to the relatively small size of these regions, compounded by the effect of 

employing whole-brain coverage with high spatial resolution – a key requirement of our 

study to properly characterise post-stimulus responses across the brain. Now that we 

have characterised these responses across the entire brain, it would be interesting to 

perform further 7T fMRI experiments which are focussed on only the deep brain 

structures, including the thalamus and hippocampus. Smaller field of view would allow 

for smaller voxel sizes, reducing partial voluming effects and potentially allowing the 

identification of sub-structures such as the thalamic nuclei which are known to play a 
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role in attentional processes in the cortex (Kastner et al., 2020, Cunningham et al., 

2017). This could also be coupled with concurrent EEG recordings, allowing the direct 

measurement of higher order cortical structures during the post-stimulus BOLD 

response in subcortical structures. 

Finally, despite the promising comparisons that we made here between our MEG and 

fMRI results, we are fundamentally limited by the use of different participant groups for 

each study. More definitive comparisons could be made by taking concurrent EEG-

fMRI, which would allow us to look at trial-by-trial relationships between cortical EEG 

PTRs and fMRI network responses which include both cortical and subcortical 

structures. Alternatively, performing MEG and fMRI in subsequent sessions, for the 

same subjects, would allow for within-subject comparisons of the two modalities, whilst 

utilising the full benefits of each technique (see Chapter 1).  

7.7 Conclusions 

Despite the popularity of task-based fMRI as a method to investigate brain function, 

the origins of the post-stimulus BOLD response remain unclear. This is in part due to 

the prevalence of GLMs to analyse fMRI data, which constrain the shape of the 

haemodynamic response and implicitly bias activation maps to the primary peak. We 

remove these constraints with a relatively simple pseudo T-statistic approach, allowing 

us to separately target modulations of the primary and post-stimulus BOLD response 

in relation to changing working memory load. Our results revealed peak post-stimulus 

modulations 4 – 10 mm from peak modulations of the primary response within a 

particular ROI. Timecourses at voxels of peak post-stimulus activity showed large 

modifications in their dynamics compared to canonical haemodynamic responses. 

Post-stimulus modulations were shown to modulate disproportionately to the primary 

response in the same voxel, although this result was only seen in voxels of peak post-

stimulus modulation. This was consistent on a trial-by-trial basis, shown using linear 

regressions between primary and post-stimulus BOLD responses. Additionally, we 

observed post-stimulus undershoots and overshoots in the thalamus and 

hippocampus, respectively, suggesting potential cortico-thalamic and cortico-

hippocampal network interactions during the post-stimulus response. Together our 

results show that the primary and post-stimulus BOLD responses can be partially 

decoupled by separately targeting each part of the response. In general, these results 

support the hypothesis that post-stimulus BOLD has neuronal contributors that are 

distinct from those that drive the primary BOLD response, although further work is 

required for statistical validation and exclusion of alternative vascular interpretations. 
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7.8 APPENDIX A 

7.8.1 Other Pseudo T-Stat Contrasts 

For completeness, we took T-stat contrasts comparing the primary peak to “rest” (see 

methods for a description of the confound of this window), and the post-stimulus 

response to rest (windows stated in methods). The results are shown below in Figure 

A7.1 for the primary peak contrast, and Figure A7.2 for the post-stimulus contrast. 

Contrasting the primary peak to rest yields similar spatial pattern to the primary peak 

modulation contrast, as well as the GLM. The similarity of this T-stat analysis to the 

GLM result is likely because a GLM is mostly sensitive to the primary response and 

these 2 analyses are the most similar, especially given that part of the post stimulus 

response is included within the rest window used. Interestingly, the post-stimulus 

versus rest contrast is clearly different to all other activation maps presented, showing 

primary visual, superior parietal, temporal and mid-cingulate activations that do not 

appear in the other maps. Investigating the timecourses from the post-stimulus versus 

rest contrast revealed that these nodes all behaved similarly and were therefore 

averaged to form the timecourses in Figure A7.2. 

One explanation for this atypical BOLD response is that we are seeing so-called 

transient BOLD effects, without the sustained BOLD response that we observe 

elsewhere in the brain. Transient responses are known to occur at the beginning and 

end of task blocks, and are seen as, at least partially, separate from the primary BOLD 

response and post-stimulus undershoot (Fox et al., 2005, Uludağ, 2008). Fox et al 

showed that transients are a common feature of many types of task, including working 

memory tasks, and are spatially dissociated from the traditional (HRF) response (Fox 

et al., 2005). These were posited as a haemodynamic correlate to electrophysiological 

signals which occur at “state transitions” (onset and offset of task blocks) such as 

evoked potentials. This interpretation is consistent with our results, as we do not see 

a modulation with condition in Figure A7.2, meaning this response could be related to 

early stimulus processing (akin to the OSR in Chapter 5, which did not modulate with 

condition). Interestingly, the timecourse in Figure A7.2 does not resemble those 

reported in the study by Fox et al, as we see a small decrease in BOLD at block onset 

followed by a gradual rise which peaks just after block offset, rather than an increase 

in BOLD at block onset and offset, which is more typical. In addition to transients, 

Harms and Melcher showed that a “train” of stimuli can create a ramp effect in the 

BOLD (Harms and Melcher, 2002), which seems to resemble the ramp that we observe 

in Figure A7.2 during a train of letter stimuli. Overall, it is possible that the atypical 
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timecourse we observe is driven by a combination of multiple effects that are separate 

from those that drive the standard primary/post-stimulus BOLD response. These 

effects potentially relate to early neuronal processing, which occurs upon sudden 

changes in state (block onset, offset) and warrant separate investigation which was 

not the focus of this thesis. 

 

 

Figure A7.1: Results from applying a T-stat contrast of primary peak versus rest. 
This contrast closely reflects the GLM results in Figure 7.4.  
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Figure A7.2: Results from applying a T-stat contrast of post-stimulus response 
versus rest. The timecourse in at the bottom of the figure is formed from the average 

of timecourses from positive peaks in the T-stat map. 

7.9  Appendix B 

7.9.1 Signal to Noise of Different Contrasts 

In the main text, it was noted that signal to noise ratio suffers when using a T-stat 

approach compared to a GLM, due to the amount of data being used to select voxels 

of interest. To examine this effect, the trial-level data are plotted for a single subject, 
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with each trial stacked vertically, and the percentage change in amplitude at each 

timepoint represented by the colour. The data are plotted for each of the main networks 

analysed in the main text, namely the DAN, DMN, SN, thalamus and hippocampus, at 

peak voxels found using the GLM, as well as the T-stat contrasts relating to primary 

peak modulation, post-stimulus modulation, and primary peak versus rest. Clearly, 1-

back (Fig. B7.1) in the modulation T-stat contrasts has less signal than the GLM, which 

makes sense as the contrast looks for differences between the conditions rather than 

modelling all of the data. However, the primary peak versus rest contrast has 

substantial signal in both conditions, as, similar to the GLM, this contrast finds voxels 

which are most affected by the block paradigm across both conditions. It should be 

noted that for the 2-back condition (Fig. B7.2), the post-stimulus T-stat contrast clearly 

pulls out features from the data which are not visible from the GLM, showing the utility 

of specifically targeting time windows of interest. 
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Figure B7.1: Trial-level signal for a single subject, at voxels of peak activity, found 
using the GLM (A), peak primary peak modulation (B), peak post-stimulus modulation 
(C) and primary versus rest (D), for the 1-back condition only. Colours represent the 

percentage change in BOLD signal from baseline. 
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Figure B7.2: Trial-level signal for a single subject, at voxels of peak activity, found 
using the GLM (A), peak primary peak modulation (B), peak post-stimulus modulation 
(C) and primary versus rest (D), for the 2-back condition only. Colours represent the 

percentage change in BOLD signal from baseline. 
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8 Conclusion 

This thesis aimed to investigate the activity in the brain that occurs in the transition 

period between an engaged state and rest. This was addressed across three 

experimental chapters, utilising multimodal brain imaging techniques and taking 

advantage of both traditional and modern analysis approaches.  

8.1 Overview of Findings 

In Chapter 5, we uncovered a novel set of PTRs in the theta, alpha and beta bands 

following working memory processes, in both sensory and higher cognitive regions. 

Responses of this type were previously only studied in the motor and visual cortices 

following movement and visual stimulation. PTRs following working memory 

modulated with task condition, increasing in amplitude with working memory load. 

Corroborating speculations made in previous literature, we found that reaction times, 

a behavioural marker of task difficulty, are predictive of posterior alpha PTRs, 

suggesting a link between the cognitive load during the task period and post-task 

oscillatory power. Importantly, we found that the during-task response was not 

predictive of PTR amplitude, suggesting that the PTR holds unique information about 

cognitive processes which occurred during the preceding task. Given the established 

neuroscientific and clinical relevance of the PMBR, i.e., the beta band PTR following 

movement, this work takes an important step in broadening our understanding of PTRs 

as a brain-wide phenomenon, not limited to sensory paradigms or brain regions. 

In Chapter 6, PTRs following working memory were compared to PTRs in a visuomotor 

dataset using hidden Markov models, which successfully captured PTR activity in a 

single state. A novel application of k-means clustering was used to group univariate 

states across the brain. Importantly, this approach was entirely independent of 

response frequency or task timings, a limitation of previous studies that can lead to 

bias and overlooked information. In both cases, the PTR state corresponded to 

transient high amplitude oscillatory events which can be described as bursts, which 

form smooth responses when averaged over trials. These bursts had very similar 

region-wise characteristics between tasks, including durations and spectral content. 

Using a spatial network decomposition, we found that PTRs are supported by 

coincident burst events across vast areas of the cortex, as well as in more focal task-

specific networks, suggesting a role in re-establishing long-range connectivity between 

resting networks. This work provides evidence that PTRs across different tasks are 

driven by a similar underlying neural phenomenon and demonstrates the utility of 
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bursting models for looking at novel response characteristics with minimal a priori 

assumptions. 

The final experimental chapter used 7T fMRI to look at the haemodynamic 

counterparts to the electrophysiological PTRs explored in the previous two chapters, 

using a similar working memory task to Chapter 5. Our pseudo T-statistic approach 

revealed modulations of the primary and post-stimulus BOLD responses with working 

memory load in several known functional networks, including the attention, salience 

and default networks, along with the thalamus and hippocampus (which are difficult to 

study with MEG). Post-stimulus responses were shown to modulate separately from 

the primary response, both spatially, with the location of peak modulation occurring in 

different voxels, and dynamically, with post-stimulus amplitude containing excess 

variance not explained by the primary response. These results contribute to evidence 

that the post-stimulus BOLD response has neuronal contributors that are distinct from 

those that drive the primary response. We also found non-standard haemodynamic 

responses to the task by contrasting post-stimulus amplitude with rest in a pseudo T-

statistic, which would have been overlooked by traditional analysis methods. Overall, 

our results support the hypothesis that the post-stimulus BOLD response is driven in 

part by the same neuronal activity as the electrophysiological PTR, meaning that fMRI 

provides a valuable tool to study the network dynamics underlying this period of activity 

at high spatial resolution. 

8.2 Future Work 

The work presented in this thesis provides a promising step towards understanding 

the phase of neuronal activity occurring between periods of task and rest. However, 

further steps can be taken to answer the questions that have arisen from this work. 

Firstly, given the known relationship between neurological illness and PMBR 

amplitude, future studies should investigate whether PTRs following non-motor 

activity, such as working memory, hold the same relationship. The apparent ubiquity 

of PTRs across brain regions and cognitive activities suggests that PTRs may provide 

valuable insight into neuropathology, particularly dysfunction of inhibitory control 

mechanisms, that could guide future treatment strategies in patient populations. It is 

conceivable that some illnesses have a greater impact on cognitive control of non-

motor networks, meaning PTRs in higher cognitive regions, including the attention and 

default mode networks, could feasibly provide a set of novel clinical biomarkers. In 

addition, if post-stimulus BOLD responses are driven in part by the same neuronal 

mechanisms as the MEG PTR, these could be used to assess cognitive control 
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mechanisms in deep grey matter structures including the thalamus and hippocampus. 

As these deep brain regions are heavily involved in most aspects of human cognition, 

the study of PTRs in these regions is essential to achieving a better mechanistic 

understanding of cognitive control in both healthy and pathological populations. 

Our network decomposition results, using HMM burst timecourses, revealed a 

canonical network structure formed of coincident bursts, which was very consistent 

across visuomotor and working memory tasks. Our analysis and discussion were 

specifically focussed on how PTR activity was supported by these network structures. 

However, application to patient groups may reveal a connectomic basis for 

neurological illness (Rier et al., 2021, Gascoyne et al., 2021), allowing us to determine 

the particular networks that are affected in patients compared to controls, in terms of 

within-cluster connectivity and cluster probability throughout a task. The same principle 

could be applied to developmental studies to find connectomic markers of normative 

brain development (Taylor et al., 2019, Schäfer et al., 2014). In addition, following on 

from our results that related reaction times to alpha PTRs, future studies should 

investigate whether cluster probability could explain more of the variance in reaction 

times than oscillatory power in a particular region.  

One of the strengths of our work was the use of particularly long rest periods, allowing 

us to properly resolve PTRs in both MEG and fMRI. However, an obvious limitation of 

this approach was the unnatural pause between activity, extending the scan time 

dramatically and increasing fatigue in participants. In certain populations, including 

children and patients with neurological illness, it may be impractical to scan for such 

long periods, and the increase in mind-wandering and movement that could occur 

during the long rest periods may confound the results. Our work has provided the 

foundational understanding of PTRs, including implicated regions and characteristic 

timescales. In addition, we provide a methodology that is free from the need to do 

baseline correction using burst probability, which is an absolute measure. 

Theoretically, using these types of methodologies, brain function could be assessed 

using only a few oscillatory bursts, without needing a large number of trials to separate 

signal from noise. Burst timings could be analysed in relation to facial monitoring and 

motion tracking to provide implicit behavioural events and natural rest periods, 

reducing the reliance on rigid paradigm structures. Overall, these advancements mean 

that future studies may adopt a more naturalistic approach, with shorter rest periods 

and more complex paradigms, whilst remaining cognisant of the effects that PTRs may 

have on oscillatory power whenever there is a step-change in cognitive load. 
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Although we uncovered several similarities between electrophysiological and 

haemodynamic PTRs, these relationships cannot be interrogated in depth due to the 

use of different participant groups and large time lag between studies. Concurrent 

recording using EEG and fMRI would allow us to measure trial-wise relationships 

between oscillatory PTRs and functional network activity, across both superficial and 

deep brain networks. Specifically, this may be able to confirm the relationship between 

the attention network beta rebound and the corresponding BOLD undershoot, as well 

as frontal theta undershoots and the default mode network BOLD overshoot. These 

frequency bands are difficult to study with EEG-fMRI due to MR-induced artefacts, 

however, recent advancements in EEG artefact correction (Chowdhury et al., 2019, 

van der Meer et al., 2016) may improve upon some of these issues. 

Concurrent EEG-fMRI may also give us clues as to the role that deep brain structures 

such as the thalamus and hippocampus play in the generation or propagation of the 

PTR, which could be inferred from trial-wise relationships between BOLD dynamics in 

deep brain structures and superficial EEG measurements. It is also possible that the 

newer generation of MEG systems, using optically-pumped magnetometers (Schofield 

et al., 2022), may provide a means to directly measure thalamic and hippocampal 

PTRs, as these systems have theoretical advantages in depth sensitivity compared to 

cryogenic MEG (Boto et al., 2017). 

Finally, the addition of functional MRS (Stanley and Raz, 2018), taken concurrently 

with EEG or in subsequent scanning sessions with other modalities, could elucidate 

the role of neurotransmitters in the generation of the PTR. We have speculated 

throughout this thesis the potential relationships between the PTR and top-down 

inhibition, i.e., the control of feedforward sensory information flow based on recognition 

of stimuli that signify that a rest period has begun. The use of functional MRS could 

potentially measure between-subject differences in local glutamate and GABA 

concentration that could then be correlated with PTR amplitude. 

In summary, this thesis has revealed that post-task responses are a brain-wide 

phenomenon elicited by both sensory and higher cognitive activities. Given the novelty 

of this finding, and the new questions that have arisen regarding the effect of PTRs in 

wider brain networks, there remains a huge field of possible exploration, including 

multi-modal, clinical and lifespan studies.  
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8.3 Closing Remarks 

We are only just beginning to unravel the mechanisms in the brain that lead to the 

multitude of complex behaviours exhibited in humans. Our ability to investigate brain 

function in vivo has improved rapidly over the past few decades due to the advent of 

technologies such as fMRI and MEG. In conjunction with this, easier access to high 

computational power and open-source software has enabled the development of 

advanced data analysis techniques, such as machine learning models, that can be 

readily applied to neuroimaging datasets. By leveraging these advancements in 

hardware and software, we are beginning to understand features in oscillatory 

phenomena and haemodynamics that contribute to normative brain function, and how 

disruption of these features may contribute to neurological illness. A multimodal 

approach is essential to pushing forward this development, as it allows us to observe 

neuronal phenomena from different perspectives, which, once consolidated, provide a 

more complete picture of brain function. 
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