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The Abstract

The thesis argues the case for exploiting certain structures in integer linear
programs.

Integer linear programs are optimisation problems, where one minimises
or maximises a linear function of variables, whose values are required to be in-
tegral as well as satisfying certain linear equalities and inequalities. For such
an abstract problem, there are very good general-purpose solvers. The state
of the art in such solvers is an approach known as “branch and bound”. The
performance of such solvers depends crucially on four types of in-built heuris-
tics: primal, improvement, branching, and cut-separation or, more generally,
bounding heuristics. However, such heuristics have, until recently, not ex-
ploited structure in integer linear programs beyond the recognition of certain
types of single-row constraints.

Many alternative approaches to integer linear programming can be cast
in the following, novel framework. “Structure” in any integer linear program
is a class of equivalence among triples of algorithms: deriving combinatorial
objects from the input, adapting them, and transforming the adapted object
to solutions of the original integer linear program. Many such alternative
approaches are, however, inherently incompatible with branch and bound
solvers. We, hence, define a structure to be “useful”, only when it extracts
submatrices, which allow for the implementation of more than one of the four
types of heuristics required in the branch and bound approach. Although
the extraction of the best possible submatrices is non-trivial, the lack of a
considerable submatrix with a given property can often be recognised quickly,
and storing useful submatrices in a “pool” makes it possible to use them
repeatedly. The goal is to explore whether the state-of-the-art solvers could
make use of the structures studied in the academia.

Three examples of useful structures in integer linear programs are pre-
sented. A particularly widely applicable useful structure relies on the aggre-
gation of variables. Its application can be seen as a decomposition into three
stages: Firstly, we partition variables in the original instance into as small
number as possible of support sets of constraints forcing convex combinations
of binary variables to be less than or equal to one in the original instance,
and one-element sets. Secondly, we solve the “aggregated” instance corres-
ponding to the partition of variables. Under certain conditions, we obtain
a valid lower bound. Finally, we fix the solution of the aggregated instance
in primal and improvement heuristics for the original instance, and use the
partition in hyper-plane branching heuristics. Under certain conditions, the
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primal heuristics are guaranteed to find a feasible solution to the original
instance.

We also present structures exploiting mutual-exclusion and precedence
constraints, prevalent in scheduling and timetabling applications. Mutual
exclusion constraints correspond to instances of graph colouring. For numer-
ous extensions of graph colouring, there are natural primal and branching
heuristics. We present lower bounding heuristics for extensions of graph
colouring, based on augmented Lagrangian methods for novel semidefinite
programming relaxations, and reformulations based on a novel transforma-
tion of graph colouring to graph multicolouring. Precedence constraints cor-
respond to an instance of precedence-constrained multi-dimensional packing.
For such packing problems, we present heuristics based on an adaptive dis-
cretisation and strong discretised linear programming relaxations. On in-
stances of packing unit-cubes into a box, the reformulation makes it possible
to solve instances that are by five orders of magnitude larger than previously.
On instances from complex timetabling problems, which combine mutual-
exclusion and packing constraints, the combination of heuristics above can
often result in the gap between primal and dual bounds being reduced to
under five percent, orders of magnitude faster than using state of the art
solvers, without any information being used that is outside of the instance.
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Chapter 1

Introduction

[Optimisation is a] fascinating blend of
theory and computation, heuristics and rigor.

Roger Fletcher [163]

Integer Programming

There are a number of problems where one needs to find the best out of
certain distinct configurations, and the number of configurations is finite, but
grows exponentially with some natural measure of the input. Many problems
in air traffic management, production planning, supply chain management,
vehicle routing, or staff rostering can be cast in this way. For an important
class of such problems (NPO-Complete, [26]), all known methods require
amounts of time that are exponential in some measure of the input in the
worst case. In practice, such problems are often formulated as instances of
integer linear programming, which can be formulated as follows.

Problem 1.1. Integer Linear Programming (ILP, [324, 415]): Given
positive integers n,m, an n-vector c, an m-vector b, and an m × n matrix
A = (ai,j), find the assignment of integral values to n-vector variable x such
that Ax ≤ b and cTx is minimised:

minimise c1x1 + c2x2 + · · ·+ cnxn (Objective)

s. t. a1,1x1 + a1,2x2 + · · ·+ a1,nxn ≤ b1

· · ·
am,1x1 + am,2x2 + · · ·+ am,nxn ≤ bm (Constraints)

x1, . . . , xn ∈ Z+
0 (Integrality)

Any integral n-vector x′ satisfying Ax′ ≤ b is called a “feasible solution” or
just solution, whereas x′ minimising cTx′ among x satisfying Ax ≤ b is called

3



4 Introduction

an “optimal solution”.

There are a number of general-purpose integer linear programming solvers,
which can obtain the optimal solution to any instance of integer linear pro-
gramming. Surprisingly often, their run-time is not only finite, but also
usable in practice.

When the solver is stopped prior to convergence, but after some solver-
and instance-dependent time t0, an assignment x′ of feasible integer values
together with a lower bound g on cTx for any x is produced. The quan-
tity 1 − (g/cTx′) is denoted “the gap”. Unlike the “approximation ratio” of
approximation algorithms, which is an a priori guarantee, the gap of conver-
gent general-purpose integer linear programming solvers is, until convergence,
only a post-hoc guarantee.

As a running example through-out the thesis, we use instances of a time-
tabling problem, where events need to be assigned to periods and rooms,
subject to mutual-exclusion constraints on the assignment to periods, and
capacity constraints on the assignment to rooms:

Problem 1.2. Timetabling Problem with Objective f : Given an
undirected graph G = (V,E), called the “conflict graph” whose vertices V
are called“events”, integers n,m ≤ |V |, a |V |-vector of capacity-requirements
q, an m-vector of capacities c, return an assignment of events to periods and
rooms encoded using a binary variable xv,p,r, where 1 denotes that event v is
assigned to period p and room r and 0 otherwise, such that

• for each event v,
∑

p,r xv,p,r = 1

• for each period-room pair p, r,
∑

v xv,p,r ≤ 1

• for each event v,
∑

p,r xv,p,r = qv

• for each event-room pair v, r,
∑

p qvxv,p,r ≤ cr

• for each edge (u, v) ∈ E and period p,
∑

r(xu,p,r + xv,p,r) ≤ 1

• an objective function f is minimised.

Notice that the statement of the problem is, in effect, an integer linear
program. Notice also that the assignment of events to periods corresponds
to the well-known problem of graph colouring, whose most common com-
pact ILP formulation uses binary variables xv,c, where 1 denotes vertex v is
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assigned colour c and 0 otherwise. The assignment of events to rooms cor-
responds to another well-known problem, bipartite matching. It seems only
natural for solvers to use such insight. However, no current general-purpose
integer linear programming solvers do so.

Standard Integer Linear Programming solvers traverse a “branch and
bound” search tree. At each node of the tree, the solver obtains the op-
timum of a linear programming relaxation (Objective, Constraints, xi ≥ 0)
[134, 110] of a minimisation problem, which gives a lower-bound valid for the
corresponding sub-tree. A variable xi with fractional value vi in the relax-
ation is picked, and two new nodes are formed, where xi ≤ bvic in one, and
xi ≥ dvie in the other. If an upper bound is available, whose value is less
than or equal to the lower bound at a node, the node can be disregarded
(“pruned”), as it is guaranteed not to contain a solution better than what we
have. In theory, one needs to visit a number of nodes that are exponential
in the number of variables in order to find the optimal solution.

In practice, the performance of such methods depends on the quality of
the lower bounds and upper bounds, and the method for choosing variables
to branch on. As will be explained in Chapter 2, the problems of arriving at
solutions to instances of integer linear programming, of finding an additional
constraint, which is valid for all integer solutions but violated by the current
fractional solution, and the problem of choosing the best variable to branch
on, are in some sense as hard as the problem of integer linear programming.
One, hence, resorts to heuristics, which are often called primal heuristics, cut
separation heuristics, and branching heuristics, respectively. See Figure 2.1
(p. 35) for an illustration. Such heuristics have undergone considerable de-
velopment recently [61, 63, 253, 60, 64], so much so that it is often possible
for general-purpose solvers, such as IBM ILOG CPLEX [249], FICO Xpress
Optimization Suite [215], Gurobi Optimizer, SCIP [8], and CBC [165], to
visit only a number of nodes of the branch and bound tree sublinear in the
number of variables (!) before an optimal solution is found. This constitutes
the state of the art.

The state-of-the-art solvers (listed above) use a very similar design, and
hence share its limitations. They treat an instance of integer linear program-
ming as a collection of constraints, where each constraint is a collection of
variable coefficients. In particular, they do not employ:

• alternative forms of input, allowing the user to describe the structure
in the instance, except for special ordered sets [39]

• the storage of combinatorial objects allowing for the exploitation of the
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structure in the instance

• aggregation of variables, other than the removal of any variables that
are “obviously” superfluous

• lower-bounding procedures other than linear programming relaxations
on the original variables

• branching on general disjunctions, rather than just the “variable dis-
junction” xi ≤ bvic ∨ xi ≥ dvie, except for special ordered sets [39].

In Example 1.2, it is easy to illustrate the gravity of the shortcomings: The
state-of-the-art solvers have no means of branching on the decision whether
an event v is assigned to period p, i.e. (

∑
r xv,p,r = 1) ∨ (

∑
r xv,p,r = 0),

but rather branch only on the decision whether event v is assigned to period
p and room r, i.e. (xv,p,r = 1) ∨ (xv,p,r = 0). We propose to relieve these
short-comings.

The Proposed Approach

This thesis focuses on solving instances, which are:

• compact and can be passed to the solver in full

• binary, that is all variables are either 0 or 1 in any solution

• structured, where structure is defined only in Chapter II, but one can
imagine that a structured instance may have multiple different compo-
nents in the solution, each with a number of related constraints, linked
together by a number of further constraints.

Although most of the methods apply to mixed integer programming in gen-
eral, when there is no “useful” structure present, there will not be any im-
provement. In the main body of the thesis, we assume only the constraint
matrix and right-hand-side and objective vectors are known. Only in the
appendices, we present methods for passing the input to the solver in a
structured form.

We present algorithms for both finding and exploiting certain “useful”
structures, which can be seen as useful combinatorial objects stored in a
“pool”. The structures under consideration are aggregations of variables,
mutual-exclusion- and precedence-constrained components. We propose to
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exploit the structures in primal, improvement, branching, and bounding
heuristics, of modern general-purpose solvers.

The approach can be seen as a decomposition into three stages: Firstly,
we find the structure. In the case of aggregations of variables, one parti-
tions variables in the original instance into as small a number as possible of
one-element sets and support sets of constraints forcing convex combinations
of binary variables to be less than or equal to one in the original instance.
Secondly, we obtain the bounds. In the case of aggregations of variables,
one solves the aggregated instance. For other structures, we propose auto-
mated and semi-automated reformulations for obtaining strong relaxations of
pseudopolynomial size and certain strong convex programming relaxations of
polynomial size. Thirdly, we try to obtain a solution to the original problem,
which is, under certain conditions, guaranteed to be available. In the case of
aggregations of variables, one restricts the original problem with the solution
to the aggregated problem. Furthermore, one can use the structure to branch
on. Fractional sums of variables bounded from above by one correspond, in-
deed, to natural hyper-planes to branch on. We stress that this approach is
compatible with the architecture of modern general-purpose solvers.

The aggregations of variables, mutual-exclusion and precedence constraints
are prevalent in scheduling, packing, and timetabling applications. Mutual
exclusion constraints correspond to an instance of graph colouring. For nu-
merous extensions of graph colouring, there are natural primal and branch-
ing heuristics, and the present best lower bounding heuristics are based on
matrix-free implementations of augmented Lagrangian methods for semidefi-
nite programming relaxations, which we present. Precedence constraints cor-
respond to an instance of precedence-constrained multi-dimensional packing.
For such packing problems, we present natural primal heuristics and lower
bounding heuristics based on an adaptive discretisation and strong discre-
tised linear programming relaxations. In other applications, other structures
may need to be found.

We focus on a reduction of the time it takes to obtain a solution with
non-trivial post-hoc guarantees of its quality. On a set of instances of in-
teger linear programming from certain complex timetabling, packing, and
scheduling problems, for example, the combination of heuristics above can
often close to a gap of under five percent by orders of magnitude faster than
state of the art solvers. This consequently speeds up the run-time to the
convergence proper.
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The Structure of the Thesis

The thesis consists of three parts:

• Chapter 2 provides an overview of the state of the art in integer linear
programming and the literature describing it. A few, albeit straight-
forward, original results are included, obtained by drawing certain con-
nections between integer linear programming, on one hand, and Logic,
Computational Complexity, and Number Theory on the other.

• Part II provides a critical overview of three alternative approaches to
integer linear programming, which have been presented in three papers
[16, 12, 45] at the Integer Programming and Combinatorial Optimiza-
tion (IPCO) conference in recent years. Original probabilistic results
suggest why such approaches may not work particularly well in general.

• Part III presentes a novel alternative approach to integer linear pro-
gramming, based on “useful structures”, and gives three examples of
such useful structures: aggregations of variables, colouring components,
and precedence-constrained components. Computational complexity of
the problems is studied, alongside probabilistic analyses of the struc-
tures and heuristics for finding them.

Throughout the text, original results are given as lemmata and theorems, to-
gether with proofs, whereas results of other authors are given as propositions,
with a reference, but without a proof.

There are two appendices:

• Appendix A describes an extension of a well-known optimisation pro-
gramming language, so as to support semi-automated reformulation,
and the tools for picking the best reformulation, based on a benchmark
set of instances.

• Appendix B describes a tool for tuning parameters of integer program-
ming solvers, which had not been finished, before the publication of
some very similar work by Fatma Kilinç-Karzan [264] and Hutter et al.
[247, 245, 246], and hence will not be finished.

Unlike in the main body of text, where only the constraint matrix and right-
hand-side and objective vectors are required as input, the appendices focus
on families of instances:
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• formulated in an algebraic modelling language allowing for separation
of model and data

• (optionally) with multiple data files to accompany a single model.

Although this is currently not the standard input to general-purpose integer
linear programming solvers, it seems very natural.

The Contribution of the Thesis

To a developer of integer programming solvers, the following prototypes could
be of interest, outside of the broad concepts of a“useful” structure and“struc-
ture pool”:

• a primal heuristic for integer programming with algebraic reformula-
tions and subsequent diving

• a method for discovering compact formulations of graph colouring in
matrix (A, b) of an integer linear program, together with an augmented
Lagrangian method for a novel semidefinite programming relaxation of
the corresponding extension of the graph colouring problem

• a programming language for optimisation with semi-automated refor-
mulations, complete with an open-source parser with Boost Spirit,
which makes it easier to manage compact integer programming for-
mulations and pick the appropriate one

To theoretical computer scientists, integer programming may seem too
general a problem to tackle. Indeed, the present-best worst-case run-time
lower bound for integer programming in n variables of arity a in realistic
models of computation is Ω(n2 log(a + 1)) [312], as it seems. The following
original results could, however, be of interest:

• tight lower bounds of the order of Θ(n) on tree-width, branch-width,
clique-width, NLC-width, and rank-width of graphs drawn from a sim-
ple random model G(n, 1

2
) and the corresponding matrices, asymptoti-

cally almost surely, together with related straightforward probabilistic
results and conjectures on unimodular submatrices and the size of a
border in block-diagonal forms
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• the definition of a structure in integer programming (2.35), related
to kernelisation [220], and its restriction to a useful structure (5.9),
formal statements of a number of problems (6.1, 6.2, 6.3, 7.4, 7.5, 8.4)
related to the notion of a structure in integer programs, or equivalently,
extracting certain submatrices from a matrix, together with proofs of
NP-Hardness or polynomial-time algorithms

• a probabilistic analysis of variable-aggregating heuristics for integer lin-
ear programming

• an optimal transformation of graph colouring on graph G to multi-
colouring of a possibly much smaller graph G′, which is computable in
polynomial time

• semidefinite programming relaxations of a number of extensions of
graph colouring, which correspond to one of the useful structures, to-
gether with a conjecture concerning asymptotic optimality of conver-
gence rates of a certain augmented Lagrangian method for solving them.

A number of connections between Logic, Computational Complexity, Num-
ber Theory, and Probabilistic Combinatorics on one hand and practical chal-
lenges encountered in the development of solvers for integer programming
could also be of interest.

To operations research practitioners and open-source enthusiasts, the fol-
lowing open-source programs could be of interest:

• a free tool for deciding which one, out of a number of succinctly de-
scribed integer linear programming formulations, performs best on a
given dataset

• a free translator of a large subset of OPL [400], the algebraic modelling
language, to the sparse-matrix format known as “.lp”

• a preliminary version of free tools, which take a mathematical model
written in OPL, the optimisation programming language, and either
set it in type using LATEX or translate it to code in C++ using Concert
libraries

• a free toolkit for the development of solvers for a certain kind of time-
tabling problems based on integer programming decompositions.

This software is available on-line at:
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• http://plosar.com

• http://philipaa.sf.net

• http://memos-solvers.sf.net

• http://discretisation.sf.net

This thesis tries to be many things to many people, which may be a bad
omen. It is hoped, nevertheless, that it could be of some use to at least one
person. If it was useful to you, please cite it or let me know otherwise.

http://plosar.com
http://philipaa.sf.net
http://memos-solvers.sf.net
http://discretisation.sf.net




Chapter 2

The State of the Art in Integer Linear

Programming

The possibility of formulating many
important applicational problems as

diophantine programming problems has been
recognized for years by many other workers in

the field of linear programming. However,
such a formulation has hitherto been almost

exclusively a dead-end.

Abraham Charnes, Review of Gomory’s
Outline of an algorithm for integer solutions

to linear programs (MR102437)

This chapter provides an overview of the state of the art in general-
purpose integer linear programming solvers. Firstly, it describes the problem
and its complexity. Subsequently, it describes the branch-and-cut approach
to solving the problem by decomposition into a number of subproblems, which
is employed by all modern general-purpose solvers, together with known com-
plexity results and heuristics for the subproblems. A few, if straightforward,
original results are included.

2.1 Integer Linear Programming

In many optimisation problems, the number of distinct configurations to
choose a solution from is finite, but grows exponentially with some natural
measure of the input. When one needs to find the configuration maximising
or minimising a linear objective function, one may be able to formulate the
problem as an integer linear program, and solve it using a general-purpose
integer linear programming solver.

13



14 The State of the Art in Integer Linear Programming

2.1.1 Problem Definitions

Let us start with a simple decision problem:

Problem 2.1. Inequality-constrained Integer Feasibility (FEAS):
Given an m × n integer matrix A and an m-vector b of integers, decide if
there exists x ∈ Nn such that Ax ≤ b.

where N denotes the set of natural numbers including zero. There are
two important special cases:

Problem 2.2 ([259]). Knapsack: Given an n-vectors a, c of integers, and
integers b, k, decide if there exists x ∈ {0, 1}n such that ax ≤ b and cTx ≥ k.

Problem 2.3 ([274]). Support-2 Integer Programming Feasibility:
Given an m × n integer matrix A with at most 2 non-zero entries per row,
an m-vector b of integers, and an n-vector c of integers, decide if there exists
x ∈ Nn such that Ax ≤ b.

The optimisation counterpart of Inequality-constrained Integer
Feasibility is:

Problem 2.4. Inequality-constrained Integer Program (IP): Given
an m × n integer matrix A, an m-vector b of integers, and an n-vector c of
integers, find x ∈ Nn such that Ax ≤ b and cTx is minimised or report no
such x exists.

Its equality-constrained variant is:

Problem 2.5. Equality-constrained Integer Program: Given an
m × n integer matrix A, m-vector b of integers, and n-vector c of integers,
find x ∈ Nn such that Ax = b and cTx is minimised or report that no such
x exists.

An important special case is:

Problem 2.6. Single Equality Constraint Integer Programming
Feasibility (SCIPF, [295]). Given a non-negative vector a ∈ Zn and an
integer b, does there exist x ∈ Zn satisfying atx = b, x ≥ 0?

Notice it is analogous to Knapsack above.
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2.1.2 Complexity

Considering that the knapsack problem is a special case of Inequality-
constrained Integer Feasibility with a single constraint, and that one
can introduce slack variables in order to solve inequality-constrained prob-
lems using Equality-constrained Integer Feasibility, it is easy to
see that both problems are NP-Hard1:

Proposition 2.7 (Karp [259]). Knapsack is NP-Complete.

Proposition 2.8 (Leuker [295]). Single Equality Constraint Inte-
ger Programming Feasibility is NP-Complete.

Proposition 2.9 (Lagarias [274]). Support-2 Integer Programming
Feasibility is NP-Complete.2

Considering that there is a pseudo-polynomial time algorithm for knap-
sack, it should not be too surprising that:

Proposition 2.10 (Lenstra, [282]). There is a polynomial algorithm for
Inequality-constrained Integer Feasibility, when the number of
variables n is fixed.

Proposition 2.11 (Papadimitriou, [337]). There is a pseudopolynomial algo-
rithm for Equality-constrained Integer Program, when the number
of constraints m is fixed.

This is due to the intuitive, but non-trivial:

Proposition 2.12 (Papadimitriou, [337]). Let A be an m×n integer matrix
and b an m-vector, both with entries from {0,+1, . . . ,+a}. Then if Ax = b
has a solution x ∈ Nn, it also has one in {0, 1, . . . , n(ma)2m+l}n.

Proposition 2.12 is also the basis of proofs that integer linear programming
is in NP . The present-best unconditional lower bound seems to be:

Proposition 2.13 (Meyer auf der Heide, [312]). In random access machines,
there is Ω(n2 log(a + 1)) lower bound on the run-time of a decision problem
corresponding to Equality-constrained Integer Program in n vari-
ables of arity a.

This may well illustrate the limits of our understanding of computational
complexity in theory.

1See the seminal paper of Cook [118] or any textbook [26] for the definitions. For the
proofs, see [257, 374].

2The proof is non-trivial. It uses a reduction from Good Simultaneous Approxi-
mation, given as Problem 2.14 in the following section.
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2.1.3 The State of the Art

In practice, state-of-the-art integer programming solvers decompose oneNP-
Hard problem into a number ofNP-Hard problems, some of which may again
be formulated as integer programs, some of which are actually often solved
using a recursive call to the integer programming solver.

The search proceeds by visiting nodes of an implicit binary search tree,
where each node of the tree corresponds to a distinct linear programming
relaxation, and each edge corresponds to the addition of a single variable
bound. Initially, the solver tries to find an integer feasible solution, which is
NP-Hard in general. Most solvers also try to simplify the instance in a pro-
cess known as “domain propagation” or “constraint propagation” or “bound
strengthening” and “(node) pre-solving” or similar. Subsequently, the solver
obtains the optimum of a linear programming relaxation at the current node
of the tree, which bounds the objective function values encountered in the
corresponding sub-tree. Subsequently, the solver tries to find inequalities
which are valid for all integer solutions, but violated by the current linear
programming relaxation, which isNP-Hard, and resolve the relaxation. Sub-
sequently, a variable with fractional value vi in the relaxation is picked, and
two new nodes of the search tree are formed, where xi ≤ bvic in one, and
xi ≥ dvie in the other. The choice of the variable to branch on, so that a
certain criterion is maximised, is again NP-Hard for several natural criteria.
If a solution is available, whose value is better than the optimum of a lin-
ear programming relaxation at a certain node, the sub-tree corresponding to
that node can be disregarded, as it is guaranteed not to contain the optimum.
Out of the nodes of the search tree that were formed previously, but not yet
visited or pruned, we need to pick the node to visit next. Tests on standard
benchmarks [132] suggest, however, that this final decision is not particularly
important. Once the node to visit next is chosen, the process is repeated.
See Figure 2.1 for a schematic illustration.

The idea of branch-and-bound is often attributed to Land and Doig [277].
The addition of cuts at the root node has been suggested by Crowder et al.
[125] and extended to the addition of cuts at other nodes by Grötschel et al.
[304]. The name of “branch-and-cut” together with the introduction of the
“cut pool” is dut to Padberg and Rinaldi [335]. The use of domain propa-
gation has been studied by a number of authors [371, 9], independently. In
the following sections, we describe the sub-problems and routines for solving
them in more detail.
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2.2 Primal Heuristics

Some of the most important heuristics within integer programming solvers
try to find the first integral feasible solution, preferably at the root node of
the search tree.

2.2.1 Background

The problem of finding the (first) integral feasible solution is closely related
to the following problem in Number Theory:

Problem 2.14. Minimum Good Diophantine Approximation in l∞-
norm (GDA, [365]): Given a rational vector α = (α1, . . . , αd) ∈ Qd and
an integer n, find an integer Q, 1 ≤ Q ≤ n, such that ||Qα mod Z||∞ :=
maxdi=1 minn∈Z |Qαi − n| is minimised.

It is known that:

Proposition 2.15 (Rössner and Seifert [365]). There exists no polynomial-
time algorithm which for α ∈ Qd and integer n computes a number Q,

1 ≤ Q ≤ 2log
1
2−γ dn where for an arbitrarily small positive γ

||Qα mod Z||∞ ≤ 2log
1
2−γ d

n

min
q=1
||qα mod Z||∞,

unless NP ⊆ DTIME(n poly(log n)).

We make the connection precise when we use the result in the proof of
Lemma 2.16 below.

2.2.2 Complexity

See Section 2.1.2, for results related to deciding if an integer program is
feasible and what is the optimum. Notice, in particular, Problem 2.3 and
Proposition 2.9, which illustrate that deciding the feasibility of an integer
program is hard even in very restricted cases. An interesting question re-
mains, however, whether solutions within certain bounds of optimum can
be obtained in polynomial time, when the feasibility is guaranteed. This is
often be formalised as a-approximation: Let us have a minimisation prob-
lem with a positive real-valued objective function f(S) for solution S and
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optimal solution OPT (I) for instance I. An algorithm A is said to be a-
approximate for the problem, if it produces solution A(I) with objective
function f(A(I)) ≤ af(OPT (I)), a ≥ 1 for any instance I.

Inapproximability within Almost Polynomial Factor

One can show:

Lemma 2.16. Unless NP ⊆ DTIME(n poly(log n)), there exists no algo-

rithm for Support-2 Integer Programming that is 2log
1
2−γ d-approximate

and runs in polynomial time, even when the existence of a feasible solution
is guaranteed.

Proof. There is a polynomial-time reduction between Minimum Good Dio-
phantine Approximation in l∞-norm and Support-2 Integer Pro-
gramming. Let us have an integer program in d + 1 variables and 2d + 2
constraints:

−s1b ≤ s2

(
aib

bi
y − bxi

)
≤ s1b, 1 ≤ i ≤ d (2.1)

1 ≤ y ≤ N (2.2)

This reduction has been used by Lagarias [274] elsewhere previously.

2.2.3 The State of the Art

Heuristics in combinatorial optimisation, in general [213], and primal heuris-
tics in integer programming, in particular, are typically based on:

• Relaxation: enlarge the feasible region, for instance by ignoring certain
constraints or variables, and try to make the “relaxed” solution feas-
ible for the original problem afterwards. For example, many heuristics
use rounding in linear programming relaxation, which ignores the inte-
grality constraints. Many other “diving” heuristics solve a subproblem
limited to “core” variables [351, 244], with the hope it will be possible
to extend it to a solution of the complete problem

• Restrictions: shrink the feasible region, so that it resembles a well-
known problem, such as network flows. If there is a solution in the
“restricted” feasible region, it is also a solution to the original problem
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• Randomisation: attempt to generate a solution for a sub-problem re-
peatedly, randomly, until a usable candidate is found

• Replacement objective: Change the objective function so that it is no
longer equivalent, but loosely speaking“pointing in the same direction”.

There is now a wide variety of published heuristics.

We first provide an extensive overview of published work, and subse-
quently an overview of heuristics implemented in current solvers. A brief
overview is also provided in [287, 9, 27, 48, 8]. The only recent account of
computational experience is, as it seems, in [9, 48, 8].

Search without Relaxations

A number of algorithms have been proposed, which do not use linear (or
convex programming) relaxations. Those proposed prior to 1990 [30, 279,
182, 142, 349, 238, 271, 291, 152, 180] can perhaps be considered pioneering
work. Zanakis [419] presents an empirical comparison of three of the early
approaches. There are also a number of more recent proposals [38, 5, 343,
344, 326, 345, 346, 327, 347, 348, 317, 329]. None of these does, however,
seem to be implemented in modern solvers, perhaps due to them not being
competitive.

Rounding within a Single LP Relaxation

The most widely used class of primal heuristics are based on rounding within
a single linear programming relaxation:

• Randomized rounding [360, 50, 51, 385]: Round all variables randomly
up or down and check if the solution is feasible

• Simple rounding [106]: For each variable, perhaps randomly chosen,
check if rounding preserves feasibility, and round

• Shifting and rounding with look-ahead [48]: for each variable, check if
rounding it preserves feasibility, and if not, whether there is a sequence
of k further roundings (or bound-changes) that would restore feasibility

• Iterated rounding [87]: Round and fix variables close enough to integer
values, resolve for the remaining variables, repeat while possible
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• Ceiling point algorithms [370]: move towards various “ceiling points” in
turn and try rounding, where a “ceiling point” for constraint i is x such
that aTi x ≤ bi and for each j = 1, . . . , n, aTi x+ aij ≥ bi

• Vector-length diving [48]: Try to round variables in the increasing or-
der of the product of the fractional part of a value in the relaxation,
the objective function coefficient, and the largest absolute value of a
coefficient associated with the variable

• Coefficient diving [48] and active-constraint methods [342]: Try to
round variables in the order of the numbers of constraints that the
variables occur in

• Pseudo-cost or reduced-cost diving [377, 393, 303, 48, 405]: Try to
round variables in an order of some estimate of the impact on the
variable on the objective function value

• Further variants of rounding (HEURIS4, BEST21, RSS1, [106, 107])

• Local-search in a linear programming relaxation [406]: search Flip
neighbourhoods defined by rounding each variable up or down. The
mechanism for navigating the search space could be a tabu-list [193,
130, 262, 4, 288, 199, 200, 289, 124, 402, 194, 195, 197, 237], where one
cannot round one variable twice within a fixed number of iterations

• Fractional diving and relaxation-enforced neighbourhood search (RENS,
[48, 49]): search neighbourhoods defined by tightening bounds on gen-
eral integer variables to bxc and dxe, where x is the value in the
presently-obtained linear programming relaxation

• Relaxation-guided variable neighbourhood search [357, 356, 358]: Search
neighbourhoods, which are again instances of integer programming, in
the order of their relaxations’ objective value.

Dual fixing is possible also in non-linear relaxations [236], again by study-
ing the Lagrange multipliers for constraints xi ≤ 1 and xi ≥ 0.

Diving with a Different Objective

A class of primal heuristics perhaps the closest to our work presented in
Chapter III is based on modifying the objective function, albeit often within
the same dimension:
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• Direct search methods [142, 238, 152, 403], sometimes called interior
path methods [238, 152], whose best-known examples are the feasibility
pump [157, 10, 47, 75], objective feasibility pump [48, 10], and their
variants: Alternate steps in the direction of optimality and integrality.

• Directional rounding [248, 199, 200, 196] and linesearch diving [48] or
“path relinking” [248] approaches: Try to use multiple linear program-
ming relaxations, such as those obtained at the root node and at the
present node, and try to round or dive taking the difference into ac-
count, interpreting it as a direction

• Variants of Benders’ decomposition [123, 361, 417, 7]: Try to decompose
the problem, for instance, into the integer and non-integer parts and
alternate steps in the direction of the objective restricted to the two
parts, perhaps with a term to obtain a solution close to the previous
one

• Smooth and dive [261]: Try to add the weighted sum of the product
of each binary variables with its complement to the objective function.
Several variants of this scheme have been investigated [129], recently.

Certain attempts at modifying objectives have also appeared in work on
genetic algorithms for finding feasible solutions to integer programs [243],
although their computational performance does not seem to be comparable
to the state-of-the art general-purpose solvers.

Diving Integrated in an LP Solver

Another class of primal heuristics, albeit perhaps of limited recent interest, is
based on the accommodation of integrality constraints in the simplex method:

• Integral simplex methods [206, 234, 235]: Pivot in a simplex-like tableau,
keeping values integral.

• Pivot and complement [33]: considering integrality is equivalent to all
slack variables, except for upper bounds, being in the basis of the sim-
plex algorithm, one can try to perform pivots to that effect. This can
be further integrated with searching a Flip neighbourhood and bounds
on the objective value [222, 3, 290, 4]

• Pivot and shift [34]: Try to pivot towards integrality of general mixed
integer programs using a local branching [159] procedure
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• Pivot and Gomory cut [187]: Try to choose pivots depending on their
interactions with Gomory cuts

• Pivot, cut, and dive [145]: Try to pivot towards integrality and derive
(so called “Benders”) cuts from impossibility of feasibility of integer
solutions thus reached

Arguably, there are also many other heuristics. Some are implemented in
solvers, but not published: The Gurobi Solver reportedly implements more
than a dozen primal heuristics. Many more are published, but not widely
implemented: There is the dual multi-phase algorithm of Glover [191], or the
convergent diving of Wilbaut [411]. There is also the intriguing octahedral
neighbourhood search (Octane) [31, 32], which is based on the correspondence
between binary vectors in Rn and facets of an n-dimensional octahedron. It
tries to enumerate a number of the octahedron’s facets in one direction,
converts them to binary vectors, and checks for their feasibility. It seems,
nevertheless, that the heuristics in the bulleted lists above are representative
of the state of the art.

Very little is known about the suitability of these heuristics for various
classes of problems, except perhaps for the survey of Berthold [48]. In partic-
ular, there are only a few theoretical analyses [337, 137, 201, 50, 52, 51, 385],
and these are mostly related to the performance on packing and covering
problems. In Chapter III, we hence suggest a way to circumvent the lack
of insight: We propose primal heuristics designed to recognise and suit a
particular class of instances.

2.3 Improvement Heuristics

Improvement heuristics are related to primal heuristics. They try to find an
improving feasible solution based on the feasible solutions found previously
and the linear programming relaxation obtained at a given node.

2.3.1 Background: Polynomial-time local search

The class of search problems, for which local optimality can be verified in
polynomial time, known as PLS, is closely related to improvement heuristics
for integer linear programming. Let us have a language L, such as finite
strings of symbols from {0, 1}, in which one can describe any instance of a
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problem. Let us have set DL of instances, for each instance i ∈ DL a finite
set FL(i) of solutions, for each instance i ∈ DL and solution s ∈ FL(i) a non-
negative integral cost cL(i, s), and again for each instance-solution pair i, s
neighbourhood N(i, s) ⊆ FL(i). Polynomial-time local search (PLS, [252])
is then defined by:

• Algorithm AL, which given i ∈ DL, produces a solution s ∈ FL(i), and
runs in time polynomial in |i|.

• Algorithm BL, which given i ∈ DL and string s, decides whether s ∈
FL(i), and if so, computes cL(i, s), both in time polynomial in |i|.

• Algorithm CL, which given i ∈ DL and s ∈ FL(i), decides if there is any
solution s′ ∈ FL(i) with better cost than that for s, and if so, produces
such solution, both in time polynomial in |i|.

The subset of NP search problems, for which there exists polynomial-time
local search is denoted as PLS-problems, or just PLS. There are a number
of alternative definitions3 of PLS, which exhibit its central position in logic
and complexity.

A PLS-problem L is PLS-reducible to a PLS-problem K, if there are
polynomial-time computable functions f and g such that:

• f maps instances i of L to instances f(i) of K

• g maps instance-solution pairs i, f(i) to a solution of i

• for all instances i of L, if s is a local optimum of f(i) of K, then g(i, s)
is a local optimum for x.

The notion of PLS-Completeness follows.4

Proposition 2.17 (Johnson el al. [252]). If coNP 6= NP , no problem in
PLS is NP-Hard.

Furthermore:

3Without introducing the precise definitions, let us consider the definition of Buss et
al. [92] using Σb

1 definable functions of T 1
2 .

4Without introducing the precise definitions, let us consider, for example, the so-called
Flip neighbourhoods, are complete for MaxCut, Max2SAT, Graph Partitioning,
and the Travelling Salesman problem. Walser [406] wrote a book on applications of
Flip neighbourhoods in integer programming.
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Proposition 2.18 (Orlin el al. [331]). If there exists a near-exact neigh-
bourhood for a PLS-complete problem, then PLS = P , where we define
neighbourhood N to be near-exact if the objective function value of every
local optimum is worse than that of at most a polynomial number of other
feasible solutions.

2.3.2 Problem Definitions

Problem 2.19. Augmentation (AUGM, [375]): Given an m × n integer
matrix A, an m-vector b of integers, an n-vector c of integers, and a feasible
solution x ∈ Zn, Ax = b, find a feasible solution y ∈ Zn such that Ay =
b, cy < cx, or state that there is no such y.

2.3.3 Complexity

Firstly, it is clear that:

Proposition 2.20 (Schulz [375]). Augmentation is NP-Hard.

From Propositions 2.17 and 2.20, it follows that there are limitations to
what can be achieved through polynomial local search improvement heuris-
tics. Orlin el al. [331] have shown a closely related result: a problem has
a fully polynomial-time approximation scheme if and only if it has a fully
polynomial-time augmentation scheme, for the natural definitions of the two
terms.

2.3.4 The State of the Art

In improvement heuristics, one often encounters two terms from “population-
based” heuristics:

• Local search: Search within a “neighbourhood” of an integer feasible
solution, using some definition of what neighbourhood is

• Mutation: Typically pseudo-random perturbation of an integer feasible
solution, perhaps leading to another integer feasible solution

• Cross-over: Obtaining a new integer solution, perhaps integer feasible,
by combining two or more integer feasible solutions
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• Memetic approaches: After obtaining an integer feasible solution by
cross-over or similar, try to improve it using local search.

Building upon these simple ideas, a wide variety of approaches have been
proposed:

• Mutation of a single solution [150, 229, 367]

• Mutation and crossover of multiple solutions [40, 169, 296, 328, 265,
99, 48, 367]: try to combine solutions, while perturbing randomly and
improving greedily the combined solutions, if integer feasible

• Local search within neighbourhoods given by multiple solutions [25,
367]: try to search the neighbourhoods given by distinct values of vari-
ables encountered in multiple integer feasible solutions

• Relaxation induced neighbourhoods (RINS, [131, 133]): search neigh-
bourhoods given by fixing values of those variables that have the same
value in the present-best feasible solution and the linear programming
relaxation at the current node. Further studies [133] propose to use
bounds on the objective function value, but not to use bounds on vari-
ables given from branching in the neighbourhoods, or to modify the
objective using pseudo-costs [410].

• Local branching [248, 158, 161, 229, 159]: searching neighbourhoods
within distance k from the present-best integer solution

• Distance Induced Neighbourhood Search (DINS, [186]): Combine soft-
fixing of local branching with hard fixing of relaxation induced neigh-
bourhood search.

It seems, however, that only the most simple approaches perform well
across a broad range of instances. The apparent difficulty is the complexity
of searching the neighbourhoods: Local branching takes the original instance
and adds a very dense constraint. Unless the pre-processing, which is a
high-order polynomial-time constraint-propagation algorithm, results in con-
siderable simplification, searching the neighbourhood may, in practice, be as
hard as solving the original problem. Commercial solvers, which implement
local branching and relaxation induced neighbourhood search seem to have
the functionality disabled by default.
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2.4 Branching Heuristics

2.4.1 Background: Optimal Proof Systems

Closely related to the class of branching heuristics is the notion of optimal
proof systems [359]. Broadly speaking, an important open problem in logic
corresponds to the question of whether there exists a polynomial-time com-
putable branching rule, which for every fixed feasible instance of Equality-
constrained Integer Feasibility, is not polynomially worse than any
other branching rule, with respect to the number of nodes visited. This
question is closely related to NP 6= coNP .

In order to understand the results, one needs to understand some def-
initions. In the definition of Cook and Reckhow [119], a proof system for
language L ⊆ Σ∗ in alphabet Σ is a polynomial-time computable function
from all strings onto theorems, f : Σ∗ → L. A string w ∈ Σ∗ with f(w) = x
is called an f -proof for x ∈ L. In the definition of Kraj́ıček and Pudlák
[272], when f and g are proof systems for L, f (p-)simulates g, if for any
g-proof w there is an f -proof w0 of length |w0| = |w|O(1) computable in poly-
nomial time, such that f(w0) = g(w). It follows that proof systems for L are
quasi-ordered by the relation of simulation. A maximal element of the quasi-
ordering for L is an optimal proof system for L. In general, it is unknown,
however, whether an optimal proof system exists. Without introducing all
the definitions, let us state two important arguments:

Proposition 2.21 (Kraj́ıček and Pudlák [272]). If NE = coNE , then the set
of tautologies (TAUT) has optimal proof systems. If E = NE , then the set
of tautologies (TAUT) has p-optimal proof systems. If the set of tautologies
(TAUT) has optimal proof systems, NP 6= coNP .

Notably, proof systems that do not introduce new variables, do not seem
to be optimal [359]. On the other hand, a proof system that does introduce
new variables5 can be optimal, if there is limited advice as to what the new
variables should be:

Proposition 2.22 (Cook and Kraj́ıček [117]). There exists an optimal proof
system which is computable in polynomial time with one bit of advice.

5The system in question is polynomially-bounded Extended Frege. Without introducing
all the definitions, the paper uses: Provability of coNP ⊆ NP/O(1) gives a polynomially-
bounded Extended Frege proof system with constant advice. Next, it shows: Provability
of NP = coNP in a polynomial-time theory implies that Extended Frege is polynomially
bounded.
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and there are optimal heuristic proof systems [239], which allow for a
small number of false positives.

Notice that these results were phrased in terms of tautologies and arbi-
trary proof systems. For Equality-constrained Integer Feasibility,
similar results could be shown easily by extending the arguments of Sadowski
[369] made in the context of propositional satisfiability.

2.4.2 Problem Definitions

In practical integer linear programming, the length of the proof, expressed
as the number of nodes visited, is hard to work with. One hence uses myopic
“proxies”for the minimisation number of nodes visited, such the maximisation
of the improvement of the bound or the reduction of the dimension of the
problem by fixing variables. Even the two proxies mentioned are hard to
optimise. The former, as an optimisation problem, is:

Problem 2.23 ([297]). Greatest lower bound from a disjunction:
Given an m× n integral matrix A ∈ Zm×n, an m-vector b ∈ Zm, an n-vector
c ∈ Zn, find d ∈ Zn, r ∈ Z such that min{cTxL, cTxR} is maximized, where
xL, xR ∈ Rn are optimal solutions of linear programs (min cx s. t. Ax ≤
b, dTx ≤ r) and (min cx s. t. Ax ≤ b, dTx ≥ r + 1).

The decision version is:

Problem 2.24 ([297]). Lower bound from a disjunction: Given A ∈
Zm×n, b ∈ Zm, c ∈ Zn, and integer k, does there exist disjunction d ∈ Zn, r ∈
Z such that min{cTxL, cTxR} ≥ k, where xL, xR ∈ Rn are optimal solutions
of linear programs (min cx s. t. Ax ≤ b, dTx ≤ r) and (min cx s. t. Ax ≤
b, dTx ≥ r + 1).

The dimension reduction is captured by:

Problem 2.25 ([297]). Disjunctive infeasibility: Given A ∈ Zm×n, b ∈
Zm, c ∈ Zn, does there exist disjunction d ∈ Zn, r ∈ Z such that the feasible
region of (Ax ≤ b, dTx ≤ r) and (Ax ≤ b, dTx ≥ r + 1) are empty?

2.4.3 Complexity

The NP-hardness of branching variable selection in propositional satisfiabil-
ity (SAT) has been shown by Liberatore [283]. Mahajan and Ralphs [297]
extended this to all the problems above:
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Proposition 2.26 (Mahajan and Ralphs [297]). Disjunctive infeasibil-
ity is NP-Complete even for binary programs using 0-1 hyperplanes.

2.4.4 The State of the Art

Currently available ILP solvers branch on individual variables whose values
are fractional in the relaxations [315, 275, 284, 27, 171, 276], if one disregards
special ordered sets. Trivial approaches, such as user-given priorities [166],
objective function coefficient [30, 182], maximum integer infeasibility, i.e. v−
bvic closest to 0.5, and minimum integer infeasibility, i.e. non-zero minimum
of v−bvic or v−dvie, have been replaced only by more sophisticated criteria
for the choice of one out of the variables, rather than among the much larger
number of disjunctions available by branching on general hyperplanes.

Modern solvers try to estimate some “proxy” of the effect of branching on
a given variable on the time to convergence:

• The change of bound, or equally, the depth of the cut: the difference
between the minimum or maximum of the objective function values
after branching and its present value

• The change [342]: captured by the Euclidean distance of the LP relax-
ation after branching from the present one, for instance

• Dimension reduction [297]: the (minimum) reduction of the dimension
of the problem by variable fixing, made possibly after branching

• Inference [11, 8]: the sum of the numbers of reductions made possible
in the subproblems obtained by the branching

• Entropy [189]: minimise entropy, where the entropy of a binary variable
is zero, if it is integral, and −v log2(v)− (1− v) log2(1− v), if its value
v is fractional

• Conflict activity [7, 8]: the number of appearances of each variable in
recent cuts, inspired by solvers in propositional satisfiability.

Some early approaches, such as minimum integer infeasibility branching, were
based on trying to achieve infeasibility of one of the sub-problems obtained
by branching. This, however, no longer seems a very appealing goal.

There are a number of approaches to estimating the values of the effect
of branching on a given variable:
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• Pseudo-cost branching: From a fixed value, e.g. all-ones vector, objec-
tive function coefficients, or average of pseudocosts of a small sample

• Full strong branching [25]: Estimate the value for all variables frac-
tional in the relaxation by performing a small number of dual simplex
iterations in each of the possible subproblems, so as to estimate the
change of the objective function value

• Limited strong branching [9, 10, 8] and look-ahead branching [190]:
Apply strong branching only to a small limited number of variables

• Reliability branching [9, 10, 8] and other hybrids of strong branching
with pseudocosts [284, 9, 11]: Apply strong branching to unreliable
estimates

• Information-theoretic approaches [189]: use estimates based on the en-
tropy of the variable across all other nodes explored so far

• Learning-based approaches [264]: Use estimates learned previously on
a similar set of instances.

Further differences are in the number of variables, for which to update
the estimate, after each decision:

• Pseudo-cost branching [44, 166, 179]: Update only the value pertaining
to the variable previously branched on, but possibly taking into account
the effects of branching of the given variable elsewhere in the tree

• Full strong branching: Update estimates for all variables fractional in
the relaxation

• k-Best [9, 10, 8]: Update variables fractional in the relaxation, taken
in the order of a cheap estimate, until there are no new best candidate
branching variables found within k latest

• Active-set branching [91, 342]: Update variables fractional in the re-
laxation with at least a certain number of locks.

Yet further differences are in the ways how to integrate the estimates of
the effects of rounding the non-integral value up and down into one value:

• Take the value for one of the directions, up or down, constantly through-
out [44, 166, 179]



30 The State of the Art in Integer Linear Programming

• Take either the minimum or the maximum of the values for the two
directions [44, 166, 179]

• Take a convex combination of maximum and minimum,
for µ = 1/2 [9], 1/3 [215], 1/6 [9, 8]:

f(q−, q+) = µmax{q−, q+}+ (1− µ) min{q−, q+}

• Take the adjusted product of the maximum and minimum [9, 10, 8]:

f(q−, q+) = max{q−, ε}+ max{q+, ε}

• Shadow price [166, 350]: Use the shadow price of the corresponding
constraint in the dual

• Guided diving [133]: round up or down depending on the value in the
present-best integer solution.

It should be noted that a number of further approaches, inspired by propo-
sitional satisfiability, are now emerging. Notably, there are hybrids of strong
branching with pseudocosts and inference [9, 11, 8], and the intriguing con-
cept of resolution search [111, 227], which replaces branching as recursive
partitioning of the feasible region with recursive shrinking of the feasible
region. It is yet to be seen, whether any of these approaches prove to be
efficient.

2.5 Bounding and Cut Generation Heuristics

A key factor in the performance of an integer programming solver is the
quality of the relaxation. The rather vague term “quality” covers both the
gap achieved by the bound and the possibilities to obtain integer feasible
solutions by rounding or similar procedures. As one could expect, there is
a trade-off between the quality of the bound and the run-time required in
computing it. Although there are reasons to believe the importance of non-
linear relaxations will grow, most solvers still employ a linear programming
relaxation and strengthen it by the addition of further linear inequalities
(“cuts”).

2.5.1 Problem Definitions

In order to improve linear programming relaxations, one needs to find a valid
and violated inequality, also known as a “cut”:
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Problem 2.27. Separation (SEP, [375]): Given A ∈ Zm×n, b ∈ Zm, and
point z ∈ [0, 1]n, find vector a ∈ Zn and integer β ∈ Z such that ax ≤ β for
all x ∈ Zn, Ax ≤ b, and az > β, or state that such a vector a and number β
do not exist.

Perhaps the most important class of cuts for integer linear programming,
both historically and in modern solvers, are due to Gomory [204, 109, 205].
The class, where all variables are integral, is sometimes denoted Chvátal-
Gomory cuts [204], but related cuts [205] are applicable to mixed integer
programming as well. A Chvátal-Gomory (CG) cut for a constraint ax ≤ b
with multiplier vector λ ∈ [0, 1)n is an inequality of the form bλTacx ≤ bλT bc,
where λTa ∈ Zn and λT b 6∈ Zn. In theory, one could extend an instance of
integer programming with all applicable Chvátal-Gomory cuts, to obtain an
instance of integer programming denoted as the elementary closure, which
could again be extended with all applicable CG cuts. In k rounds of this
procedure, one obtains the convex hull of integer points. In general, k is finite;
for integer programming with binary variables, in particular, k is O(n2 log n)
[146].

The problem of finding a violated Chvátal-Gomory cut is known as:

Problem 2.28. Chvátal-Gomory Separation (CG-SEP, [204]): Given
A ∈ Zm×n, b ∈ Zm, and point z ∈ [0, 1]n, find vector λ ∈ [0, 1)n such that
λTA ∈ Zn, λT b 6∈ Zn, and (λTA)x ≤ bλT bc for all x ∈ Zn, Ax ≤ b, and
(λTA)z > bλT bc or state that no such vector exists.

An important special case restricts λ to {0, 1
2
}n:

Problem 2.29. {0, 1
2
} Separation ({0, 1

2
}-SEP, [96]): Given A ∈ Zm×n, b ∈

Zm, and point z ∈ {0, 1
2
}n, find vector λ ∈ {0, 1

2
}n such that λTA ∈ Zn,

λT b 6∈ Zn, and (λTA)x ≤ bλT bc for all x ∈ Zn, Ax ≤ b, and (λTA)z > bλT bc
or state that no such vector exists.

When a user-supplied oracle is used to find a cut instead of an in-built
general-purpose method, it may be necessary to verify the cut is valid:

Problem 2.30. Violation (VIOL, [375]): Given A ∈ Zm×n, b ∈ Zm, vector
a ∈ Zn and number β ∈ Z, decide whether ax ≥ β holds for all x ∈ Zn, Ax ≤
b, and if not, find a feasible solution y ∈ Zn, Ay ≤ b with ay < β.
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2.5.2 Complexity

Considering the results on equality of separation and optimisation [214], it is
not too difficult to see:

Proposition 2.31 (Folklore, e.g. [375]). Separation is NP-Hard.

Proposition 2.32 (Caprara and Fischetti, [96]). Chvátal-Gomory Sep-
aration is NP-Hard.

Although there are fast separation heuristics [269], even the {0, 1
2
} special

case is hard:

Proposition 2.33 (Caprara and Fischetti, [96]). {0, 1
2
} Separation isNP-

Hard.

It is also hard to check for validity of a cut:

Proposition 2.34 (Schulz, [375]). Violation is NP-Hard.

2.5.3 A Selective Overview

Unlike in previous sections, we do not attempt to provide an exhaustive
overview of the literature, due to its sheer volume. We should like to point
out, however, that one often observes that the number of cuts required to
strengthen a weak linear programming relaxation is simply too large to use
in practice. Stronger relaxations, without the addition of further inequali-
ties, can be had by generalising linear programming. Semidefinite program-
ming (SDP, [42, 414]) is one popular generalisation of linear programming,
replacing the vector variable with a square symmetric matrix variable and
the polyhedral symmetric convex cone of the non-negative orthant with the
non-polyhedral symmetric convex cone of positive semidefinite matrices. The
primal-dual pair in the standard form is:

zp = min
X∈Sn
〈C,X〉 s. t. LA(X) = b and X � 0 (P STD)

zd = max
y∈Rm,S∈Sn

bTy s. t. L∗A(y) + S = C and S � 0 (D STD)

whereX is a primal variable in the set of n×n symmetric matrices Sn, y and S
are the corresponding dual variables, b is an m-vector, C, Ai are compatible
matrices, and linear operator LA(X) maps symmetric n × n matrices to
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vectors inRm. The ith element LA(X)i = 〈Ai, X〉, and the adjoint is L∗A(y) =∑
i yiAi. M � N or M −N � denotes M −N is positive semidefinite. Note

that an n × n matrix, M , is positive semidefinite if and only if yTMy ≥ 0
for all y ∈ Rn. As all linear combinations with non-negative coefficients of
positive semidefinite matrices are positive semidefinite, X � 0 should again
be seen as a restriction to a convex cone.

One can also treat inequalities explicitly in the primal-dual pair:

zp = min
X∈Sn
〈C,X〉

s. t. LA(X) = b and LB(X) ≥ d and X � 0 (P SDP)

zd = max
y∈Rm,v∈Rq ,S∈Sn

bTy + dTv

s. t. L∗A(y) + L∗B(v) + S = C and S � 0 and v ≥ 0 (D SDP)

where d is a q-vector and linear operator LB(X) maps n × n matrices to
q-vectors similarly to LA above. This form will be used in Chapter III.

For a number of particular problems, there are very good semidefinite
programming relaxations, giving rise to a number of very good, so called
“spectral”, algorithms [21]. When only a general binary linear programming
formulation is given as an input, one can use one of the general operators
for deriving semidefinite programming relaxations [293, 278, 221] listed in
Table 2.1. For a number of well-known NP-Hard problems, a linear num-
ber of applications of such operators suffices to obtain the convex hull of
integer solutions [293, 278, 221]. This could be seen as an alternative ap-
proach to integer programming, albeit not a particularly successful one, so
far, considering that the repeated applications of known operators do pro-
duce super-exponentially large instances of semidefinite programming.6 The
use of a fixed small number of applications of the operator in a branch-and-
bound schema may still result in an exponential number of nodes visited in
the worst case [352], albeit perhaps very small number of nodes in expecta-
tion. A variant of this approach, utilising one application of such operators
for a particular subsets of variables and constraints, is explored in more detail
in Chapter III.

6Notice one cannot rule out an algorithm that would optimise over such a relaxation
in polynomial time, yet, as it seems.
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Operator Dimension Reference
Lovász-Schrijver N t

+ Θ(2t−2nt+1) Lovász and Schrijver [293]
Moment method Qt Θ(n2t) Lasserre [278]

Block diagonal L̃t Θ(1/(t+ 1)! nt+1) Gvozdenović et al. [221]
Table 2.1: Operators for deriving SDP relaxations of integer linear programs,
with dimensions after t iterations given by Gvozdenović et al.
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Stop?

Pre-solving

Post-solving

Primal/improv.
heuristics

Domain
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Solving the
relaxation
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and selection
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Figure 2.1: A schematic illustration of the main loop in state of the art
integer linear programming solvers. The highlighted steps are discussed in
further detail in this chapter.
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In mathematics,
the more abstract, the more valuable.

Martin Grötschel [211]

Efforts must be made to ensure that promising algorithms
discovered by the theory community are implemented, tested and

refined to the point where they can be usefully applied in practice.

Aho et al. [15]

Chapter 2 presented the branch-and-cut schema, which is employed in all
state-of-the-art solvers for integer linear programming. This partpresents a
number of known alternative approaches in a unifying framework, together
with probabilistic arguments showing a number of them require run-time
exponential in the number of variables, in expectation.

Alternative Approaches to Integer Programming

A number of alternative approaches to integer linear programming proceed
in three steps:

1. A transformation of an instance of integer linear programming to a
difficult subproblem and its easy to solve “complement”, where the dif-
ficult sub-problem or “core” [244] need not necessarily be treated as an
instance of integer linear programming

2. A solver for the difficult sub-problem, such as a dynamic programming
recursion or a large-scale semidefinite program, whose run-time is hard
to reduce further

3. A transformation of a solution of the difficult sub-problem to a solution
of the original problem.

In theory, such a decomposition may have some appeal, as the run-time of
both steps is often exponential only in some parameter(s) of the difficult
subproblem, rather than in the number of variables or constraints of the
original problem. This partformalises this framework and presents three well-
known alternative approaches in the framework. The following theoretical
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“counter-argument” is also made precise for a number of structures: there is
little to be gained if the parameter is linear in the dimension of the problem
in expectation.

In particular, we focus on:

• Approaches based on “width parameters” such as tree-width, branch-
width, clique-width, rank-width, boolean-width, and motivated by the
insight that many problems can be cast as a problem on graphs, and
many graph problems are easy on trees. To find the decomposition of
a graph into a tree and a mapping from the tree to the original graph
minimising many width parameter is, however, very hard in practice
and NP-Hard in theory. In order to exploit the low width parameter,
one can either use dynamic programming, or alternative relaxation-
producing operators (e.g. Sherali-Adams), where the number of itera-
tive applications required to reach an integer solution is bounded by a
function of the parameter (e.g. tree-width)

• A number of approaches inspired by constrained single-commodity flow
problems try to find a large“good submatrix”, such as the largest totally
unimodular submatrix, and consider the rest as the hard sub-problem.
The extraction of many types of good submatrices is NP-Hard. Dy-
namic programming can be used [17, 16] to exploit the good submatrix.

• An extension of the search for a good submatrix inspired by multi-
commodity flow problems is to find a “block-structured” submatrix,
where each matrix may turn out to be “good” in some sense. The
computation of the least bandwidth of a matrix under row and column
permutations is NP-Hard, but there are good heuristics [128]. One
can use the decomposition to generate cuts (MCF separator, [12]), for
example.

The reasons for the focus on the three approaches are two-fold: First, the
recent appearance of papers [16, 12, 45, 302] claiming their imminent ap-
plicability, and second, our ability to prove the above-mentioned negative
probabilistic results.

We do not present a number of other approaches:

• Pure cutting plane approaches [420]: Formulate the convex hull of in-
teger points as an exponentially large linear program and solve it, by
representing the inequalities implicitly. Notice that branching is not
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used in any related “outer approximation” approaches. Notice that
the linear program is typically built up in “rounds” and the number of
rounds required can be seen as the parameter.

• Approaches based on operators for deriving semidefinite programming
relaxations, such as Lovász-Schrijver N t

+ [293], the block-diagonal L̃t

[221], and the moment method Qt [278]: Formulate super-exponentially
large semidefinite program by repeated applications of the operator and
try to solve it. Notice that the number of applications of the operator
can be seen as the parameter.

• Approaches exploiting connections with Semi-algebraic Geometry (Poly-
nomial Optimisation), notably the fact every n-dimensional polyhe-
dron can be described by 2n explicit polynomial inequalities, shown by
Grötschel et al. [212, 79]. The degree of the polynomial is a parameter
that can be considered.

• Approaches using recursive basis reduction [282, 256, 120, 235]: Apply a
certain rounding procedure and recursive basis reduction, which reduces
a problem to a number of sub-problems in a lower dimension. The depth
of the recursion seems to be a natural parameter.

• Approaches using basis reduction as a pre-processing [1, 341]: Apply
basis reduction and use branching on integer linear combinations of
vectors from the null-space of the constraint matrix to reach conver-
gence within lower and upper bounds on variables. The dimension of
the reduced basis can be considered as a parameter.

• Approaches exploiting “Gröbner bases” [398, 391] and algebraic prop-
erties of “Graver bases of the Graver bases” [372, 46] corresponding to
the constraint matrix.

• Approaches exploiting connections with hard flow problems [226]: De-
compose the constraint matrix into a sum of multiple matrices with the
“consecutive ones” property and hence transform integer programming
to a certain hard flow problem.

• Travelling salesman approaches: Billera and Sarangarajan [55] have
shown every 0−1 d-dimensional polytope is affinely equivalent to a face
of the asymmetric traveling salesman polytope, albeit in a much higher
dimension. Given the large amounts of work on traveling salesman
polytopes [25], could one make use of the connection?
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• Approaches exploiting Lovász local lemma [149, 319]: Srinivasan [385]
suggests what relaxations can be rounded to integers. One could hence
try to find the largest submatrix that is guaranteed to be feasible,
or equally in binary integer programming, find the largest submatrix
corresponding to an instance of propositional satisfiability of the neigh-
bourhood structure that is employed in the constructive version of the
lemma [319]. Notice that the constructive version uses local search.

• Approaches based on local search: One can use Flip neighbourhoods,
which are widely and successfully used in Propositional Satisfiability
[406].

• Approaches based on sampling: A broad class of integer convex pro-
grams can be solved in time O(2d + 8d

√
n lnn lnn) + dO(d)φ lnn in ex-

pectation on numbers with dO(1)φ bits, as n → ∞ by the sampling
technique of Clarkson [112]. This is based on the fact that all optima
of an integer program in dimension n are determined by at most 2n−1
inequalities each, which has been shown by Scarf [373, 41], and a clever
use of basis reduction to find the constraints.

Many such approaches could also be cast in this framework, as suggested in
Table 2.2. See Aardal et al. [2] for an analytical comparison of some of these
approaches.
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Table 2.2: Structures in integer linear programs.

Refs. Structure Algorithm A1 Algorithm A2

[302] Tree-decompositions Find a branch-decomposition Cunningham-Geelen
[66, 59] Good submatrices Find a unimodular submatrix Dynamic programming
[319] Lovász local lemma Find a submatrix, for which the lemma Dynamic programming

guarantees feasibility
[45] Block-decomposition Find a block-decomposition Dantzig-Wolfe
[226] Hard flows Find a sum of “consecutive ones” matrices Solve a flow problem
[212, 79] Semi-algebraic geometry Reformulate as polynomial optimisation Solve it
[293, 221, 278] Semidefinite prog. Formulate a semidefinite program Solve it
[420] Pure cutting-planes Find linear prog. cuts Solve it
[1, 341] Basis reduction Basis reduction Branching
[282, 120] Recursive basis red. Rounding Recursion
[112] Sampling Basis reduction Sampling
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Fixed Parameter Tractability and the Notion of a Structure

Fixed Parameter Tractability has been introduced by Downey and Fellows
[138]. In the definition by Flum and Grohe [164], a parameter is a function
from problem instances to the set of natural numbers. A problem is fixed
parameter tractable (FPT) with respect to fixed parameter p, if there exists a
function f and algorithm A, such that there is an upper bound f(p(I))nO(1)

on the run-time of algorithm A on instance I. Of particular interest are
then cases, where f is singly-exponential, i.e. O(cp(I)), which are sometimes
denoted “bounded fixed-parameter tractable”. Notice that, again, one fixes
both the choice of the parameter and its value.

In kernelisation [220], an algorithm takes an instance i1 of problem P
and parameter p of value k and in polynomial time produces instance i2 of
problem P such that

• |i2| ≤ |i1|

• i1 has a solution if and only if i2 has a solution

• |i2| is bounded from above by an arbitrary function g in k.

Problem P admits a polynomial kernel, if there exists kernelisation of P
with parameter p of k, where g = kO(1). Rather trivially, problem P admits
a polynomial kernel if and only if P is fixed parameter tractable, for some
parameter p.

For example, when one fixes the number of variables, the algorithm of
Lenstra [282] (Proposition 2.10) shows Inequality-constrained Inte-
ger Feasibility is fixed parameter tractable. When one fixes the number
of constraints, algorithm of Papadimitriou [337] (Proposition 2.11) shows
Equality-constrained Integer Program is fixed parameter tractable.
It makes sense, however, to require p to be rather more different from the
dimension of the input one denotes n. Another interesting example of a pa-
rameter, seemingly little studied so far, is the objective function value at the
optimum. In many minimisation problems in combinatorial optimisation,
the optimum is rather a small number k and it is easy to produce feasible
solutions with value k + 1 as well as to infer integer infeasibility of solutions
with value k − 1, which could perhaps be exploited. This, however, is not
the focus of this part.

The main definitions are:
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Definition 2.35. For every instance of Inequality-constrained Inte-
ger Program (Problem 2.4), consisting of m × n integer matrix A, an
m-vector b of integers, and an n-vector c of integers, a particular structure is
defined by three algorithms:

• Algorithm A1 finds sub-matrices S1, S2, . . . , Ss ⊆ A and produces the
corresponding index-sets Bi, Ci, 1 ≤ i ≤ s for rows and columns, re-
spectively

• Algorithm A2 finds a solution to a problem whose input is (A, b, c, s)
and (Bi, Ci), 1 ≤ i ≤ s, and whose output is T

• Algorithm A3 translates (A, b, c, s) and (Bi, Ci), 1 ≤ i ≤ s, to a solution
of the original problem (A, b, c).

Notice that a particular structure generalises the notion of a kernel in
that the intermediate form with Bi, Ci, 1 ≤ i ≤ s does not necessarily have
a more succinct description than the original instance, and specialises it to
integer programming.

Definition 2.36. Two particular structures are in the same inside relation,
if and only if for for every instance of Inequality-constrained Integer
Program the index sets Bi, Ci obtained by Algorithm A1 and T obtained
by Algorithm A2 are the same.

Notice that there well may be a choice between an exact Algorithm
A1 running in exponential time and a heuristic Algorithm A1 running in
polynomial-time, but that the same-inside relation allows us to distinguish
between the two, while obscuring the immaterial differences between two ex-
act Algorithms A1 producing the same output or two implementations of a
heuristic. It is easy to see the same-inside relation is an equivalence. Subse-
quently:

Definition 2.37. A structure is a class of the same inside equivalence on the
set of particular structures.

Ultimately, in Part III we introduce useful structures.





Chapter 3

Tree Decompositions

Many graph-related problems are easier to solve on trees than on an arbi-
trary graph. Intuitively, if a graph is in some sense close to being a tree,
the problem could also be closer to being easy to solve, if one knew to “what
tree” the graph is close to. This intuition has inspired a considerable amount
of work on tree decompositions of graphs, which are pairs of a tree and a
mapping from the tree to the original graph. Width parameters of graphs
are then functions from graphs to integers, capturing the minimum of some
property of any admissible tree decomposition. Informally speaking, for ex-
ample, a graph has tree-width no more than k if and only if it can be covered
by sub-graphs of size k + 1 in a tree-like fashion. The generally applicable
algorithms for integer programming [127, 302] based on such decompositions
seem to have generated a great amount of interest, recently. We present an
overview of what is known and an original probabilistic analysis.

3.1 The Many Definitions of Tree-width

There are now dozens of width parameters of graphs, most with many al-
ternative definitions. The most influential width parameters, tree-width and
branch-width, have been defined by Robertson and Seymour [363, 364], build-
ing upon the work of Seese [376] and others. This section focuses on tree-
width.

There are a number of formal definitions of tree-width in the literature.
The standard definition uses tree decompositions. Formally, a tree decom-
position of G = (V,E) is a pair ({Xi : i ∈ I}, T ), where {Xi : i ∈ I} is a
collection of subsets of V (“bags”), and T = (I, F ) is a tree such that:

• The bags cover the vertex-set,
⋃
i∈I
Xi = V

• Each edge is in at least one bag, ∀{u,w} ∈ E,∃i ∈ I : u,w ∈ Xi

47
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• Each vertex is included in bags forming a connected subtree of T ,
∀i, j, k ∈ I: if j is on a ij-path in T , then Xi ∩ Xk ⊆ Xj, or alter-
natively, ∀v ∈ V , {i ∈ I : v ∈ Xi} is connected in T .

The width of a tree decomposition (Xi : i ∈ I, T ) is maxi∈I |Xi| − 1. The
tree-width of G is the minimum width over all tree decompositions of G.

In order to provide a better intuition, it is useful to reiterate a number of
other definitions. The definition of Thomassen [392] start from a connected
graph G = G′ ∪ G′′ and its cut C, where G′ and G′′ are connected and
C = G′ ∩ G′′ is a complete subgraph. This decomposition into simplical
summands can be performed recursively [389]. A connected graph in which
every simplical summand is a complete graph Kw is called a Kw-cockade.
The tree-width of a graph G, tw(G), is the least integer k such that G is a
subgraph of a Kw+1-cockade [392].

The definition can also be phrased in terms of triangulations [69]. Graph
G = (V,E) is triangulated if each two non-consecutive vertices are adjacent
in every cycle of length at least four. A graph H = (V,E ′) is a triangulation
of G = (V,E) when H is triangulated and G is a subgraph of H. Tree-width
of a graph G, tw(G), is one less than the minimum of clique sizes of H over
all triangulations H of G. When one has a triangulation of G with maximum
clique Kw+1, it is possible [69] to find a tree decomposition of G of width w
in linear time.

Alternatively, tree-width can be introduced “bottom-up”: For a k > 0, a
k-tree is defined inductively as:

• the complete graph Kk is a k-tree

• any graph obtained from a k-tree G by adding a new vertex v and
joining v to k − 1 vertices of some Kk subgraph of G

A partial k-tree is a subgraph of a k-tree. The tree-width of a graph G,
tw(G), is the least integer k such that G is a partial k-tree.

3.2 Branch-width and Related Parameters

Branch-width [364] and related width parameters [332, 13, 85] can be pre-
sented in the following framework: Let f be a cut function of a graph G,
and (T, δ) a decomposition tree of G. For every edge uv in T , {Xu, Xv}
denotes the 2-partitions of V induced by the leaf sets of the two subtrees we
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get by removing uv from T . The f -width of (T, δ) is the maximum value of
f(Xu), taken over every edge uv of T . An optimal f -decomposition of G is a
decomposition tree of G having minimum f -width. The f -width of G is the
f -width of an optimal f -decomposition of G.

Outside of branch-width, it is easy to define rank-width [332] and boolean-
width [13, 85] in this framework. In rank-width [332], function f is the cut-
rank function:

frw = log2 |{Y ⊆ B : ∃X ⊆ A, Y = 4x∈X N(x)}| , (3.1)

where neighborhood N(x) are vertices adjacent to x and 4 denotes the
set difference. This is the base-2 logarithm of the size of the row space
over GF(2)-sums, which is the number of pairwise different vectors that are
spanned by the rows of the |A| × |V \ A| submatrix of the adjacency matrix
of G over GF(2), where 0 + 0 = 1 + 1 = 0 and 0 + 1 = 1 + 0 = 1. The
corresponding discontiguous definition of taking a submatrix will be used
throughout the paper. Boolean-width [13, 85] can then be defined similarly
with

fβw = log2 |{Y ⊆ B : ∃X ⊆ A, Y = ∪x∈X N(x)}| . (3.2)

Informally, we take the logarithm of the number of distinct unions of the
neighbourhoods of vertices. This, without much surprise, is the base-2 loga-
rithm of the size of the row space of a binary matrix with boolean-sums (1 +
1 = 1). For standard definitions, please follow the references [364, 332, 13, 85].

3.3 Finding the Decomposition

3.3.1 The Problem and its Complexity

The problem of determining branch-width is hard:

Problem 3.1. Branch-decomposition: Given a {0, 1} matrix A and an
integer k, find a branch-decomposition of the column matroid of A whose
branch-width is at most k, or report that no such branch-decomposition
exists.

Proposition 3.2 ([380]). Branch-decomposition is NP-Hard.

On the other hand, the problem is “easy”, when the parameter k is not a
part of the input:
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Problem 3.3. Test for Branch-width k: Given a {0, 1} matrix A,
decide if there exists a branch-decomposition of the column matroid of A
whose branch-width is at most k.

Proposition 3.4 ([241]). For any fixed k, Test for Branch-width k is
solvable in polynomial time.

Unfortunately, the proof of the result is rather non-constructive, in that
the algorithm requires the list of excluded minors for branch-width k, which
is finite, but unknown and known to be of superpolynomial cardinality.

3.3.2 An Integer Programming Formulation

Ulusal [397] formulated branch-width minimisation as:

min z (3.3)

s. t.
∑
s∈S

xs = |E| − 3

(|E| − 4)xs −
∑

s′∈S,s�s′
xs′ ≤ 0 ∀s ∈ S

csxs ≤ z ∀s ∈ S

where there is xS for each pair S = (A,B) of complementary subsets of E
(“separation”), with value 1 if S is used in the branch decomposition and 0
otherwise, and c is an |E|-vector of constants (“degree of separation”). S�S ′
denotes S and S are laminar. Notice that this formulation closely resembles
integer linear programming.

3.3.3 Heuristics

As far as we are aware, there are published only a few accounts of computa-
tional experience with heuristics for branch-width decomposition:

• “Caterpillar”heuristics [302]: Take the n columns of a constraint matrix
in an arbitrary order and assign them to the leaves of a tree on 2n− 2
vertices and 2n− 1 edges, which is known as a “caterpillar”.

• Greedy heuristics [72]: There are a number of heuristics, which sort
columns in the order of degree of a corresponding graph or similar.
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A computational comparison of greedy fill-in (GFI), greedy fill-in +
triangulation minimization (GFI+TM), and greedy degree (GD) for
tree-width is provided by Bodlaender and Koster [72].

• Local search heuristics [401]: Neighbourhood search for tree-width min-
imisation based on the search for triangulations of a graph has been
described. It is not clear, however, whether there are any implementa-
tions and what is their performance.

• Spectral methods [121]: Reorder the matrix by the values in the Fiedler
eigenvector [155] of a Laplacian of the corresponding graph. Cook and
Seymour [121] report their positive experience with such methods for
branch-width decompositions of planar graphs.

• Node separator approaches: Arguably, one could formulate a number
of approaches based on finding “separators”, small subsets of vertices,
whose removal leaves the (sub)graph disconnected. There are now very
well-developed heuristics (e.g. MeTiS and PaToH, [260, 97, 98]) for the
partitioning, used in so-called “nested dissection” throughout numeri-
cal linear algebra. Alternatively, one could use min-cut computations,
which have been used in unpublished work by Hliněný et al. and Mar-
gulies et al. [302].

See also Subsection 5.2.3 for related work on heuristics for block decompo-
sition. Indeed, together with sparse matrix factorization, both problems are
closely related to the problem of finding vertex separators. The connection
between tree-width and the height of an elimination tree [285] has been made
precise previously [71]. Using the known inequalities between tree-width and
branch-width, one can easily extend this connection to branch-width.

3.4 Exploiting the Decomposition

The only approach to exploiting tree decompositions in integer programming
known to be implemented, so far, is the algorithm of Cunningham and Geelen
[127], which solves:

Problem 3.5 ([127]). Equality-constrained Integer Programming
using a Branch-width k Decomposition of a Non-negative Mat-
rix: Given m× n integer non-negative (!) matrix A, m-vector b of integers,
n-vector c of integers, and branch-decomposition T of column matroid M(A)
of width k, find x ∈ Nn such that Ax = b and cTx is minimised or report
that no such x exists.



52 Tree Decompositions

Algorithm 1 Cunningham-Geelen(A, b, c, T, k)
in the presentation of Margulies et al. [302]

1: Input: Non-negative integral A ∈ Zm×n+ and its branch-decomposition
T = (V,E), ν of width k, non-negative integral b ∈ Zm and integral
c ∈ Zn

2: Output: Vector x ∈ Zn such that cTx is minimised

3: for all X ⊆ {1, 2, . . . , n} do
4: if |X| = 1 then
5: Calculate B(X)
6: else
7: Partition X into (X1, X2)
8: B(X) = ∅
9: for all b1 ∈ B(X1) and b2 ∈ B(X2) do

10: b′ = b1 + b2

11: if b′ ≤ b and b′ ∈ span([Ab][X]) then
12: B(X) = B(X) ∪ b′
13: end if
14: end for
15: end if
16: end for
17: for all b ∈ B({1, 2, . . . , n}) do
18: Find x corresponding to b
19: Find the minimum of cTx
20: end for
21: Return optimal x

Cunningham-Geelen uses dynamic programming. The algorithm builds
up B({1, 2, . . . , n}) recursively: B(X) from B(X1), B(X2) for subproblems
restricted to a partition of X1, X2 ⊂ X,X1 ∪ X2 = X,X1 ∩ X2 = ∅. Sub-
sequently, it obtains x for each b ∈ B({1, 2, . . . , n}), evaluates the objective
function at x, and picks the minimum. See Algorithm 1, where [Ab][X] de-
notes matrix obtained by concatenation of A, b restricted to columns of X.
Overall:

Proposition 3.6 (Cunningham and Geelen [127]). Cunningham-Geelen solves
Equality-constrained Integer Program using a branch-width k
Decomposition in pseudo-polynomial time O((max(b) + 1)2kmn+m2n).

Margulies et al. [302] has only recently started working on the first known
implementation. They report positive results on infeasible instances with
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branch-width of the constraint matrix at most six, problems with square
constraint matrix of branch-width at most six and small numbers of feasible
solutions and trivial compact linear programming relaxations, and certain
related classes of problems.

Further means of exploiting low width measures could be based on the
work of Bienstock and Ozbay [53]. They show, broadly speaking, that for
a graph of tree-width k, k applications of Sherali-Adams operator suffice to
obtain the convex hull of feasible solutions for linear relaxations of various
specific graph problems. It can be conjectured that this is the case more gen-
erally. Notice that this approach requires solving very large linear programs,
but it does not require the tree decomposition.

3.5 An Analysis

Considering that it is not clear what integer programs do have low width
measures, it seems important to ask the following questions:

• Does a random binary matrix have low branch-width?

• What is the tree-width, branch-width, and rank-width of a random
binary matrix?

• What classes of binary matrices do have low branch-width?

We set out to study width parameters via the rank of certain submatrices
of random matrices over GF(2). We denote M(m,n, p) to be the family of
probability spaces overm×n,m ≤ nmatrices over GF(2), where each element
of a matrix is chosen independently to be 1 with probability p and 0 with
probability 1 − p. Initially, we also use a simple random model M(m,n, 1

2
),

denoted M(m,n) for n ∈ 3, 6, 9, . . .. For event A, we denote the probability
that A happens by P(A). A happens asymptotically almost surely in a family
of probability spaces indexed with n, if P(A) goes to 1 as n goes to the large
limit.

First, we state a proposition derived from a more general theorem of
Blömer, Karp, and Welzl [67], which is reminiscent of Shannon’s switching
game [381]:

Proposition 3.7 (Blömer et al. [67]). The probability that an m×n,m ≤ n
matrix Mm,n drawn randomly from M(m,n) has rank less than m − d is
2−Ω((n−m+d)(m+d)).
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We use this to derive a simple lemma:

Lemma 3.8. Asymptotically almost surely, the minimum rank of n
3
× 2n

3

submatrices of Mn,n drawn randomly from M(n, n) is bounded from below
by Ω(n).

Proof. Let us denote the minimum rank among n
3
× 2n

3
submatrices Sn

3
, 2n

3

in an n × n matrix Mn,n over GF(2) drawn from M(n, n) by µ and let us
study the probability of µ being greater than an arbitrary n

6
. Using the union

bound (in 3.5), the
(
n
n
3

)
≈ O(22n) bound on the number of submatrices of

interest (in 3.6), and Proposition 3.7 (in 3.7):

P(µ ≤ n

6
) = P(rank(N) ≤ n

6
∀Sn

3
, 2n

3
∈Mn,n) (3.4)

≤
∑

Sn
3 ,

2n
3
∈Mn,n

P(rank(Sn
3
, 2n

3
) ≤ n

6
) (3.5)

=

(
n
n
3

)
P(rank(Sn

3
, 2n

3
) ≤ n

6
) (3.6)

≈ O(22n2−n
2

) (3.7)

Clearly,

lim
n→∞

22n2−n
2

= 0. (3.8)

Now, we can state the main result using a simple model G(n, 1
2
) of random

graphs of n vertices, where each edge appears independently with probability
1
2
.

Theorem 3.9. Asymptotically almost surely, the rank-width of a graph
drawn randomly from G(n, 1

2
) is bounded from below by Ω(n).

Proof. The minimax theorem of Robertson and Seymour [364] linking branch-
width and tangles, translated to rank-width by Oum [333], implies there
exists an edge in any decomposition tree, which corresponds to a partition
(V1, V2) of n vertices of G, such that n

2
≥ |V1| ≥ n

3
and n

2
≤ |V2| ≤ 2n

3
. But

then the rank of the n
3
× 2n

3
submatrix of the minimum rank in the adjacency

matrix of graph G, given by Lemma 3.8, is a lower bound on the value of the
rank-width of G. Notice that we need not consider skew-symmetric matrices
in Lemma 3.8, as the sub-matrix is not necessarily symmetric.
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This theorem has been the first announced1 probabilistic result on rankwidth,
and has sparked further research [280].

Given the trivial upper bound of n on rank-width of a graph on n vertices,
it is easy to see this lower bound is tight:

Corollary 3.11. Asymptotically almost surely, the rank-width of a graph
drawn randomly from G(n, 1

2
) is Θ(n).

Notice the following inequalities:

Proposition 3.12 ([240]). nlcw(G) ≥ cwd(G) ≥ rw(G)
tw(G) + 1 ≥ bw(G) ≥ rw(G)

Using these inequalities between the values of the parameters, we can
state the following:

Corollary 3.13. Asymptotically almost surely, the tree-width of a graph
drawn randomly from G(n, 1

2
) is Θ(n).

Corollary 3.14. Asymptotically almost surely, the branch-width of a graph
drawn randomly from G(n, 1

2
) is Θ(n).

Corollary 3.15. Asymptotically almost surely, the clique-width of a graph
drawn randomly from G(n, 1

2
) is Θ(n).

Corollary 3.16. Asymptotically almost surely, the NLC-width of a graph
drawn randomly from G(n, 1

2
) is Θ(n).

Consider the following proposition:

1A draft describing this work was posted in arxive in August 2009 and presented at
the fourth workshop on Graph Classes, Optimization, and Width Parameters in Bergen,
Norway, in October 2009. Lee et al. [280] presented their results at the same workshop,
but posted their draft to arxive only in January 2010. The final version of their main
theorem reads:

Proposition 3.10 (Lee et al. [280]). G(n, p) is a model of random graphs on n vertices,
where each edge appears independently with probability p. For a random graph Gn,p

drawn randomly from G(n, p), the following holds asymptotically almost surely:

1. if p ∈ (0, 1) is a constant, then rw(Gn,p) = dn/3e −O(1),

2. if 1/n� p ≤ 1
2 , then rw(Gn,p) = dn/3e − o(n),

3. if p = c/n and c > 1, then rw(Gn,p) ≥ rn for some r = r(c), and

4. if p ≤ c/n and c < 1, then rw(Gn,p) ≤ 2.
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Proposition 3.17 (Bodlaender [68]). If the tree-width of G = (V,E) is at
most k, then |E| ≤ k|V | − 1

2
k(k + 1).

The corollary for tree-width should not be very surprising. Indeed, stronger
probabilistic results on tree-width have been provided by Bodlaender and
Kloks [266]. Independently, tree-width of random NK landscapes [177] and
random graphs [175, 176] have been studied by Gao. For NLC-width and
clique-width of random graphs, Johansson [250] has also proven stronger re-
sults. Nevertheless, Corollary 3.14 has been the first announced probabilistic
result on branch-width of random graphs.



Chapter 4

Unimodularity and Generalisations

Everyone wants a paper on total
unimodularity.

H. Paul Williams [412]

In the previous chapter, we have shown that exploiting branch-width
decompositions is related to exploiting certain “good submatrices” of the
constraint matrix. The search for “good matrices”, for which there is a poly-
nomial time algorithm for integer programming, is much older, though. This
direction of research has yielded hundreds of papers and solvers for many
important specific problems, albeit rather less in terms of well-performing
general-purpose solvers. As in the previous chapter, we present an overview
of known results and some simple counting arguments.

4.1 Good Matrices

The most important classes of “good matrices” can be outlined as follows:

Proposition 4.1 (Totally unimodular matrices). Let A be an m × n 0,±1
matrix. The following are equivalent:

• each square submatrix of A has determinant 0, 1, or −1

• no square submatrix of A has determinant 2 or −2 [93]

• the determinant of each non-singular m×m submatrix of full row rank
matrix [IA] is ±1 [404]

• each non-singular submatrix of A has a row with an odd number of
non-zero components [93]

57
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• each non-singular submatrix B of A has the greatest common devisor
of entries of yB 1 for each {0,±1} vector y [100]

• the sum of entries in any square submatrix of A with even row and
column sums is divisible by four [93]

• each collection of columns of A can be split into two parts so that the
sums of the columns in one part minus the sum of the columns in the
other part is a vector with entries only in 0, 1, and −1 [188]

• the polyhedron {x : Ax ≤ b, x ≥ 0} has only integral vertices for any
integral vector b [242]

• the polyhedron {x : a ≤ Ax ≤ b, c ≤ x ≤ d} has only integral vertices
for any integral vectors a, b, c, d [374]

• the value max{cx : x ∈ Ax ≤ b} = min{yb : yA = c, y ≥ 0} is achieved
by integer vectors x, y, if finite, for any integral vectors b, c [242].

For instance, the incidence matrix of a bipartite graph is totally unimod-
ular, i.e. there is a bipartite graph G on m vertices with n edges such that
Av, e = 1 if and only if edge e touches vector v [374]. Further examples of
totally unimodular matrices are network matrices:

Definition 4.2 (Tutte [374]). Let M be an m × n {0,±1} matrix. M is a
network matrix, if and only if there exists a directed graph D = (V,A), |A| =
n and a directed tree T = (V,AT ), |AT | = m and for (u, v) ∈ A, a ∈ AT :

Ma,(u,v) =


+1 if (u, v)-path in T passes through a forwards

−1 if (u, v)-path in T passes through a backwards

0 if (u, v)-path in T does not pass through a.

Ultimately, Seymour [378] has formulated necessary and sufficient condi-
tions for a matrix to be totally unimodular. For its clarity, we give a little
known formulation of the characterisation [379] in terms of unimodular hy-
pergraphs, which is also due to Seymour [379]. Notice that a hypergraph
on vertices V, |V | = n with edges E, |E| = m is given by an arbitrary bi-
nary m × n matrix M = (mi,j). M is denoted the incidence matrix, and
me,v = 1 if vertex v is in edge e and 0 otherwise. A hypergraph with a to-
tally unimodular incidence matrix is denoted as unimodular. For a directed
tree T with edges e1, . . . , en and directed paths P1, . . . , Pm, a hypergraph
with vertex set e1, . . . , en and edges P1, . . . , Pm is called the tree hypergraph.
Clearly, there are bijections between tree hypergraphs and network matrices
and unimodular hypergraphs and totally unimodular matrices.
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Proposition 4.3 (Seymour [379]). When H,H ′ are unimodular, construc-
tions (1–6) listed below yield unimodular hypergraphs. Any unimodular H
can be constructed by means of the constructions (1–6) listed below, start-
ing from tree hypergraphs and their transposes and copies of H5 [395, 58].
For hypergraphs H = (V,E), H ′ = (V ′, E ′), E = (Ei s. t. i ∈ I), E ′ =
(Ei s. t. i ∈ I ′), V ∩ V ′ = ∅, I ∩ I ′ = ∅, the constructions are:

1. Construct hypergraph with vertices V ∪ V ′ and edges Ei, i ∈ I ∪ I ′.

2. For v ∈ V, j′ ∈ I ′, construct hypergraph with vertices V \ {v} ∪ V ′ and
edges

• Ei, i ∈ I, v 6∈ Ei
• (Ei \ {v}) ∪ Ej, i ∈ I, v ∈ Ei
• Ei, i ∈ I ′, i 6= j′

3. For u, v ∈ V, j ∈ I, Ej = {u, v}, and for j′, k′, l′ ∈ I ′ such that Ek′ ∩
El′ = ∅, Ek′∪El′ = Ej′ , construct hypergraph with vertices V \{u, v}∪
V ′ and edges

• Ei, i ∈ I, u, v 6∈ Ei
• (Ei \ {u}) ∪ Ek′ , i ∈ I, u ∈ Ei, v 6∈ Ei
• (Ei \ {v}) ∪ El′ , i ∈ I, u 6∈ Ei, v ∈ Ei
• (Ei \ {u, v}) ∪ Ej′ , i ∈ I \ {j}, u, v ∈ Ei
• Ei, i ∈ I ′ \ {j′, k′, l′}

4. As above (3), except a transpose of the result for HT and H ′T

5. For v ∈ V, j, k ∈ I, v 6∈ Ej, Ek = Ej ∪ {v}, and for the analogous v′ ∈
V ′, j′, k′ ∈ I ′, construct hypergraph with vertices (V \{v})∪ (V ′ \{v′})
and edges

• Ei, i ∈ I \ {j}, v 6∈ Ei
• Ei, i ∈ I \ {j}, v′ 6∈ Ei
• (Ei \ {v}) ∪ Ej, i ∈ I \ {k}, v ∈ Ei
• (Ei \ {v′}) ∪ Ej, i ∈ I ′ \ {k′}, v′ ∈ Ei

6. For u, v ∈ V, j, k, l ∈ I, El = {u, v}, u 6∈ Ej, Ek = Ej ∪ {u}, and no
edge of H contains u except for Ek, El. For u′, v′ ∈ V ′, j′, k′, l′ ∈ I ′

defined analogously, construct hypergraph with vertices (V \ {u, v}) ∪
(V ′ \ {u′, v′}) and edges
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• Ei, i ∈ I \ {j, k, l}, v 6∈ Ei
• Ei, i ∈ I ′ \ {j′, k′, l′}, v′ 6∈ Ei
• (Ei \ {v}) ∪ Ej, i ∈ I \ {l}, v ∈ Ei
• (Ei \ {v′}) ∪ Ej, i ∈ I ′ \ {l′}, v′ ∈ Ei.

As will be shown in Section 4.4, totally unimodular matrices are rather
rare. One hence studies generalisations of total dual unimodularity, which
lead to broader classes of matrices. The natural generalisation are matrices
containing a large totally unimodular submatrix.

4.2 Finding Good Submatrices

4.2.1 The Problem and its Complexity

Note the following:

Problem 4.4. Test for Integrality: Let A be a rational matrix and b a
compatible rational vector. Decide if the polyhedron determined by Ax ≥ b
has only integral vertices.

Proposition 4.5 ([374]). Test for Integrality is stronglyNP-Complete.

Despite this proposition, one can show:

Problem 4.6. Test for Total Unimodularity: Let A be a 0,±1 mat-
rix. Decide if Ax ≥ b, x ≥ 0 has only integral vertices for any integral
b.

Proposition 4.7 ([374]). Test for Total Unimodularity is in P .

The proof relies on the Seymour’s decomposition of regular matroids [378]
(see Proposition 4.3) and it is not clear whether there are any implementa-
tions. Similarly:

Problem 4.8. Network Matrix Recognition: Given a {0,±1} matrix
A, decide whether elementary row operations and nonzero variable-scaling
can transform A into a network matrix.

Proposition 4.9 (Bixby and Cunningham [62]). Network Matrix Recog-
nition is in P .
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This result is based on Tutte’s algorithm [396] for testing whether a given
binary matroid is graphic, but an efficient implementation has been demon-
strated [62]. Although one can test a matrix for being either a network matrix
or totally unimodular, a large totally unimodular submatrix is hard to find.

Bartholdi [37] shows that the complexity of testing the existence of sub-
matrices of certain properties can be stated quite generally: The matrix
property q(A) is hereditary, if q(A) implies q(A′) for all submatrices A′ ⊂ A.
A property is non-trivial, if it holds for an infinite number of matrices and
fails for an infinite number of matrices. A quality is a non-trivial property
that is hereditary and holds for permutation matrices. Qualities include, for
example, total unimodularity and permutability to a network matrix. 1 For
any quality:

Problem 4.10. Test for Submatrix with a Quality q: Given 0, 1
matrix A and integers k1, k2, decide if A contains a k1 × k2 submatrix with
property q.

Proposition 4.11 (Bartholdi [37]). Test for Submatrix with a Qual-
ity q is NP-Complete.

The complexity of detecting a totally unimodular submatrix, in partic-
ular, can be shown from the correspondence between independent sets and
network submatrices.

Proposition 4.12 (Harary [231], Gülpinar [217]). For {−1, 0, 1} matrix A,
the size of the network submatrix is maxS⊆V {α((G(A)S)−)}, where vertices of
G = (V,E−, E+) correspond to rows of A, there is a negative edge (i, j) ∈ E−
if and only if aik = ajk 6= 0 for some column k, there is a positive edge
(i, j) ∈ E+ if and only if aik = −ajk 6= 0 for some column k, GS is the graph
obtained from G by changing signs of each edge in the cut between S and
V \ S, and α denotes the size of the largest independent set.

Based on this correspondence, Gülpinar [216, 217] have proposed graph-
theoretical algorithms for extracting a totally unimodular submatrix. There
is a growing body of related work, drawing connections between bi-directed
graphs and certain matrices [24, 353, 270, 321, 322], for which there are
guarantees of half-integral optimal solutions to linear programs Ax ≤ b [24].

1Without introducing the definitions, let us state that qualities include many other
properties, which could be exploited: balanced, perfect, permutable to consecutive or
circular ones. Similar results hold also for column submatrices, row submatrices, and
principal submatrices.
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4.2.2 An Integer Linear Programming Formulation

Naturally, there is an integer programming formulation of extracting the
largest network sub-matrix [156]. There is binary variable yi for each vertex
i ∈ V and yi is one if and only if i belongs to the network sub-matrix. When
one denotes the set of cycles in G with odd numbers of negative edges and
no parallel edges S, the formulation reads:

max
∑
i∈V

yi

s. t.
∑
i∈C

yi ≤ |C| − 1 ∀ odd negative cycle C ∈ S (4.1)

yi + yj ≤ 1 ∀(i, j) ∈ E− ∩ E+ (4.2)

yi ∈ {0, 1}

Notice that set S can be exponentially larger than the set of vertices and,
hence, the performance of any implementation depends on the quality of the
separation routine for the corresponding constraint (4.1).

4.2.3 The Heuristics

There is also a considerable body of work on heuristics for finding net-
work submatrices, which are totally unimodular submatrices. Typically, the
heuristics focus on the subset of rows, such that there is at most one co-
efficient 1 and at most one coefficient −1. Outside of pre-processing and
heuristic scaling, which tries to convert columns with 2 non-zero coefficients
to ±1 rows, the heuristic are based on one of:

• Row-scanning deletion [198, 80, 82]: Pick all rows. For each row in
turn, decide if together with the remaining rows, it forms a network
submatrix. Is so, stop. If not, discard it. Optionally, a second-pass [83]
may attempt to reinsert previously discarded rows.

• Column-scanning deletion [66, 65, 218]: Pick all columns. For each
column in turn, decide if together with the remaining columns, it forms
a network submatrix. Is so, stop. If not, discard it.

• Row-scanning addition [66, 218]: Start with an empty set of rows. For
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each row in turn, decide if it can be added so that the chosen rows still
form a network submatrix. Is so, add it. If not, continue.

• Translation to graph theory [219, 217]: Based on Proposition 4.12, one
can use a wide variety of heuristics for finding large independent sets.

There are a number of implementation issues in exploiting sparsity, deter-
mining a suitable order of processing, as well as the application of scaling
of a column. Of particular importance is scaling by −1, which is denoted
“reflection” in the literature. A good overview2 with empirical comparison is
provided by Bixby and Fourer [66, 65].

4.3 Exploiting Good Submatrices

The obvious use of a network submatrix is to construct a basis for simplex-
based linear programming using a network flow algorithm [219], or to replace
the pricing routine [299]. A comprehensive approach to the use of network
submatrices in branch-and-bound solvers for integer programming with 0/1
constraint matrices has been developed in a series of papers [17, 16] by Agha
et al.

4.4 An Analysis

Totally unimodular matrices are clearly a subset of {0,±1} matrices, but
need not be sparse. Totally unimodular matrices need not have full rank,
and indeed, most do not, in simple random models. Although there are
many known special cases of unimodular matrices and any particular matrix
can be tested for total unimodularity using the algorithm of Seymour [374],
little seems to be known about the limits of performance of general-purpose
solvers based on the structure, such as those proposed [17, 16] by Agha et al.
In particular, it seems to be interesting to ask the following question:

• What is the probability that a random {0,±1} matrix is totally uni-
modular?

• What is the largest totally unimodular submatrix in a random {0,±1}
matrix?

2Another good source may be the dissertation of Ahn [14], which I have not been able
to obtain, though.
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Notice that constructions (C1–C6) of Proposition 4.3 suggest a recursion for
the number of m× n, {−1, 0, 1} matrices, which are totally unimodular and
distinct up to the permutations of rows and columns. It seems difficult to
obtain a closed-form solution, though.

We make only a small step in this direction by bounding the number of
totally unimodular matrices from below:

Lemma 4.13. The number U(n) of distinct unimodular matrices with n
columns, up to permutations of rows and columns, satisfies:

U(n) ≥
n−1∑
i=0

ni−1

i∑
j=1

(−1)i−j
jn−2

(j − 1)!(i− j)!
(4.3)

Proof. The number U(n) of distinct unimodular matrices is clearly bounded
from below by the number of distinct network matrices. The number of
distinct network matrices corresponds to the number of distinct hypertrees
T (n). Warme [407] has shown the exact number of distinct hypertrees T (n)
is

T (n) =
n−1∑
i=0

{
n− 1
i

}
ni−1, (4.4)

where

{
n
k

}
is the Stirling number of the second kind. From the standard

formula for the Stirling number of the second kind:{
n
k

}
=

1

k!

k∑
j=0

(−1)k−j
(
k

j

)
jn =

k∑
j=1

(−1)k−j
jn−1

(j − 1)!(k − j)!
, (4.5)

we have the result.

Unfortunately, Lemma 4.13 is not sufficient to prove:

Conjecture 4.14. Asymptotically almost surely, the probability that an m×
n matrix, whose entries are independently equiprobably drawn from the set
{0,±1}, is unimodular is 0.

Still, it seems likely, considering the number of network matrices T (n) is
much less than the number of matrices on three elements.



Chapter 5

The Bordered Block-Diagonal Form

Perhaps the most promising “known structure” is related to bordered block-
diagonal matrices. The performance of general-purpose solvers based on the
structure is not quite clear yet, but the preliminary results of Bergner et al.
[45] seem to be very encouraging. As in the previous two chapters, we present
an overview of known results and a probabilistic analysis.

5.1 Dantzig-Wolfe Decomposition and Multi-Commodity
Flows

Dantzig-Wolfe decomposition [135, 174] is a conceptually simple technique
for decomposing a problem. Let us see the constraint matrix of the problem
to decompose as partitioned into rows corresponding to “easy” constraints E
and “hard” constraints H. Clearly, the corresponding polyhedron P = {x ∈
Rn | Ex ≤ e,Hx ≤ h}, is an intersection of PE = {x ∈ Rn | Ex ≤ e} with
PH = {x ∈ Rn | Hx ≤ h}. Let us consider the convex hull of integer points
inside PE, and particularly set V of vertices of the convex hull of integer
points inside PE. It is well known that each point in the convex hull of PE
can be written as a convex combination of V . Considering that polyhedron
P is bounded and there is a vector of non-negative coefficients λ ∈ R|V |, one
obtains:

P = PDW = {x ∈ Rn | Hx ≤ h, x =
∑
v∈V

λvv,
∑
v∈V

λv = 1}.

Notice that one may obtain a stronger bound by optimising over PDW than
by optimising over P only if the convex hull of integer points inside PE is not
equal to PE.

The constraint matrix is often reordered into a bordered or double-bordered
diagonal form, and the block-diagonal part is considered to form the “easy”
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constraints, where the well-known special forms are:

Block-diagonal Bordered block-diag. Double-bordered block-diag.
D1

D2

. . .

Dk



D1

D2

. . .

Dk

G1 G2 · · · Gk




D1 F 1

D2 F 2

. . .
...

Dk F k

G1 G2 · · · Gk H


Furthermore, one often considers focuses on matrices, where the blocks on
the diagonal are unimodular. This way, it is not necessary to solve an integer
program to obtain each vertex of the convex set, but also the bound obtained
by optimising over PDW cannot improve over optimisation over P .

Let us consider the following simple example:

Problem 5.1 ([151]). Two-commodity Integral Flow: Given directed
finite graphG = (V,E) with vertices V = 1, 2, . . . , n and edges E ⊂ {(u, v) s. t. 1 ≤
u 6= v ≤ n}, capacity function c : E → Z+ sources s1, s2 ∈ V (not neces-
sarily distinct), terminals t1, t2 ∈ V (not necessarily distinct), requirements
R1, R2 ∈ Z+, decide if there exist flow functions f1, f2 : E → Z+ such that
(1) flow is bounded by capacity: ∀u → v ∈ E, f1(u → v) ≥ 0, f2(u → v) ≥
0, f1(u→ v) + f2(u→ v) ≤ c(u→ v) (2) flow is conserved: f∀i ∈ {1, 2}∀v ∈
V \ {si, ti},

∑
u→v∈E fi(u → v) =

∑
v→w∈E fi(v → w) (3) flow is bounded

from below: ∀i ∈ {1, 2}
∑

si→v∈E fi(si → v)−
∑

v→si∈E fi(v → si) ≥ Ri.

Proposition 5.2 (Even et al. [151]). Two-commodity Integral Flow
is NP-Complete even for constant capacity function.

Notice the structure of the constraint matrix corresponding to Two-
commodity Integral Flow. For each commodity, there is a block on the
diagonal. There are only |E| constraints linking all commodities, so as to
enforce the capacity-bound.

5.2 Reordering in a Bordered Block-Diagonal Form

Can one, however, reorder a general matrix A into the (bordered) block-
diagonal form? How difficult is it? In Section 5.4, we show there are indeed
cases when this is possible, but there may well be a considerable border.
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5.2.1 The Problem and its Complexity

In this section, we review on the complexity of the problem:

Problem 5.3 ([78]). Bordered Block-Diagonal Decomposition: Given
an integral matrix A and integers β, κ, find the least integer b such that A can
be reordered by row- and column-permutations to a matrix, where there are
non-zero entries only in β blocks of capacity at most κ each on the diagonal
and in b rows of the border.

In order to reason about the complexity of the problem, let us introduce:

Problem 5.4 ([84]). Disconnecting graphs by removing vertices:
Given an undirected graph G = (V,E) with vertices V = 1, 2, . . . , n and
edges E ⊂ {(u, v) s. t. 1 ≤ u < v ≤ n}, find the least integer 1 ≤ r ≤ |V |,
such that there exists a partition V = V1 ∪ V2 ∪ R where there are no edges
(v1, v2) ∈ E, v1 ∈ V1, v2 ∈ V2 and |R| = r.

Proposition 5.5 (Bui and Jones [84]). Disconnecting graphs by re-
moving vertices is NP-Hard.

Marx [305] has studied variants of the problem and shown which variants
are fixed-parameter tractable.

Given the correspondence of the special case of β = 2 of Bordered
Block-Diagonal Decomposition to Disconnecting graphs by re-
moving vertices, it is easy1 to see:

Lemma 5.6. Bordered Block-Diagonal Decomposition isNP-Hard.

5.2.2 An Integer Linear Programming Formulation

Naturally, there is also an integer programming formulation [77, 78], with
binary variable xi,b one if row i belongs to block b:

1The author is not aware of this result being known previously, but due to its simplicity,
acknowledges it may well have been.
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max
m∑
i=1

β∑
b=1

xi,b

s. t.

β∑
b=1

xi,b ≤ 1 ∀ rows i = 1, . . . ,m (5.1)

m∑
i=1

xi,b ≤ k ∀ blocks b = 1, . . . , β (5.2)

xi,b + xj,b′ ≤ 1 ∀1 ≤ b 6= b ≤ β, 1 ≤ i 6= j ≤ m (5.3)

Aik 6= 0 6= Ajk for some 1 ≤ k ≤ n

xi,b ∈ {0, 1}

Notice that the formulation is compact, i.e. the number of both variables
and constraints in the partitioning instance is polynomial in the number of
variables of the original instance to partition. Cuts have been described by
[77, 78, 330].

5.2.3 The Heuristics

There are a number of heuristics:

• Maximum transversal [408, 233]: A number of non-zeros is chosen so
that no two non-zeros are chosen in any single row or column [141].
The square submatrix corresponding to the chosen rows and columns
is reordered [386] so that the chosen non-zeros appear on the main
diagonal and the matrix is blocked. Rows and columns not chosen
initially are merged in where appropriate.

• Node separator approaches [184, 366, 78, 29]: Consider the correspond-
ing graph and partition it recursively by finding “separators”, small
subsets of vertices, whose removal leaves the (sub)graph disconnected.
There are now very well performing heuristics (MeTiS and PaToH)
for the partitioning, used in so called “nested dissection” throughout
numerical linear algebra.

• Packing and covering approaches [77, 78]: Reformulate the problem as
set packing or set covering and used known heuristics or exact column
generation methods.
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• Spectral methods [28]: Reoder the matrix by the values in the Fiedler
eigenvector [155] of a Laplacian of the corresponding graph.

Rothberg and Hendrickson [366] and the recent dissertation of Tebboth [390]
detail their computational experience.

5.3 Exploiting the Bordered Block-Diagonal Form

There is a large body of work on exploiting the bordered block-diagonal in
linear algebra for linear programming solvers. Notably, it is essential in par-
allelisation (one block per core). See [366] for an overview. In an integer
programming solver, the situation is more involved. One can use the struc-
ture to generate cuts for the multiple knapsack problem [154] or, equivalently,
the generalised assignment problem [207] or, equivalently, a certain packing
problem

∑n
j=1 aijxij ≤ bi, i ∈ M = {1, · · · ,m} with special order set con-

straints
∑m

i=1 xij ≤ 1, j ∈ N = {1, · · · , n}, where xij ∈ {0, 1}, i ∈ M ,
j ∈ N [207]. There are cuts based on both one and more knapsack con-
straints. For more than one knapsack constraint, cycle, generalised cover,
and (1, k)-configuration inequalities, seem to be quite powerful, but the do
not seem to be any recent computational studies. Based on a long history of
work on exploiting network submatrices in multi-commodity flow problems
[307, 308, 299], Achterberg and Raack [12] have proposed an separation algo-
rithm for separation of mixed integer rounding cuts of Marchand and Wolsey
[300, 301], where inequalities are aggregated such that base inequalities cor-
respond to cuts of the detected network. The MCF-separator of Achterberg
and Raack [12] is also most closely related to the topic of the following, main
chapter of the thesis.

In a recent pioneering work, Bergner et al. [45] have attempted to auto-
mate the complete branch-and-price decomposition.

5.4 An Analysis

In order to put the results into perspective, it seems important to ask the
following questions:

• What is the probability of a matrix being permutable to a block-
diagonal form?

• What is the expected size of the least border one can obtain by permu-
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tation to a border or double-bordered diagonal form?

Intuitively, it is easy to see that for any non-trivial m,n, the number of m×n
block-diagonal matrices is less than the number of m×n matrices in general.
Simplistically, for k square blocks of equal size in an k2 × k2 binary matrix,
one would have for any fixed k without reordering: limn→∞ k2k

2
/2k

4
= 0.

Perhaps slightly less simplistically, we consider reordering, or rather matrices
distinct up to permutations of rows and columns, in this section.

Formally, let us use the following random model of matrices for m,n.
On a set M of all binary m × n matrices, the relation R of matrix A ∈ M
being permutable to matrix B ∈ M by permutations of rows and columns
is clearly an equivalence. Let us have a probability space, where the sample
space are the classes of “up to permutations of rows or columns” equivalence
R on k2 × k2 matrices. It is known2 that:

Proposition 5.7 (Mı́̌sek [314, 313]). The number of classes of “up to per-
mutations of rows or columns” equivalence R of m× n binary matrices is:

S(m,n) =
∑
α∈A

1

α1!α2! . . . αm!1α12α1 . . .mαm

∑
χ∈X

2m∏
i=1

(
χi + ci(α)− 1

χi

)
, (5.4)

where ci(α) is the number of cycles of length i in permutation α, A,X are the
set of permutations whose cycles of length j, k are αj, χk (j = 1, 2, . . . ,m; j =
1, 2, . . . , 2m), respectively, such that:

α1 + 2α2 + . . .+mαm = m (5.5)

χ1 + 2χ2 + . . .+mαm = n. (5.6)

This is related to previous results of Harary [230, 232] and uses the method
of Pólya [354]. We want to show:

Theorem 5.8. Asymptotically almost surely, the probability that a binary
k2 × k2 matrix is permutable to a block-diagonal matrix with k blocks of
equal dimensions is 0, considering both row and column permutations.

Proof. One can apply the same reasoning as above, looking at the proportion
of block-diagonal matrices with k blocks of equal size “up to permutations of
rows or columns”, within m×n binary matrices “up to permutations of rows

2This result is often referenced, for instance in The On-Line Encyclopedia of Integer
Sequences, but it does not seem to have been translated to English previously.
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or columns”. Let us denote the event of the class of the equivalence being
block-diagonal with k blocks of equal dimensions B:

P(B) = lim
n→∞

kS(m,n)

S(km, kn)
(5.7)

= lim
n→∞

(k − 1)
∑

α∈A
1

α1!α2!...αm!1α12α1 ...mαm

∑
χ∈X

∏2m

i=1(χi+ci(α)−1
χi

)∑
α∈A

1
αm+1!αm+2!...αkm!1α12α1 ...(km)αm

∑
χ∈X

∏2km

i=1 (χi+ci(α)−1
χi

)

for ci(α), A,X defined as above. As it is easy to see that S(m,n) grows
superlinearly in both m and n, limn→∞ kS(m,n)/S(km, kn) = 0. The result
follows.

Notice that a number of generalisations of Theorem 5.8 may use the same
“proof technique”. It, hence, seems that one should apply such methods only
to instances, where it is reasonable to expect the constraint matrix to be
(bordered) block-diagonal.





Part III

Useful Structures in Integer
Programming
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An integer programming solver
is one big bag of tricks.

Bob Bixby [57]

While an idea that provides a big benefit for one problem class
can be quite useful, [...], one practical difficulty is that MIP

practitioners are typically unaware that they are confronting a
problem of that class. At a minimum, a method should be able to

recognize models to which it can be applied, ideally introducing
little or no overhead when the model does not fit the mold.

Bob Bixby and Ed Rothberg [56]

Chapter 2 presented the branch-and-cut schema, which is employed in all
state of the art solvers for integer linear programming, and Part II presented
a number of incompatible alternatives. This partpresents an approach, which
is by definition compatible with the branch-and-cut schema, yet makes it pos-
sible to “exploit hidden structure” as many of the incompatible alternatives
do. This is illustrated on three “useful structures”.

The key definition is a restriction of the notion of a structure in integer
programs:

Definition 5.9. A particular structure in an integer program (Definition 2.35)
is useful if it defines algorithms A1,A3 and non-trivial algorithms for two or
more of the following:

• Inequality-constrained Integer Program (Problem 2.4)

• Augmentation (Problem 2.19)

• Greatest lower bound from a disjunction (Problem 2.23)

• Separation (Problem 2.27)

Algorithm A2 is fixed to be the usual branch-and-cut, using the two or more
the (primal, improvement, branching, bounding or separation) heuristic sub-
routines.

By non-trivial, we mean making use of the augmented input s, (Bi, Ci), 1 ≤
i ≤ s, rather than (A, b, c) only. Subsequently, we define a structure to be
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Useful structure Primal Improvement Branching Bounding

Variable aggregation X X X X
Colouring component X X X X
Precedence constraints X X

Table 5.1: The availability of primal, improvement, branching, and bounding
heuristics for integer linear programming exploiting the listed useful struc-
tures.

useful, if it includes a particular structure that is useful. See Figure 5.1 for
an illustration of the algorithm schema. As suggested in Table 5.1, where
there is the structure, it is often possible to improve upon all four algorithms,
so as to achieve improvements in both the run-time and the quality of the
solutions, branching disjunctions, or cuts.

Throughout this chapter, we use the following definitions: The support
of a vector z ∈ Zn is integer sequence S(z) = i ∈ N : zi 6= 0. A block of n
variables in constraint z is a complete integer subsequence, which is composed
of successive integers {i, i+1, i+2, . . . , i+n−1} ⊂ S(z). Notice that different
permutations of variables give different supports and blocks. A constraint
with support S is compatible with partition P of the set {1, 2, . . . , n}, if one
can partition S into elements of P . Notice that compatibility is preserved
under the permutation of variables. A submatrix of an m × n matrix M =
(mi,j) is given by two index-sets B ⊆ {1, 2, . . . ,m} and C ⊆ {1, 2, . . . , n}. It
corresponds to a |B| × |C| matrix with entries (mb,c), b ∈ B, c ∈ C. A block
of matrix M is given by two index-sets B ⊆ {i, i + 1, . . . , i + |B| − 1} and
C ⊆ {j, j + 1, . . . , j + |C| − 1}, which are complete integer subsequences. A
row-block of matrix M is given by the index-sets B ⊆ {i, i+1, . . . , i+|B|−1},
where B is required to be a complete integer subsequence and all columns
are selected, C ⊆ {1, 2, . . . , n}, |C| = n. Subsequently, component extraction
problems try to find the maximum submatrix with a particular property,
whereas block extraction problems try to find the maximum satisfying block.

A number of related approaches were studied in the early 1980s under the
banner of “hidden structure discovery”, “model analysis and simplification”
[59, 192], and “dynamic factorisation” [208, 81], although none seem to be
currently implemented in modern branch-and-cut solvers. Notice that our
approach is, however, compatible with branch-and-cut solvers by definition.
The stress on the compatibility with branch-and-cut solvers as described in
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Chapter 2 and the particular combinatorial objects exploited seem to be
original.
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Figure 5.1: A schematic illustration of the proposed integer linear program-
ming solvers. The highlighted boxes are discussed in this section in further
detail.



Chapter 6

Variable Aggregations

Many problems combine multiple sub-problems, each with a vector variable
in a compact integer linear programming formulation. The natural compact
formulation of the integrated problem uses a vector variable of length given
by the product of the lengths of the vector variables of the sub-problems. The
number of constraints in the natural compact formulation of the integrated
problem is given by the sum of sub-problems’ constraints and a number of
additional complicating constraints. Notice that for c sub-problems with
variables of equal lengths, the constraints will be Ω( c

√
n) dense. See, for

example, Problem 1.2 with 2 sub-problems. Such“integrated”problems often
pose a challenge to general-purpose solvers.

A natural approach to solving such problems is to solve one, hopefully
more important, sub-problem first, while ignoring the complicating con-
straints, and use the solution to constrain the search for the solution of the
original problem. Under certain conditions, this approach can provide both
lower and upper bounds. The search for “one sub-problem” corresponds to
an aggregation of variables, which is studied in this chapter.

6.1 Aggregating Variables in Integer Programs: An
Introduction

Broadly speaking, the approach has three stages:

1. Aggregate binary variables: A reasonable aggregation can be obtained
by solving instances of variants of set covers or set partitioning, relaxing
some constraints or not

2. Translate and solve: Use aggregated variables to replace those employed
to derive them in both the constraints and the objective and solve the
“aggregated core”

3. Solve the original problem: Use the solution of the “aggregated core” to
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constraints subsets of variables in the original problem, apply certain
reductions, and try to solve it with limits on the number of nodes to
explore.

Optionally, one can also identify parts of the model implementing functions
such as “maximum over a set of binary variables” or “absolute value of a
variable”, where the value is used only in the objective function, and remove
the constraints and related “auxiliary” variables. Such extensions will be
studied only in Section 6.5.

Based on the compatibility with constraints, one can distinguish a number
of properties of aggregation:

• Arbitrary : When newly introduced variables replace those employed to
derive them, one may be able to derive feasible solutions, but this is
not guaranteed. One may still use newly introduced variables together
with those employed to derive them, in order to derive lower-bounds.

• Bound-preserving : When newly introduced variables replace those em-
ployed to derive them, any cuts and lower-bounds derived from the
aggregated core can be translated to the original instance

• Feasibility-preserving : When newly introduced variables replace those
employed to derive them, a feasible solution in the aggregated core
corresponds to a feasible solution of the original instance, although
there need not be a bijection between the sets of solutions

• Optimality-preserving : When newly introduced variables replace those
employed to derive them, optimal solution in the aggregated core cor-
responds to an optimal solution of the original instance, although there
need not be a bijection between the sets of solutions

• Solutions-preserving : When newly introduced variables replace those
employed to derive them, there is a bijection between feasible solutions
of the aggregated core and feasible solutions of the original instance

• Equivalent : The aggregation is bound-preserving, feasibility-preserving,
and optimality-preserving.

Notice that arbitrary aggregations may relax any number of constraints and,
hence, provide arbitrarily poor feasible solutions, if anything at all. A bound-
preserving aggregation of Problem 1.2, for example, uses variables xp,c =
1, if course c is taught at period p, and 0 otherwise, while dropping any
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constraints and terms in the objective not compatible with the partition,
resulting in a relaxation of the original problem. In order to obtain a solution-
preserving and bound-preserving aggregation of the same problem, one only
needs to include constraints restricting the number of events timetabled for
each period. This provides a much better relaxation of the original problem,
but still not an optimality-preserving aggregation. Notice that only heuristics
for deriving equivalent aggregations seem to have so far been implemented
[416] in state-of-the-art integer programming solvers.

6.2 Finding Aggregations

6.2.1 The Problem and its Complexity

Problem 6.1. r-Relaxed k-Part Variable Aggregation: Given an
m1 × n integer matrix A1, an m2 × n integer matrix A2, an m3 × n integer
matrix A3, an m1-vector b1 of integers, an m2-vector b2 of integers, an m3-
vector b3 of integers, and an n-vector c of integers, corresponding to an integer
linear program with constraints A1x = b1, A2x ≤ b2, A3x ≥ b3, x integral,
and objective cTx, decide if there exists a partition P of {1, 2, . . . , n} into at
most k subsets such that the support of the objective c and the support of
all but r constraints (A1, A2, A3) can be partitioned into elements of P .

Problem 6.2. Equivalent Variable Aggregation: Given an m1 × n
integer matrix A1, an m2 × n integer matrix A2, an m3 × n integer matrix
A3, an m1-vector b1 of integers, an m2-vector b2 of integers, an m3-vector
b3 of integers, and an n-vector c of integers, corresponding to an integer
linear program with constraints A1x = b1, A2x ≤ b2, A3x ≥ b3, x integral,
and objective cTx, find the largest integer k such that there exists partition
P of {1, 2, . . . , n} into k subsets such that the support of all constraints
(A1, A2, A3), and the objective c can be partitioned into elements of P .

Problem 6.3. Restricted Variable Aggregation: Given an m1 × n
integer matrix A1, an m2 × n integer matrix A2, an m3 × n integer matrix
A3, an m1-vector b1 of integers, an m2-vector b2 of integers, an m3-vector b3

of integers, and an n-vector c of integers, corresponding to an integer linear
program with constraints A1x = b1, A2x ≤ b2, A3x ≥ b3, x integral, and
objective cTx, find the largest integer k such that there exists partition P
of {1, 2, . . . , n} into k subsets that are singletons the supports of set-packing
constraints in A2x ≤ b2, where the row of A2 is 0/1 and the corresponding
elements in b2 is 1, such that the support of all constraints (A1, A2, A3), and
the objective c can be partitioned into elements of P .
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Theorem 6.4. r-Relaxed k-Part Variable Aggregation isNP-Hard.
Equivalent Variable Aggregation is NP-Hard. Restricted Vari-
able Aggregation is NP-Hard.

Proof. Restricted Variable Aggregation is clearly a special case of
Equivalent Variable Aggregation, which is a special case of r-Relaxed
k-Part Variable Aggregation with r = 0. The proof for Restricted
Variable Aggregation is a simple reduction from Graph Colouring
(Problem 7.20): for each vertex to colour, we introduce one variable, for
each edge (u, v) in the graph to colour, we introduce one equality constraint
u+ v = 1.

Theorem 6.5. For any ε > 0, Restricted Variable Aggregation is
NP-Hard to approximate within n1−ε.

Proof. The result is obtained easily by the same simple reduction from Graph
Colouring (Problem 7.20) as above and the result of Zuckerman [423].

Both results, albeit correct, rely on the trivial case of there being a sin-
gle sub-problem. It is interesting to observe, what happens for a moderate
number c of sub-problems. Clearly, the graph to colour becomes dense. For
c sub-problems with variables of equal lengths, the graph to colour will be
Ω( c
√
n) dense. For sub-problems with varying lengths, the graph will only be

denser. Consequently, in Lemma 6.6, we are able to show that
√
n approxi-

mation is possible in polynomial time, with high probability, under the mild
assumption c is constant as n→∞ and the constraints in the sub-problems
are less than three-quarters dense.

6.2.2 An Integer Programming Formulation

In order to formulate the aggregation as an integer program, we first describe
three families of suggestions:

• S0 is the set of single-variable singletons

• S1 is the union of S0 with the family of support sets of all set-packing
constraints

• S+
1 is the power-set of S1

• S2 is the union of S1 with the family of support sets of all constraints
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• S+
2 is the power-set of S2

• S3 is the union of S2 with the family of complete integer subsequences
in the support sets of all set-packing constraints

• S4 is the union of S2 with the family of complete integer subsequences
in the support sets of all constraints

Notice that the cardinality of families varies widely: |S2| = n + m, whereas
|S3| is O(2n−1) in general, albeit perhaps much less on structured instances.
The formulations of Equivalent Variable Aggregation and Restricted
Variable Aggregation differ only in the family of suggestions they use:
Restricted Variable Aggregation uses S+

1 , whereas Equivalent Vari-
able Aggregation uses S = S+

2 . Later, we show empirically that S3 is
sometimes a good proxy for S+

1 .

The family of suggestions is the index set of a decision variable:

us =

{
1 if suggestion s is “accepted”

0 otherwise
∀s ∈ S (6.1)

The “aggregating” integer program reads:

min
∑
s∈S

us = o (6.2)∑
us s. t. v∈us

us = 1 ∀ v ∈ V (6.3)∑
us∈N

< |N | ∀ N ∈ N (6.4)

The objective o determines the number variables in the “aggregated core”
solved subsequently.

6.2.3 Heuristics

The use of r-Relaxed k-Part Variable Aggregation as a sub-problem
is difficult not only because the problem is difficult, per se, but also because
it is difficult to decide what parameters r, k to use. We hence propose to
use methods for Restricted Variable Aggregation as heuristic meth-
ods for Equivalent Variable Aggregation and r-Relaxed k-Part
Variable Aggregation with an a priori unknown r.
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Simple Order-Dependent Heuristics The simplest heuristics for Re-
stricted Variable Aggregation are based on the following observa-
tions: First, the order of variables used in the input to the solver is very
likely to be not arbitrary, especially if the instance is generated from an alge-
braic model. Second, any algorithm for Graph Colouring (Problem 7.20)
is suitable also for Restricted Variable Aggregation. A natural class
of “first-fit” graph colouring heuristics takes vertices in a fixed order, and
greedily assigns vertices to an arbitrary colour class which forms an inde-
pendent set together with the vertex under consideration. It is NP-Hard
to find the best possible order of vertices, but one could expect the order of
variables in the input to the solver to provide one. Although for any num-
ber of vertices n, there exists a graph Gn on n vertices, on which “first-fit”
greedy graph colouring performs poorly [273], “first-fit” algorithms perform
well in a number of random models of graphs [273], with high probability.
One can hence hope that a greedy order-dependent heuristic for Restricted
Variable Aggregation may work well.

Order-Dependent Approximation Algorithms More in order to show
the quality of the solutions obtained using“first-fit”heuristics for Restricted
Variable Aggregation, than in order to present a practically usable al-
gorithm, we present the following:

Lemma 6.6. When the constraints in the sub-problems are less than three-
quarters dense on the average, and the number of sub-problems is much less
than the dimension of the integrated problem, k � n, there exists an O(

√
n)

approximation algorithm for Restricted Variable Aggregation, run-
ning in expected polynomial time.

Proof. This is a simple extension of the results of Coja-Oghlan and Taraz
[114] for colouring dense graphs to variable aggregation. Notice that the as-
sumptions on the constraints guarantee that the graph to colour has density
d in the range ln6(n) ≤ d ≤ 3/4. The algorithm is based on a first-fit algo-
rithm and a certain semidefinite program presented in Section 7.3.3, whose
objective value ϑ produces a lower bound on the value of the solution ob-
tained by the first-fit algorithm. Coja-Oghlan and Taraz [114] extend the
result of Juhasz [254] (Proposition 7.3) to show that the number of graphs
where the first-fit algorithm produces a solution with cost more than O(

√
n)

worse than a ϑ lower bounded is low enough for an exponential run-time on
those instances not to be enough to make the expected run-time, across all
instances, super-polynomial.
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Order-Oblivious Heuristics There is a long history of spectral methods
in graph partitioning [155, 22, 309, 121]. Naturally, such methods apply to
both Restricted Variable Aggregation and Equivalent Variable
Aggregation, and are independent on the order of variables or constraints
in the input. The most simple spectral method colours the vertices greed-
ily in the order of the corresponding values in the Fiedler eigenvector [155],
corresponding to the second smallest eigenvalue of a Laplacian matrix of
the corresponding graph. Various improvements of the method have been
proposed, notably based on iterative splitting of partitions, until all parti-
tions are independent sets. In Algorithms 2 and 3, we present a variant
of the method due to Alon and Kahale [22] and McSherry [309].There are
distributed implementations [263] of such methods.

Algorithm 2 CProj(A, t, τ) of McSherry [309]

1: Input: Non-negative integral A ∈ Zm+1×n
+ , thresholds t, τ

2: Output: Projection matrix Pc

3: Mark all columns of A as unclassified
4: while there are at least t unclassified columns do
5: Pick a random unclassified column i
6: Find indices of columns close to i, Ti = {j : |PAT (Ai − Aj)| ≤ τ},

where Au is the uth column of A, and mark them as classified
7: end while
8: Assign each unclassified column to the Ti closest in projection AT

9: Return the projection Pc onto the span of eigenvectors of Ti

Further Heuristics Unlike in the previous three paragraphs, which pre-
sented heuristics and approximation algorithms for Restricted Variable
Aggregation as heuristics for Equivalent Variable Aggregation,
one may attempt to tackle Equivalent Variable Aggregation or r-
Relaxed k-Part Variable Aggregation directly. One may also at-
tempt to find a set covering and replace the pair-wise non-zero intersections
with singletons.

6.3 Exploiting Aggregations

Initially, we focus on obtaining solutions and bounds. In Section 6.5, we
extend the exploitation to branching heuristics and cut-generation. Unlike
in Section 6.2, where we have stated the integer programming formulation
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Algorithm 3 AggregationByProjections(A, τ)
based on the work of Alon and Kahale [22] and McSherry [309]

1: Input: Non-negative integral A ∈ Zm+1×n
+ , which is obtained by adding

the objective vector atop constraints to partition, and real threshold τ

2: Output: Aggregation T as a partition of {1, 2, . . . , n}
3: Initialise partition T = ∅
4: Randomly divide {1, 2, . . . , n} into two non-empty subsets and denote
C1, C2 the corresponding column-submatrices of A

5: Let P1 = CProj(C1, n/10, τ), P2 = CProj(C2, n/10, τ)
6: Let P = [P1(C2)P2(C1)], using one submatrix to project the other
7: while there are non-aggregated variables do
8: Pick index vi ∈ {1, 2, . . . , n} \t∈T t of an non-aggregated variable
9: Pick indices Ti = {u ∈ {1, 2, . . . , n} \t∈T t : |Pvi − Pu| ≤ τ} of

non-aggregated variabes and mark them as aggregated
10: T = T ∪ {Ti}
11: end while
12: Return partition T

of deriving the aggregation only for completeness, we actually propose to
run the integer programming solver recursively on two non-trivial integer
programs – in the “sub-MIP” spirit [160] – in this section, albeit only for a
given number of nodes and not necessarily to optimality.

The Aggregated Core The“aggregated core” is the following integer pro-
gram on o binary variables v, which correspond to subsets of supports of
packing constraints, and possibly further general integer variables g:

min cTv v + cTv (6.5)

A1,vv + A1,gg = b1 (6.6)

A2,vv + A2,gg ≤ b2 (6.7)

A3,vv + A3,gg ≥ b3 (6.8)

In order to formulate the aggregated core, one needs to translate con-
straints Ai,g to obtain Ai,v and Ai,g. A number of constraints, including
set-packing constraints in A2, may be translated to lower and upper bounds
or omitted completely.

In order to solve the aggregate core, we call the integer programming
solver recursively, with an upper limit on the number of nodes to be explored.
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The Dive Using the value of a feasible solution v, g of the “aggregated
core”, one can formulate the “dive” as a restriction of the original instance.

min cTx (6.9)

A1x = b1 (6.10)

A2x ≤ b2 (6.11)

A3x ≥ b3 (6.12)∑
i∈p

xi = vp ∀p ∈ P (6.13)

In order to solve the dive, we call the integer programming solver recur-
sively. We set an upper limit on the number of nodes to be expired (1000).

6.4 An Analysis

There are four important questions:

• When does there exist an aggregation into k parts, relaxing at most k
variables?

• Can one extract an aggregation into k parts, relaxing at most k vari-
ables, using heuristics running in time polynomial in the number of
variables and constraints, when it exists?

• When does the feasibility of a solution to the aggregated core guarantee
the existence of a solution to the dive?

• When does the aggregated core provide a valid lower bound?

We answer the first two questions probabilistically, using two random
models corresponding to two well-known models of random graphs [73]. In
model G(n, p) of random graphs on n vertices (see p. 39), each edge appears
with probability p, independently of any other edge. In model P (n, k, p),
there is a planted k-colouring ψ, which can be seen as a function {1, 2, . . . , n} →
{1, 2, . . . , k} determining the partition into colour classes, and edges, which
appear between two vertices in two different colour classes with probability
p, independently of each other.

The answer to the first questions is based on the following:

Proposition 6.7 (Matula and Kučera [306]). The least number of colours re-
quired to colour a graph drawn randomly from G(n, p) is (1+o(1)) n

2 log1/(1−p) n
.
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The answer to the second questions is based on the following:

Proposition 6.8 (McSherry [309]). Let us have an instance with planted
k-colouring ψ drawn randomly from P (n, k, p), where the size of each colour
class is linear in n. There exists a constant c such that for sufficiently large
n and p ≥ c log3(n/ε)/n, one can recover ψ with probability 1 − ε using
Algorithm 2.

We will answer the latter two questions, in turn, for aggregations ob-
tained using Restricted Variable Aggregation, Equivalent Vari-
able Aggregation, and certain special cases of r-Relaxed k-Part Vari-
able Aggregation.

The aggregated core obtained using Equivalent Variable Aggrega-
tion is, indeed, equivalent, that is bound-preserving, feasibility-preserving,
and optimality-preserving.

Restricted Variable Aggregation is bound-preserving only when
the coefficients in the objective function have all the same sign. It can be
feasibility-preserving, when the constraints dropped are key performance in-
dicators:

Definition 6.9. A simplifying operation transforms an integer program into
an integer program with fewer variables and constraints, such that each feas-
ible solution of the smaller integer program is feasible for the original integer
program. Key performance indicators are variables and constraints obtained
in a closure of a collection of simplifying operations.

Notable simplifying operations include:

• Abs-val Removal: Find variable v with non-zero coefficients only in
constraints of the form ax ≤ cv,−ax ≤ cv for some positive vector a,
whose support does not include v, and a constant c > 0

• Min-max Removal: Find variable v with non-zero coefficients only
in constraints of the form ax ≤ cv (ax ≥ cv), for some positive vector
a, whose support does not include v, and a constant c > 0

• Tangled Min-max Removal: Find variable v with non-zero coeffi-
cients only in constraints of the form:

aixi ≤ civ∀i ∈ I (6.14)∑
i∈I

aixi ≥ c0v (6.15)
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for some index set I ⊆ {1, 2, . . . , n} and a positive vector a, whose
support does not include v, and constants ci > 0, 0 ≤ i ≤ |I|, in
a minimisation problem. In a maximisation problem, the inequality
signs are inverted.

Algorithmically, the closure of Abs-val Removal and Min-max Re-
moval can be obtained by finding strongly connected components in an
auxiliary directed graph:

Problem 6.10 (Folklore). Strongly Connected Components: Given
a directed graph G = (V,A) with vertices V = 1, 2, . . . , n and edges E ⊂
{(u, v) s. t. u 6= v}, find the largest integer 1 ≤ m ≤ |V |, such that there
exists a partition (Pi) of P in V = P ∪ X, |P | = m, such that for each two
distinct u, v ∈ Pi there exists a u − v path and a v − u path, where for any
u, v ∈ V , u− v path is a sequence of arcs (u,wi), (wi, wi+1), . . . , (wk, v) ∈ A.

The vertices V of the auxiliary directed graph G = (V,A) correspond to
variables. For each inequality ax ≤ cv or ax ≥ cv, where c is positive, a is a
positive vector without u in its support, and for each u in the support, there
is (u, v) ∈ A. For any other inequality or equality with u, v in its support,
there are arcs (u, v), (v, u) ∈ A. Simple approaches [388, 103, 172] to solving
the problem are based on depth-first search, run in time O(|V | + |E|), but
are inherently sequential. A number of parallel algorithms [162, 36] and
algorithms requiring only an implicit representation of the graph [36] have
been proposed recently.

6.5 Extensions

The concepts of key performance indicators and simplifying operations, could
be employed as means of pre-processing prior to the formulation of the input
to methods for Restricted Variable Aggregation or similar.

Integral key performance indicators can sometimes be used very efficiently
in the generations of cuts of the form “key performance indicator is greater
or equal than the ceiling of its current value” in minimisation problems. Fur-
thermore, it seems beneficial to use cuts generated in solving the “aggregated
core” in the dive and the original instance.

A similar procedure could arguably be used to branch on a variables in
the aggregated “core”, which would correspond to hyperplanes with support
of non-zero cardinality in the original instance. Notice that for aggregations



90 Variable Aggregations

derived from Restricted Variable Aggregation, one can obtain only
branching disjunctions known as a “special ordered set”. The choice of the
disjunction to use can, however, be informed by the analogy with graph
colouring. Notice that this is related to a rich history, of branching on spe-
cific multi-variable disjunctions, when the aggregated core corresponds to the
specific problem, but this rather general branching disjunction seems novel.

6.6 Computational Experience

It seems difficult to provide a comprehensive account of the computational
performance of the approach, yet we aim to illustrate:

• What is the trade-off between the number of constraints relaxed, gap
closed in solving the aggregating problem (6.4–6.4), and the quality of
bound the obtained in solving the aggregated core (6.5–6.5)?

• What is the computational complexity of finding an aggregation (6.4–
6.4)?

• What are the effects of pre-processing?

The first question, in particular, seems to be impossible to answer in
general. In an extensive study conducted on examples from timetabling,
related to Example 1.2, Burke, Mareček et al. [88] have illustrated the trade-
off in a considerable detail. The framework for the development of integer
programming decompositions in timetabling developed in the process is freely
available on-line1. Their conclusion, perhaps unsurprising, is that the quality
of the bound deteriorates quickly with the number of constraints relaxed. The
run-time required in order to solve either the aggregated core or the dive
to optimality does not seem to be monotone in the number of constraints
relaxed.

The answer to the second question has two parts. The optimal solution of
the aggregating problem (6.4–6.4) is, indeed, hard to find. An exact solver for
automating decompositions of integer programming, in general, is freely avail-
able on-line2. A considerable improvements could be expected from a column-
generation solver for the set partitioning (6.4–6.4). It should be stressed,
however, that the optimal solutions are not required. The polynomial-time

1Available at http://memos-solvers.sf.net/ (May 25, 2011)
2Available at http://philipaa.sf.net/ (May 25, 2011)

http://memos-solvers.sf.net/
http://philipaa.sf.net/
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heuristics, such as AggregationByProjections (Algorithm 3), which pro-
vide sub-optimal solutions, seem to be much more promising.

Finally, although the simplifying operations may seem trivial, Burke,
Mareček et al. [88] report that, in an encoding of instances from Track 3 of the
International Timetabling Competition 2007 in integer programming, which
is an extension of Example 1.2, about nine variables out of ten correspond to
key performance indicators, as defined above. Consequently, pre-processed
using a closure of the three simplifying operations has an immense impact in
this case.





Chapter 7

Colouring Components

Some of the most important applications of integer programming are in
Scheduling and Timetabling, such as Example 1.2. It could perhaps be
argued that such problems are defined by having either mutual-exclusion
constraints, which force pairs of events not to overlap in time, or precedence
constraints, which force pairs of events not to overlap and to take place in
a given sequence, or both. This section proposes methods for dealing with
mutual-exclusion constraints. The following Chapter 8 describes methods
for dealing with precedence constraints.

7.1 Graph Colouring and Integer Programming: An Overview

Mutual exclusion constraints correspond to:

Problem 7.1 (Folklore). Graph Colouring: Given an undirected graph
G = (V,E) with vertices V = 1, 2, . . . , n and edges E ⊂ {(u, v) s. t. 1 ≤
u < v ≤ n}, find the least integer 1 ≤ χ(G) ≤ |V |, such that there exists a
partition P = (Pi) of V such that |P | = χ and for no edge (u, v) ∈ E there
exists a Pi with both u and v in Pi. The partition P corresponds to the
“same-colour equivalence” and Pi are called “colour classes” or “independent
sets”. Integer χ(G) is called the chromatic number of G.

There are a number of integer programming formulations of Graph
Colouring. See Table 7.1. Let us restrict ourselves to the problem of
finding a feasible graph colouring, rather than minimising the number of
colours used, initially, as it occurs in Timetabling and easier to state. The
most usual compact formulation uses variable:

xv,c =

{
1 if vertex v is coloured with colour c

0 otherwise
(7.1)

93
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subject to k |E| constraints:

k∑
c=1

xv,c = 1 ∀ vertices v ∈ V (7.2)

xu,c + xv,c ≤ 1 ∀ colours c ∈ K ∀ edges {u, v} ∈ E (7.3)

The corresponding linear programming relaxation does, however, provide a
lower bound typically bounded from above by two. One can show:

Proposition 7.2 (Caprara [95]). In the worst-case, the linear programming
lower bound dmin{

∑n
i=1 yi | (x, y) ∈ P}e is 1/(p + 1) for partitioning poly-

hedra P defined by:

n∑
j=1

aljxij ≤ yi ∀j ∈ 1 . . . n, l ∈ 1 . . . p, (7.4)

n∑
i=1

xij = 1 ∀j ∈ 1 . . . n, (7.5)

0 ≤ xij ≤ yi ≤ 1. (7.6)

One can strengthen the bound, but neither sophisticated cut-generation
routines in in-built in leading general-purpose solvers nor problem-specific
brand-and-cut codes [115, 418, 311] are particularly well-performing.

On the other hand, using a formulation in non-linear convex extension
of linear programming, known as semidefinite programming, one can obtain
bound ϑ where:

Proposition 7.3 (Juhasz, [254]). With probability 1 − o(n), graph G on n
vertices drawn randomly from the random model G(n, p), where each edge
appears with probability p independently of any other edge (cf. p. 55), has

ϑ(G) ≥ 1

2

√
1− p
p

√
n+O(n

1
3 log n) (7.7)

Coja-Oghlan [113] has made these results much more precise, showing
that ϑ of random graphs from Gn,p is concentrated around its mean, what
its value is, and that it has an exponential tail. Notice that there are near-
matching upper bounds [6], with high probability. The issue seems to be
in integration of such bounds into solving complex, integrated problems. In
this section, we are hence exploring methods for finding the graph colouring
components and exploiting them by, among others, harnessing ϑ-like bounds.
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Based on Variables Constraints Selected references
Vertices k |V | |V |+ k |E| Méndez-Dı́az and Zabala
(“The Usual Compact”) [115, 418, 311]
Binary Encoding dlog2 ke |V | Exp. many Lee [281]
Max. Indep. Sets Exp. many |V |+ 1 Trick and Mehrotra [310]
Any Indep. Sets Exp. many |V |+ 1 Hansen et al. [228]

Precedencies O(|V |2) |E| Williams [413]
Acyclic Orientations |E| Exp. many Barbosa et al. [35]
Asymmetric Repres. O(|E|) O(|V | |E|) Campelo et al. [94]
Supernodes k |Q| |Q|+ k |E ′| Present author [89]

Table 7.1: Integer linear programming formulations of colouring a graph
G = (V,E) (Problem 7.20). Cited from Burke, Mareček et al. [89], who
describe the formulations in more detail.

7.2 Finding the Colouring Component

In many problems routinely solved using general-purpose integer linear pro-
gramming solvers, such as Timetabling Problem with Objective f
(Problem 1.2), the mutual-exclusion constraints are used together with many
other constraints. In order to employ non-trivial methods for exploiting the
mutual-exclusion component, one needs to identify it.

7.2.1 The Problem and its Complexity

Let us state the problem formally:

Problem 7.4. Colouring Component Extraction: Given positive in-
tegers n,m1,m2,m3, an m1× n integer matrix A1, an m2× n integer matrix
A2, an m3 × n integer matrix A3, an m1-vector b1 of integers, an m2-vector
b2 of integers, and an m3-vector b3 of integers, corresponding to an integer
linear program with constraints A1x = b1, A2x ≤ b2, A3x ≥ b3, x integral,
find the largest integer r such that there exists a graph G = (V,E) and a
partition C of {1, 2, . . . , n} into k subsets of equal cardinality |V | such that

• for each vertex v ∈ V there are k coefficients 1 in a row of A1, which
has no elements other than 0 and 1 and corresponds to 1 in b1 (“set
partitioning constraint”) at columns denoted xv,c, c = 1, 2, . . . , k, and

• for each partition c ∈ C and for each edge {u, v} ∈ E there are 1 at
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columns xu,c and xv,c in a row of A2, which has no elements other than
0 and 1 and corresponds to 1 in b2 (“set packing constraint”), and

• for no vertex v ∈ V there are two columns xv,c1 and xv,c2 , c1, c2 ∈ c ∈ C,
with coefficient 1 in any single chosen set packing constraint, and

• the total number of rows involved is r.

Notice that by maximising the number of rows involved, r, we in fact
maximise the bilinear function |V | + k|E| in variables k, V, E. One could,
perhaps, like to maximise the lower bound one can obtain from the colouring
component. Unless the graph is sub-linearly sparse, however, the number of
edges in the graph dominates |V |+k|E|, which seems to be a good proxy for
the lower bound.

The problem resembles a number of NP-Hard problems: one needs to
find a subset of variables and a subset of set partitioning constraints, so that
the index set of the subset of variables can be partitioned into the support
sets of the subset of set partitioning constraints that are of equal cardinality.
The objective to maximise is not, however, the cardinality of the index set as
in set partitioning, but rather the sum of dimensions of identity submatrices
in A2 corresponding to the support set of each of the subset of set partitioning
constraints. (Notice each edge corresponds to two identity submatrices in A2,
and the submatrix for all edges corresponds to the transpose of a network
matrix.) Finding such a submatrix in A2 is the optimisation version of the
Test for Submatrix with a Quality q, which asks whether A2 contains
a k1×k2 submatrix with quality “permutability to the transpose of a network
matrix”. (See Problem 4.10 and Proposition 4.11.) Nevertheless, Test for
Submatrix with a Quality q does not seem to be easy to use in a proof
of NP-Hardness of Colouring Component Extraction, as it would
require n!/k2!/(n−k2)! set-partitioning constraint with support of cardinality
k2. We hence introduce a special case:

Problem 7.5. Colouring Recognition: Given integers n,m1,m2, k ≥ 3
and two 0/1 matrices A1, A2 in dimensions m1 × n and m2 × n, respectively,
decide if there exists a graph G = (V,E) and a partition C of {1, 2, . . . , n}
into k subsets of equal cardinality |V | such that

• each vertex v ∈ V there are k coefficients 1 in a row of A1, at columns
cv + c− 1, c = 1, 2, . . . , k, and

• for each partition c ∈ C and for each edge {u, v} = e ∈ E there are 1
at columns cu+ c− 1 and cv + c− 1 in a row of A2 and
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• for no vertex v ∈ V and no two partitions c1, c2 ∈ C there are two
columns c1v + c1 − 1 and c2v + c2 − 1 with coefficient 1 in any single
row of A2.

In the proofs, we employ the reduction from:

Problem 7.6 (Folklore [148]). Equitable Graph Colouring: Given an
undirected graph G = (V,E) with vertices V = 1, 2, . . . , n and edges E ⊂
{(u, v) s. t. 1 ≤ u < v ≤ n}, find the least integer 1 ≤ m ≤ |V |, such that
there exists a partition P = (Pi) of V such for each two Pi, Pj ∈ P their
cardinalities |Pi|, |Pj| differ by at most one, and for no edge (u, v) ∈ E there
exists a Pi ∈ P with both u and v in Pi.

Problem 7.7 (Folklore [148]). l-Bounded k-Colouring: Given integers
k, l ≥ 3, an undirected graph G = (V,E) with vertices V = 1, 2, . . . , n and
edges E ⊂ {(u, v) s. t. 1 ≤ u < v ≤ n}, decide if there exists a partition
P = (Pi), i = 1, 2, . . . , k of V such that |Pi| ≤ l, and for no edge (u, v) ∈ E
there exists a Pi ∈ P with both u and v in Pi.

Proposition 7.8 (Folklore, [70]). Equitable Graph Colouring is NP-
Hard. l-Bounded k-Colouring is NP-Hard.

in order to show:

Lemma 7.9. Colouring Recognition is NP-Hard.

Proof. For Colouring Recognition, there is a reduction from l-Bounded
k-Colouring: Let us have a graph G = (V,E). We construct an instance of
Colouring Recognition on k|V | variables. There are |V | dense rows in
A1, given by J − e⊗ I, where J is the all 1 matrix, e is the k-vector of 1, and
I is the |V | × |V | identity matrix. There are k|E| rows in A2 = I ⊗F , where
I is the k × k identity matrix and F is the matrix, which has a row for each
edge {u, v} ∈ E, with two ones at positions u, v. The colour classes of size at
most l in graph G correspond to partitions C of size l each in Colouring
Recognition.

Theorem 7.10. Colouring Component Extraction is NP-Hard.

Proof. Colouring Recognition is a special case of Colouring Com-
ponent Extraction.
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7.2.2 An Integer Programming Formulation

Albeit perhaps of limited utility, there is, indeed, an integer linear program-
ming formulation of Colouring Recognition. Given an m1 × n binary
matrix A1 whose entries correspond to equalities with 1 in the right-hand-side
vector, an m2 × n matrix A2 whose entries correspond to inequalities with 1
in the right-hand-side vector, the list of binary variables B ⊆ {1, 2, . . . , n},
and an integer k, the variables are:

ub =

{
1 if variable b ∈ B is in the colouring component

0 otherwise
(7.8)

xr =

{
1 if equality r ∈ A1 is in the colouring component

0 otherwise
(7.9)

yr =

{
1 if inequality r ∈ A2 is in the colouring component

0 otherwise
(7.10)

ab,v,c =

{
1 if variable b ∈ B is assigned to v, c

0 otherwise
(7.11)

pb1,b2 =

{
1 if variables b1, b2 ∈ B are in the colouring component

0 otherwise
(7.12)

db1,b2 =

{
1 if variables b1, b2 ∈ B represent different colours

0 otherwise
(7.13)

ej =

{
1 if colour j ∈ C is used

0 otherwise
(7.14)

fi =

{
1 if vertex i ∈ V is used

0 otherwise
(7.15)

where we use the notation i ∈ A2 to denote taking of rows of A2.

The objective function is clearly to maximise
∑

r∈A1
xr +

∑
r∈A2

yr. The
variables are subject to:
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fi ≥ fi+1 ∀ i ∈ V (7.16)

ej ≥ fj+1 ∀ j ∈ V (7.17)

ab,i,j ≤ ej ∀ b ∈ B, i ∈ V, j ∈ C (7.18)

ab,i,j ≤ fi ∀ b ∈ B, i ∈ V, j ∈ C (7.19)∑
b∈B

∑
i∈V

ab,i,j ≥
∑
b∈B

∑
i∈V

ab,i,j+1 ∀ j ∈ C (7.20)∑
b∈B

∑
j∈C

ab,i,j ≥
∑
b∈B

∑
j∈C

ab,i+1,j ∀ i ∈ V (7.21)∑
b∈B

∑
i∈V

(ab,i,j − ab,i,j+1) ≤M(ej − ej+1) ∀ j ∈ C (7.22)∑
b∈B

∑
j∈C

(ab,i,j − ab,i+1,j) ≤M(fi − fi+1) ∀ i ∈ V (7.23)∑
i∈V

∑
j∈C

ab,i,j = ub ∀b ∈ B (7.24)∑
i∈V

ab,i,j ≤ ub ∀b ∈ B, ∀ j ∈ C (7.25)∑
j∈C

ab,i,j ≤ ub ∀b ∈ B, ∀ i ∈ V (7.26)∑
i∈V

(ab1,i,j − ab2,i,j) ≤ db1,b2 ∀ b1, b2 ∈ B, j ∈ C (7.27)∑
i∈V

(ab2,i,j − ab1,i,j) ≤ db1,b2 ∀ b1, b2 ∈ B, j ∈ C (7.28)

ub1 + ub2 − 1 ≤ pb1,b2 ∀ b1, b2 ∈ B, b1 6= b2 (7.29)

dv1,v2 ≤ pv1,v2 + xr − 1 ∀ r ∈ A1, v1, v2 ∈ supp(r), j ∈ C (7.30)

1− dv1,v2 ≥ pv1,v2 + yr − 1 ∀ r ∈ A2, v1, v2 ∈ supp(r), i ∈ V (7.31)

0 ≥ xr ≥ 1, 0 ≥ ub ≥ 1 ∀ r ∈ A1, b ∈ B (7.32)

0 ≥ yr ≥ 1, 0 ≥ fv ≥ 1 ≥ 1 ∀ r ∈ A2, v ∈ V (7.33)

0 ≥ ec ≥ 1, 0 ≥ ab,v,c ≥ 1 ∀ b ∈ B, v ∈ V, c ∈ C (7.34)

0 ≥ pb1,b2 ≥ 1, 0 ≥ db1,b2 ≥ 1 ∀ b1, b2 ∈ B (7.35)

where we assume i + 1 for i on the extreme of an interval results in
the expression being evaluated to zero. Considering the problem does not
seem to have been studied, yet, this seems to be the first description of the
polyhedron.
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Algorithm 4 ColouringComponentByCounting(A1, b1, A2, b2)

1: Input: 0/1 matrices A1, A2 in constraints A1x = 1, A2x ≤ 1

2: Output: Submatrix S of [A1;A2] of dimension f × g
3: S = []
4: N = {|S(z)| | z is a row of A1}
5: for ni repetitions of number ki in N , in the descending order of kini do
6: For the subset set-partitioning constraints corresponding to n1 repeti-

tions of number k1, we find the non-overlapping subset of supports of
that maximises the number of rows used

7: Update S if it had more rows than previously
8: end for
9: Return S

7.2.3 Heuristics

Counting Heuristics A simple heuristic is based on counting non-zeros
in set-partitioning constraints. When one sorts the numbers, one can find n1

repetitions of number k1, such that k1n1 is maximised, in time linear in the
number of numbers. For the subset set partitioning constraints corresponding
to n1 repetitions of number k1, one can try to find the non-overlapping subset
of supports of that maximises the number of rows used. In order to do so,
one may use a greedy set-partitioning heuristic and hope that such a set-
partitioning solution will also provide a good solution with respect to the
total number of rows. If necessary, this can be repeated for ni repetitions of
number ki, in the descending order of kini. See Algorithm 4.

Matching Heuristics Another simple heuristic is based on the expose-
and-merge approach of Matula and Kučera [306]: Iteratively, auxiliary bi-
partite graphs are constructed, perfect matching is sought therein. See Al-
gorithm 5.

7.3 Exploiting the Colouring Component

There is a rich history of methods for graph colouring and extensions, al-
though the extensions studied are often very specific, rather than the general
setting “colouring is represented by this vector and there are some arbitrary
further equalities and inequalities given by these two matrices and two vec-
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Algorithm 5 ColouringRecognitionByMatching(A1, b1, A2, b2)

1: Input: 0/1 matrices A1, A2 in constraints A1x = 1, A2x ≤ 1

2: Output: “Yes” or “no”
3: Construct an auxiliary graph G = (V,E), where vertices correspond to

columns of A1, A2, and for each row of A2 and two coefficients 1 therein,
there is an edge in E between the corresponding vertices

4: for each integer k such that |V | = ck and there are c rows in A1 with
more than k coefficients 1 do

5: Initialize list L with vertices V in a fixed, random order
6: Partition list L into L1, L2, . . . , Lc, such that |Li| = k
7: Initialize a family of sets P with singletons from L1

8: for each Li ∈ L2, L3, . . . , Lk do
9: Construct an auxiliary bipartite graph Bi on k + k vertices, repre-

senting Li and sets in P , where there is an edge (v, w), if and only
if there are no edges between the vertex of Li represented by v and
any of the vertices in the set of P represented by w

10: if there is a perfect matching M in H then
11: for each edge (v, w) ∈M do
12: Add the vertex in Li represented by v to the set in P represented

by w
13: end for
14: else
15: Continue with another k
16: end if
17: end for
18: end for
19: if partition P gives an instance of graph colouring then
20: return “Yes”
21: return “No”
22: end if

tors”, which we focus on. We first survey a variety of long-established meth-
ods, which can perform surprisingly well, at least when there are no further
constraints. Subsequently, in Sections 7.3.2 and 7.3.3, we study two refor-
mulations of graph colouring and the means of accommodating the general
extension suggested above.
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7.3.1 Long-Established Means of Exploitation

There is a long history of work on methods for graph colouring. For an
excellent survey of the pioneering work up until 1984, see Shneider [383].
Much of this early work has focused on the ordering of vertices in greedy
algorithms and the closely related branching rules for branch and bound
solvers based on:

Proposition 7.11 (Zykov [424]). For any graph G = (V,E), and any two
non-adjacent vertices u, v ∈ V , the chromatic number χ(G) is the minimum
of χ(G1) and χ(G2), where:

• G1 = (V \ {v}, {{f(x), f(y)} | {x, y} ∈ E, f replaces v by u})

• G2 = (V,E ∪ {{u, v}}).

It is known [210] that for an arbitrary ordering of vertices, and for any
polynomial number of such orderings, sampled randomly, the limit of the ratio
of the number of colours used to the number of colours required goes to 2 as
the number of vertices goes to the large limit in random graphs with constant
edge-probability. This does not compare well with the expose-and-merge
approach of Matula and Kučera [306], which uses less than (4

3
+ δ)χn colours

in random graphs with constant edge-probability with high probability. (See
[170] for an extensive survey of related probabilistic results.) Nevertheless,
there is empirical evidence [383, 104] that some orderings perform reasonably
well on dense graphs. Notably, “highest saturated degree first” [104] is widely
accepted as a benchmark and can be used as both a primal and a branching
heuristic. Such methods, albeit imminently useful, are however outside of
the scope of this thesis.

7.3.2 Automated Reformulations in Linear Programming

In this section, we propose a reformulation, based on multi-colouring of a
particular type of clique partition. Let us state some well-known definitions
and facts first.

Problem 7.12 (Folklore, [225]). Graph Multicolouring: Given an undi-
rected graph G = (V,E) with vertices V = 1, 2, . . . , n and edges E ⊂
{(u, v) s. t. 1 ≤ u < v ≤ n}, and a demand function f : V → N, find
the least integer k, such that there exists a mapping c : V → 2{1,2,...,k}, such



7.3 Exploiting the Colouring Component 103

that for all v ∈ V : |c(v)| = f(v) and for all {u, v} ∈ E, c(u) ∩ c(v) = ∅. We
also require

⋃
v∈V c(v) = K.

Definition 7.13. The clique partition of graph G = (V,E) is a partition Q
of vertices V , such that for all sets q ∈ Q, all v ∈ q are pairwise adjacent in
G. We use v ∈ q ∈ Q to denote that vertex v in the original vertex-set V is
an element of a clique represented by q in the clique partition Q.

Graph Multicolouring is clearly NP-Hard as a special case of graph
colouring. Minimum Clique Partition, the problem of finding the mini-
mum cardinality of a clique partition χ̄(G), is alsoNP-Hard in general graphs
and as hard to approximate as graph colouring itself. Indeed, χ̄(G) = χ(Ḡ),
where χ(Ḡ) is the minimum number of colours needed to colour the comple-
ment graph. Notice V is a valid, if trivial, clique partition of graph G. Next,
we introduce the indistinguishability relation between vertices of a graph:

Definition 7.14. Two vertices u, v ∈ V of a graph G = (V,E) are indistin-
guishable, if and only if they are adjacent and have identical closed neighbour-
hoods; that is: {w | {u,w} ∈ E}∪{u} is the same as {w | {v, w} ∈ E}∪{v}.

This relation has been discovered independently a number of times. The
earliest mention known to us are the “closed” sets of Gallai [173]. It has also
been studied in game theory [382], partially ordered sets [203], in connection
with mass elimination [185], under names such as externally related sets
[223], supervariables [139], prototype vertices [147], and autonomous sets
[316]. Muller and Spinrad [320] suggest the term “module”. It is easy to
observe that the relation is an equivalence, that is reflexive, symmetric, and
transitive. As such, we use it to define a particular type of clique partition:

Definition 7.15. The reversible clique partition Q of a graph G = (V,E) is
the clique partition of minimum cardinality such that each supernode q ∈ Q
represents a class of equivalence for an indistinguishability relation on G.

This means that for each supernode q ∈ Q of the reversible clique partition
(Q,E ′), each two vertices u, v ∈ q are indistinguishable. Reversible clique
partition is closely related to modular [126] and substitution decomposition
[316], ordinal sum [368], and X-join [223]. It is also a special case of 2-join of
the strong perfect graph theorem [108]. As usual, we will be interested also
in the graph induced by the clique partition:

Definition 7.16. The graph induced by reversible clique partition Q of graph
G = (V,E) is the graph G′ = (Q,E ′), where E ′ = {{qu, qv}|{u, v} ∈
E, qu, qv ∈ Q, qu 6= qv, u ∈ qu, v ∈ qv, }.
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Algorithm 6 ReversibleCliquePartition(G)

1: Input: Graph G = (V,E)

2: Output: Reversible clique partition Q of G

3: Construct an auxiliary graph H = (V, F ), where there is an edge {u, v} ∈
F , if and only if there is an edge {u, v} ∈ E and vertices u and v are
indistinguishable in G

4: Run depth-first search on H to obtain collection Q of connected compo-
nents of H

5: Return Q

The use of the word induced in this context is reasonable, because it cor-
responds to a subgraph induced by taking a subset of the original vertex set
with a single (arbitrary) representative of each supernode. The“reversibility”
of the clique partition is, indeed, rather a strict requirement. As the name
suggests, it makes it possible to reconstruct the original graph. It also makes
it possible to employ the usual1 polynomial-time algorithm for finding classes
of an equivalence relation. See Algorithm 6.

From the fact that the indistinguishability relation is an equivalence, we
can easily deduce that:

Theorem 7.17. For all graphs G and integers k > 0, there is a multicolour-
ing M of the graph induced by reversible clique partition Q of G with k
colours and demand function implied by the cardinality of sets in Q, as pro-
duced by Algorithm 6 in time O|V | |E|, if and only if there is a colouring C
of G with k colours.

Subsequently, the standard integer programming formulation of vertex
multicolouring can also be used as a formulation of vertex colouring. Given
the graph G′ = (Q,E ′) induced by reversible clique partition Q of graph G =
(V,E) together with the demand function f : V → N, specifying the number
f(q) of colours to attach to each vertex q ∈ Q out of the set K = {1, . . . , k},
this is the integer programming formulation with k |Q| binary variables:

xq,c =

{
1 if colour c is included in the set assigned to q ∈ Q
0 otherwise

(7.36)

1Alternatively, one can also use the algorithm of Muller and Spinrad [320] to improve
the run-time to O(|V |2).
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Figure 7.1: Example of a graph and a partition of its vertex-set into su-
pernodes. Notice supernodes B′ and C ′ need to be assigned two distinct
colours each, distinct from the colour(s) assigned to A′ and D′. Within each
supernode, colours can be interchanged freely.

A

B2

B1

C2

C1

D A′ B′ C ′ D′

Figure 7.2: The standard and the proposed encoding of a particular colouring
of the graph from Figure 7.1:

(a) The Standard Encoding

Vertex Colour
1 2 3 4

A 1 0 0 0
B1 0 1 0 0
B2 0 0 1 0
C1 0 0 0 1
C2 1 0 0 0
D 0 1 0 0

(b) The Proposed Encoding

Partition Colour
1 2 3 4

A 1 0 0 0
B 0 1 1 0
C 1 0 0 1
D 0 1 0 0

subject to |Q|+ k |E ′| constraints:

k∑
c=1

xq,c = f(q) ∀q ∈ Q (7.37)

xu′,c + xv′,c ≤ 1 ∀c ∈ K ∀{u′, v′} ∈ E ′ (7.38)

See Figure 7.2 for an example. It is easy to see that there exists a proper
vertex colouring of G = (V,E) with k colours, if and only if there exists a mul-
ticolouring of a reversible clique partition (Q,E ′) of G with k colours, which
exists if and only if the integer programming formulation has a feasible solu-
tion for the given instance. When a graph has only a trivial reversible clique
partition, this formulation is reduced to the standard formulation (7.1–7.3)
of graph colouring. Otherwise, the proposed formulation avoids some sym-
metries inherent in the standard graph colouring formulation, which assigns
unique colours (or “labels”) to individual vertices. If there were a trivial inte-
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ger programming solver, using neither bounding, nor cuts, this formulation
should reduce its search space by a factor of

∏
q∈Q |q|! when compared to the

standard formulation (7.1–7.3). Although it is much more difficult to predict
run times in modern integer programming solvers, it is obvious that there are
k(|V | − |Q|) fewer variables, in the proposed formulation than in the stan-
dard one. It seems that the number of constraints is also reduced, often by
more than k(|V | − |Q|), without making the constraint matrix considerably
denser. Notice also that with minor modification of ReversibleCliquePar-
tition (Algorithm 6), one can accommodate arbitrary constraints outside
of the graph colouring component, even when variables outside of the graph
colouring component are involved.

7.3.3 Automated Non-Linear Relaxations

Much more promisingly still, one may derive and hope to solve non-linear
programming relaxations, as mentioned in Proposition 7.3. The relaxations
we focus on are based on semidefinite programming, as introduced in Sec-
tion 2.5.3.

The Relaxations Semidefinite programming relaxations of graph colour-
ing are based on the primal n × n matrix variable, which should be seen
as:

Xu,v =

{
t if vertex u is in the same colour class as v

0 otherwise.
(7.39)

for a positive value t. Considering Proposition 7.11, this is sometimes known
as the Zykovian representation. Notice that such matrix X has the “block
diagonal property”:

Proposition 7.18 (Folklore). For any value of X, there exists a permutation
matrix P , such that

P TMP =


Jc1 0 0

0 Jc2 0

. . .

0 0 Jcs

 (7.40)

where Jc is the c× c matrix of all ts.P TMP is then denoted a direct sum of
Jc.
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The constraints can be derived by considering:

Proposition 7.19 (Dukanovic and Rendl [140]). For any symmetric 0-1 mat-
rix M there exists a permutation matrix P such that P TMP is the direct
sum of s all-ones matrices if and only if there is a vector of all-ones on the
diagonal and the rank of M is s and M is positive semidefinite.

Notice that an NP-Hard decision problem related to graph colouring
(cf. Problem 7.6, Proposition 7.8) can hence be seen as a rank-constrained
problem. Consequently, the rank-constrained problem is NP-Hard, and
only a relaxation replacing the constraint on the rank of the matrix vari-
able with a constraint to positive semidefinite matrices is an SDP. Alterna-
tively, one can see theta as an eigenvalue bound, where the largest eigenvalue
λmax(A) = min{t s. t. tI − A � 0} for an identity matrix I. Perhaps most
“fundamentaly”, one could see theta as a relaxation of the co-positive pro-
gramming formulation of graph colouring, recently proposed by Bomze [74].
A number of other derivations have been surveyed by Knuth [267].

The complication is that the relaxation above is not a semidefinite pro-
gram in the standard form (P STD, D STD). Notice that the scalar variable
t has been introduced only for clarity. As long as the entries on the diagonal
of the matrix variable are constrained to be equal, any one of them can be
used instead. One can either introduce new scalar slack variables and con-
vert inequalities to equalities, or one can design solvers treating inequalities
explicitly. There remains the constraint Y − J � 0 to deal with. The mech-
anistic approach, employed by automated model transformation tools [286],
for instance, is to double the dimension by introducing a new variable X, set
Y − J = X,X � 0. For an arbitrary vertex w ∈ V , one obtains:

maxYw,w (7.41)

s. t. Xu,v = −1 ∀{u, v} ∈ E (A1)

Xv,v = Xw,w ∀v ∈ V \ {w} (A2)

Yu,v −Xu,v = 1 ∀u, v ∈ V (W)

X � 0

An alternative approach is to optimise:

maxXw,w + 1 (7.42)

s. t. Xu,v = −1 ∀{u, v} ∈ E (A1)

Xv,v = Xw,w ∀v ∈ V \ {w} (A2)

X � 0
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Any formulation involving Y � J can be easily transformed in this fashion.
Later, we describe solvers specialised to solving SDP in this extended form.
As it turns out, treating W explicitly is not much of a burden in such spe-
cialised methods, as the additional inequalities (W) correspond to n2 × 2n2

matrix W = [I,−I], where I is n2 × n2 identity matrix and [A,B] denotes
concatenation of compatible matrices A,B, which is particularly easy to work
with.

Extensions It seems clear that one should be able to strengthen the semidef-
inite programming relaxation towards the chromatic number constraint by
the addition of linear equalities and inequalities:

Problem 7.20. Graph Colouring with Constraints in Zykovian
Representation: Given an undirected graph G = (V,E) with vertices
V = 1, 2, . . . , n and edges E ⊂ {(u, v) s. t. 1 ≤ u < v ≤ n}, integers
m1,m2,m3 > 0, an m1 × n2 integer matrix A1, an m2 × n2 integer matrix
A2, an m3 × n2 integer matrix A3, an m1-vector b1 of integers, an m2-vector
b2 of integers, find the least integer 1 ≤ m ≤ |V |, such that there exists a
partition P = (Pi) of V such that for no edge (u, v) ∈ E there exists a Pi,
1 ≤ |Pi| ≤ m, with both u and v in Pi, and there exists an n × n matrix
X = (Xu,v), such that Xu,v is positive if and only if there exists Pi with
u, v ∈ Pi, and A1X = b1, A2X ≤ b2, A3X ≥ b3.

In many timetabling applications, there is, for example, an additional
linear inequality, which bounds the number of uses of a colour. In this ex-
tension, known as m-bounded colouring (Problem 7.20), we expect row-sums
and column-sums in the binary-valued variable to be bounded from above by
m:

max t (7.43)

s. t. Yvv = t ∀v ∈ V (E1)

Yuv = 0 ∀{u, v} ∈ E (E2)∑
u∈V

Yuv ≤ tm ∀v ∈ V (IN)

Y − J � 0 (PSD)

where Y is an n × n matrix variable and t is a scalar variable. Notice that
this constraint is particularly easy to extract and particularly easy to work
with in specialised solvers. For a graph on n vertices and m edges:
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• First m equalities (A1) correspond to m × n2 matrix A1. A1A
T
1 = I,

where I is an identity matrix of the same dimension as A1.

• Further n − 1 equalities (A2) correspond to n − 1 × n2 matrix A2.
A2A

T
2 = J+I, where I and J are (n−1)× (n−1) identity and all-ones

matrices. (A2A
T
2 )−1 is − 1

n
J + I. For (n− 1)- vector y, AT2 y is an n×n

matrix, with [(
∑

i yi) (−y1)(−y2) · · · (−yn−1)] on the diagonal and zeros
elsewhere. For positive X, LA2(X) = [2, 4, · · · , 2(n− 1)] of dimension
(n− 1).

• Inequalities (IN) correspond to n×n2 matrix B = I⊗ e, where e is the
row-vector of n ones. Hence, BBT = nI. For an n-element column-
vector v, BTv = (v⊗e)T = [v1e v2e · · · vne]T , where e is the row-vector
of n ones.

• The elements of the objective matrix C are zeros except for C1,1 = 1.
Hence LA1(C) = 0, where 0 is the zero m-vector. LA2(C) = e, where e
is the (n− 1)-vector of ones.

As will be detailed in Section 7.3.4, these properties allow us to design ef-
ficient solvers that do not store A1, A2, B explicitly. It is also clear such a
simple constraint can be easily identified and translated into the Zykovian
representation.

In more complex timetabling applications, such as Example 1.2, one may
also want to represent the assignment of events to rooms. In contrast to the
integer linear programming formulation (p. 4), in semidefinite programming,
one can represent the assignment of events to rooms by:

Rv,r =

{
1 if vertex v is assigned (room) r

0 otherwise.
(7.44)

and use constraints such as:∑
1≤r≤m

Rv,r = t ∀ v ∈ V (7.45)

Rv,r +Rv,r′ ≤ t ∀ v ∈ V, 1 ≤ r, r′ ≤ m, r 6= r′ (7.46)

Ru,r +Rv,r + Yu,v ≤ 2t ∀ u, v ∈ V, u 6= v, 1 ≤ r ≤ m (7.47)

Rv,r = 0 ∀ v ∈ V, 1 ≤ r ≤ m, pv ≥ rr (7.48)

Rv,r = 0 ∀ v ∈ V, 1 ≤ f ≤ fmax, (7.49)

(v, f) ∈ F, 1 ≤ r ≤ r, (r, f) 6∈ G
Rv,r ≥ 0 ∀ v ∈ V, 1 ≤ r ≤ m (7.50)
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In timetabling language: each event is in exactly one room (7.45, 7.46),
events in the same timeslot do not share rooms (7.47), and Rv,r = 0 if
the event-room combination does not match the event’s room-feature or ca-
pacity requirements (7.48,7.49). One could devise algorithms for extracting
complicating constraints of the usual integer linear programming formula-
tion of Example 1.2, and translate them to the constraints (7.45–7.50) in the
Zykovian representation. It is not clear, however, whether the translation of
arbitrary constraints to the Zykovian representation of Problem 7.20 can ever
be fully automated, especially when variables outside of the graph colouring
component are involved.

Solving the Relaxation Computationally efficient methods for semidefi-
nite programming are under active development. Recently, there has been a
considerable interest in the development of augmented Lagrangian methods
[143, 144] for semidefinite programming [298, 86, 422, 355, 409, 202]. In com-
puting theta bounds, such methods are superior to interior point methods
[409]. We specialise the method to the extended formulation:

zp = min
X∈Sn
〈C,X〉 (7.51)

s. t. LA1(X) = b1 and LA2(X) = b2 and LB(X) ≥ d and X � 0

zd = max
y1∈Rm,y2∈Rp,v∈Rq ,S∈Sn

bT1 y1 + bT2 y2 + dTv (7.52)

s. t. L∗A1
(y1) + L∗A2

(y2) + L∗B(v) + S = C and S � 0 and v ≥ 0,

where Sn is the set of n × n symmetric matrices and X � 0 denotes X is
positive semidefinite (See p. 32.) The augmented Lagrangian of the dual
(7.52) is:

Lµ(X, y1, y2, v, S) =− bT1 y1 − bT2 y2 − dTv (7.53)

+ 〈X,L∗A1
(y1) + L∗A2

(y2) + L∗B(v) + S − C〉

+
1

2µ
||L∗A1

(y1) + L∗A2
(y2) + L∗B(v) + S − C||2F

This extends the approach of Wen et al. [409], who treat linear inequali-
ties (P SDP) explicitly, and can be specialised to the additional constraints
encountered in graph colouring.

The multiple splitting is elaborated in Algorithm Schema 7. Notice that
finding the minimiser of the augmented Lagrangian for v in Line 9 corres-
ponds to solving a convex quadratic program. The most computationally
demanding step, which is computing the minimiser of S in Line 10, consists
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of computing the spectral decomposition of the term subtracted from S on
the right hand side [387]. One can show:

Proposition 7.21 (Wen et al. [409]). Algorithm Schema 7 converges to
optimal solution for any µ ≥ 0 and any semidefinite program in standard
form (P STD).

Using considerably more involved and, so far unpublished, arguments of
Goldfarb and Ma [202] and well-known lower bounds [325], it seems that one
can show:

Conjecture 7.22. Algorithm Schema 7 converges to solution with ε error
in a number of iterations asymptotically optimal in ε, for any semidefinite
program in the extended form (7.52).

The conjecture can be proven easily, if the arguments of Goldfarb and
Ma [202] are correct, which seems to be the case, indeed.
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Algorithm 7 AugmentedLagrangianMethod(A1, A2, B, C, b1, b2, d)

1: Input: Instance I = (A1, A2, B, C, b1, b2, d) of SDP (7.52)

2: Output: Primal solution Y , computed up to a certain precision

3: Initialise Xk � 0 with a heuristically obtained colouring and set counter k = 0
4: Compute matching values of dual variables yk1 , y

k
2 , v

k ≥ 0, and Sk � 0
5: while the precision is insufficient do
6: Increase iteration counter k

7:
Update yk+1

1 = argminy1∈Rm Lµ(Xk, y1, y
k
2 , v

k, Sk)
= −(A1A

T
1 )−1(µ(A1(Xk)− b1) + A1(AT2 (yk2) +BT (vk) + Sk − C))

8:
Update yk+1

2 = argminy2∈Rm Lµ(Xk, yk+1
1 , y2, v

k, Sk)
= −(A2A

T
2 )−1(µ(A2(Xk)− b2) + A2(AT1 (yk+1

1 ) +BT (vk) + Sk − C))

9:

Update vk+1 = argminv∈Rq ,v≥0 Lµ(Xk, yk+1
1 , yk+1

2 , v, Sk)

= argminv∈Rq ,v≥0

((
B
(
Xk + 1

µ

(
AT1 (yk+1

1 ) + AT2 (yk+1
2 ) + Sk − C

))
− d
)T

v + 1
2µ
vT (BBT )v

)
10:

Update Sk+1 = argminS�0 Lµ(Xk, yk+1
1 , yk+1

2 , vk+1, S)

= argminS∈Sn,S�0

∥∥S − (C − AT1 (yk+1
1 )− AT2 (yk+1

2 )−BT (vk+1)− µXk
)∥∥2

F

11: Update Xk+1 = Xk +
AT1 (yk+1

1 )+AT2 (yk+1
2 )+BT (vk+1)+Sk+1−C)

µ
any step-length µ ≥ 0

12: end while
13: Return X
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Algorithm 8 IterativeRounding(X)
based on Karger, Motwani, and Sudan [258]

1: Input: Matrix variable X of the solution to the SDP (7.51) of dimensions
n× n, bound m, number amax of randomisations to test, constraint ma-
trices A1, A2 and compatible vectors b1, b2 of Graph Colouring with
Constraints in Zykovian Representation

2: Output: Partition P of the set V = 1, 2, . . . , n

3: Compute vector v,X = vTv using Cholesky decomposition
4: for Each attempted randomisation a = 1, . . . , amax do
5: Initialise Pa = ∅, i = 1, X = V
6: while There are uncoloured vertices in X do

7: Pick a suitable c =
√

2(k−2)
k loge ∆

for ∆ being the maximum degree of the

vertices in X
8: Generate a random vector r of dimension |X|
9: Pick Ri ⊆ X of at most m elements in the descending order of viri,

where (1) positive and (2) independent of previously chosen and, (3)
LA1(X) = b1 and (4) LA2(X) = b2 and (5) LB(X) ≥ d

10: Update Pa = Pa ∪ {{Ri}}, X = X \Ri, i = i+ 1
11: end while
12: end for
13: Return Pa of minimum cardinality

Recovering an Assignment Since the seminal paper of Karger, Motwani,
and Sudan [258], there has been a continuing interest in algorithms recover-
ing a colouring from semidefinite relaxations. Typically, such algorithms are
based on simple randomised iterative rounding of the semidefinite program-
ming relaxation. One such algorithm, specialised to Graph Colouring
with Constraints in Zykovian Representation is displayed in Algo-
rithm Schema 8.

7.3.4 Computational Experience

Linear Reformulation In order to illustrate the performance of the mul-
ticolouring reformulation, we report:

• the dimensions of reversible clique partitions obtained from graphs in
the DIMACS collection [251], a benchmark in graph colouring, available



114 Colouring Components

on-line2

• performance gains on graph colouring components from timetabling ap-
plication and complete instances of timetabling problems. Four time-
tabling instances were taken from Udine Course Timetabling [178] and
eighteen more instances were obtained using a pseudo-random gener-
ator3 developed by the author. Their dimensions are listed in Table
C.2.

All instances were passed to IBM/ILOG CPLEX in LP format as generated
from sources in Zimpl, the free algebraic modelling language [268], and are
available on-line in Zimpl format.

Firstly, we have obtained reversible clique partitions from DIMACS graphs.
To illustrate the effects of pre-processing of the original graph on the size of
the reversible clique partition, in Table C.1, we list the sizes first without
using any preprocessing (under Q), as well as after some pre-processing that
is specific to graph colouring, but not specific to the transformation (un-
der Q′). This preprocessing included the removal of vertices of degree less
than a lower bound on the chromatic number, vertices connected to all other
vertices in the graph, and each vertex u whose neighbourhood is a subset
of the neighbourhood of another non-adjacent vertex v. For details of the
pre-processing and the source code used, please see the author’s website4.

Secondly, we compared the performance of the standard formulation of
graph colouring (7.1–7.3) and the performance of the multicolouring refor-
mulation (7.36–7.38) on the graph colouring component of instances of Udine
Course Timetabling. We report run-time of CPLEX 10 restricted to use only
a single thread on a Intel Pentium 4 processor at 3.20 GHz. Default parame-
ter settings were used, outside of the settings for symmetry breaking that are
described below and the settings imposing the time limit of one hour on run
time per instance. Notice that both formulations use the same amount of
information (cliques found in the conflict graph), only expressed in terms of
different decision variables. From the results reported in Table C.3, it seems
that with the exception of a single random instance (rand16) and one heav-
ily constrained real-life instance (udine4), the proposed formulation performs
considerably better.

Next, we compared the performance of the formulations of Udine Course
Timetabling, differing only in the formulation of the underlying graph colour-

2Available at http://mat.gsia.cmu.edu/COLOR/ (May 25, 2011)
3Available at http://cs.nott.ac.uk/~jxm/timetabling/generator/ (May 25, 2011)
4Available at http://cs.nott.ac.uk/~jxm/colouring/supernodal/ (May 25, 2011)

http://mat.gsia.cmu.edu/COLOR/
http://cs.nott.ac.uk/~jxm/timetabling/generator/
http://cs.nott.ac.uk/~jxm/colouring/supernodal/
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ing component. Notice that the CPLEX run time necessary to reach opti-
mality was two orders of magnitude higher than in the previous experiment
looking for feasible colouring. Whether the performance gains observed in
the graph colouring component alone would still be manifested, was thus not
clear. As is summarised in Table C.4, however, the new formulation again
seems to perform considerably better, reducing CPLEX run times approxi-
mately by factor of four, where it is possible to reach optimum within one
hour using both formulations.

We have also studied the effects of symmetry breaking implemented in
CPLEX on the performance of both formulations. In all previous experi-
ments, both formulations were run using no built-in symmetry breaking in
CPLEX. Table C.5 compares these results (denoted -SB) with results ob-
tained with symmetry breaking built-in in CPLEX 10.0 set to aggressive (de-
noted +SB). Again, the new formulation using no built-in symmetry break-
ing performs better than the standard formulation using aggressive built-in
symmetry breaking.

These results are rather encouraging, although the performance gains
are limited only to graphs, where it is possible to obtain a reversible clique
partition of V , whose cardinality is considerably less than |V |. This is not
the case in triangle-free graphs and many dense random graphs, often used
in benchmarking general graph colouring procedures. In many real-world
applications, the graphs seem to be, however, highly structured, and the
structure is worth exploiting.

Non-Linear Reformulation In order to illustrate the performance of
the semidefinite programming relaxations, we report the performance of the
bound for l-Bounded k-Colouring (Problem 7.7) on two data sets:

1. Conflict graphs from two timetabling benchmarks: From instances used
in Track 3 of the International Timetabling Competition 2007 [76, 90],
we have extracted course-based conflict graphs, where there is an edge
between two vertices, if there is a curriculum prescribing the enrollment
in both of the corresponding courses, or if a single teacher teaches both
courses.

2. Knesser graphs of Lovász [292] and the “forbidden intersections”graphs
of Frankl and Rödl [168]: Knesser graph K(n, k), n > k > 1, has

(
n
k

)
vertices, corresponding subsets of {1, 2, . . . , n} of cardinality k. Two
vertices are adjacent if the corresponding subsets are disjoint. Lovász
has shown [292] that the chromatic number ofK(n, k) is exactly n−2k+
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2, despite the fact K(n, k) that has no triangle for n > 3k. Similarly,
forbidden intersections graph F (m, γ), m ≥ 1, 0 < γ < 1, such that (1−
γ)m is an even integer, has 2m vertices, corresponding to sequences of
m bits (zeros and ones). Two vertices are adjacent, if the corresponding
sequences differ in precisely (1− γ)m bits.

The focus on l-Bounded k-Colouring makes the data easier to interpret.
However, one can use arbitrary other additional constraints.

First, on conflict graphs from timetabling applications, we show the strength
of the bounds on real-life instances. We have computed the best possible ver-
tex colouring, without any bound on the number of uses of a colour, and took
the size of the largest colour class to be C. Subsequently, we have obtained
lower bounds, upper bounds, and optima for (C − 1)-bounded colouring,
(C − 2)-bounded colouring, etc. Table C.6 lists the results.

Next, on“forbidden intersections”[101] and Knesser graphs [258], we show
the weakness of the bound in some cases. It is known that the theta bound of
Lovász and related semidefinite programming relaxations of graph colouring
perform poorly: the lower bound is O(1) as n grows, whereas the actual
chromatic number grows with n. Table C.7 shows that the lower bound
gets tighter as the bound on the number of uses of a colour gets tighter. It
should be noted that there is a large difference between clique and chromatic
numbers in both Knesser and forbidden intersection graphs, which makes
them quite unlike conflict graphs encountered in timetabling applications.
Although semidefinite programming lower bounds for graph colouring are
weak on these graphs, they do tighten, as the bound on the number of uses
of colours tightens.

Finally, let us remark that an important aspect of implementing the aug-
mented Lagrangian method is problem-specific simplification of the linear al-
gebra involved. In relaxations of l-Bounded k-Colouring (Problem 7.7)
of a graph on n vertices and m edges, one can:

• avoid computing (A1A
T
1 )−1 and compute AT1 y1 in time O(m)

• compute (A2A
T
2 )−1 in time O(n2) and compute AT2 y2 in time O(n)

• compute (ABT )−1 in time O(n) and compute BTv in time O(n)

• evaluate the augmented Lagrangian and its gradient at a given v in
time O(n2).
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This allows for an efficient implementation of AugmentedLagrangianMethod
(Algorithm 7) using a variant of limited memory BGFS seach [163] with
projection to non-negative v to minimise the quadratic program on Line 9.
The bulk of the run-time is hence spent in an eigenvalue decomposition in
Line 10, where our particular implementation relies on Intel Math Kernels im-
plementation of the Lanczos algorithm [163], although much faster methods
[224] have been proposed recently. The convergence of our implementation
is currently too frail for us to present any results.





Chapter 8

Precedence-Constrained Components

Nothing will be more central to computational
science in the next century than the art of

transforming a problem that appears
intractable into another whose solution can

be approximated rapidly.

Nick Trefethen and David Bau [394]

It has been suggested (p. 93) that scheduling problems are defined by hav-
ing either mutual-exclusion constraints or precedence constraints or both.
Following a chapteron mutual-exclusion constraints and preceding Future
Work, this chapterpresents our work in progress on precedence-constrained
problems.

8.1 Scheduling, Packing, and Integer Programming: An
Overview

Let us consider:

Problem 8.1. The Precedence-Constrained Scheduling (PCS): Given
integers r, n ≥ 1, amounts ai > 1 of resources i = 1, 2, . . . , r available,
resource requirements of n jobs D ∈ Rn×r, and p pairs of numbers P ⊆
{(i, j) | 1 ≤ i < j ≤ n} expressing job i should be executed prior to exe-
cuting j, find the largest integer k so that k jobs can be executed using the
resources available.

This problem on its own has numerous important applications, notably in
resource extraction [54, 318], where it is known as the open-pit mine produc-
tion scheduling problem. It also underlies many other applications, such as
realistic models of transportation, which consider both weight and volume of

119
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vehicle load [181, 294]. The usual compact linear programming formulations
do, however, provide particularly weak lower bounds. One can strengthen the
bound, but even sophisticated problem-specific cuts used in conjunction with
general-purpose cuts in-built in modern solvers do not result in particularly
well-performing solvers. We, hence, present a formulation with a pseudo-
polynomial number of variables, which provides strong bounds, and an adap-
tive discretisation method for obtaining it. We do not, however, present
automated methods for extraction of the precedence-constrained component.

Clearly, there is a packing component to Precedence-Constrained Schedul-
ing (Problem 8.1). An important special case in dimension three with rota-
tions around combinations of axes in multiples of 90 degrees is still NP-Hard
even to approximate [105]. Let us fix the order of six such allowable rotations
in dimension three arbitrarily and define:

Problem 8.2. The Container Loading Problem (CLP): Given dimen-
sions of a large box (“container”) x, y, z > 0 and dimensions of n small boxes
D ∈ Rn×3 with associated values w ∈ Rn, and specification of the allowed
rotations r = {0, 1}n×6, find the greatest k ∈ R such that there is a packing
of small boxes I ⊆ {1, 2, . . . , n} into the container with value k =

∑
i∈I wi.

The packed small boxes I may be rotated in any of the allowed ways, must
not overlap, and no vertex can be outside of the container.

Problem 8.3. The Van Loading Problem (VLP): Given dimensions of
a large box (“van”) x, y, z > 0, maximum mass p ≥ 0 it can hold (“payload”),
dimensions of n small boxes D ∈ Rn×3 with associated values w ∈ Rn, mass
m ∈ Rn, and specification of the allowed rotations r = {0, 1}n×6, find the
greatest k ∈ R such that there is a packing of small boxes I ⊆ {1, 2, . . . , n}
into the container with value k =

∑
i∈I wi and mass

∑
i∈I mi ≤ p. The

packed small boxes I may be rotated in any of the allowed ways, must not
overlap, and no vertex can be outside of the container.

Although there are a number of excellent heuristic solvers, the progress
in exact solvers for the Container Loading Problem has been limited, so far.

The Formulation of Chen/Padberg Chen et al. [102] introduced an in-
teger linear programming formulation using the relative placement indicator:
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Symbol Meaning

n The number of boxes.
H A fixed axis, in the set {X, Y, Z}.
α An axis of a box, in the set {1, 2, 3}.
Lαi The length of axis α of box i.
lαi The length of axis α of box i halved.
DH The length of axis H of the container.
wi The volume of box i in the CLP.

Table 8.1: Notation used in this chapter.

λHij =

{
1 if box i precedes box j along axis H

0 otherwise
,

δHαi =

{
1 if box i is rotated so that axis α is parallel to fixed H

0 otherwise
,

xHi = absolute position of box i along axis H.
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max
n∑
i=1

∑
H

wiδ
H
1i (8.1)

s.t.
∑
H

δH2i =
∑
H

δH1i (8.2)∑
H

δH1i =
∑
α

δHαi (8.3)

L1j(i)λ
H
j(i)i +

∑
α

lαiδ
H
αi ≤ xHi (8.4)

xHi ≤
∑
α

(DH − lαi)δHαi − L1j(i)λ
H
ij(i) (8.5)

DHλ
H
ji +

∑
α

lαiδ
H
αi −

∑
α

(DH − lαj)δHαj ≤ xHi − xHj (8.6)

xHi − xHj ≤
∑
α

(DH − lαi)δHαi −
∑
α

lαjδ
H
αj −DHλ

H
ij (8.7)∑

H

(λHij + λHji) ≤
∑
H

δH1i (8.8)∑
H

(λHij + λHji) ≤
∑
H

δH1j (8.9)∑
H

δH1i +
∑
H

δH1j ≤ 1 +
∑
H

(λHij + λHji) (8.10)

n∑
i=1

∑
H

(∏
α

Lαi

)
δH1i ≤

∏
H

DH (8.11)

δHαi ∈ {0, 1}, λHij ∈ {0, 1}
L1i ≤ L2i ≤ L3i, j(i) such that L1j(i) = max{L1j} for 1 ≤ i 6= j ≤ n.

Fasano [153] suggested minor improvements to the formulation. Padberg
[334] has studied its properties. In particular, he identified the subsets of
constraints with the integer property. Despite the interesting theoretical
properties, modern integer programming solvers fail to solve instances larger
than 10–20 boxes using this formulation, as evidenced by Table C.8. This is
far from satisfactory.

Extensions to the Formulation of Chen/Padberg Arguably, the for-
mulation could be strengthened further by the addition of valid constraints.
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We have identified three classes of such constraints. Compound constraints
stop combinations of certain boxes being placed next to each other if they
would violate the domain constraint. For example:

δHki + δHmj + λHij ≤ 2 if lki + lmj > DH ∀k,m ∈ {1, 2, 3}, H ∈ {X, Y, Z}
and 1 ≤ i 6= j ≤ n (8.12)

The example for 2 boxes can be easily extended to 3 or more boxes “in a
row.” One can also attempt to break symmetries in the problem. If boxes i
and j (where i < j) are identical (i.e. Lαi = Lαj ∀α):

λHij = 0 and
∑
H

δH1i ≥
∑
H

δH1j (8.13)

Furthermore, if a box has two or more sides of the same length then we
can limit the rotations. We define function f , which provides a canonical
mapping of {X, Y, Z} to {1, 2, 3}:∑

H

(f(H) · δHki) ≥
∑
H

(f(H) · δHmi) if lki = lmi (8.14)

∀1 ≤ i ≤ n and 1 ≤ k < m ≤ 3

Nevertheless, whilst the addition of these constraints improves the perfor-
mance somewhat, the formulation remains impractical.

8.2 Finding the Precedence-Constrained Component

In order to reformulate the problem automatically, the solver needs to identify
the precedence-constrained part. In previous sections, we have looked for
a maximum component, corresponding to an arbitrary submatrix. In this
section, we focus on a maximum row-block, which in the definition on page 76
is the submatrix whose rows’ index set is a complete integer subsequence.

8.2.1 The Problem and its Complexity

Let us state the problem of extracting the Chen/Padberg relaxation formally:

Problem 8.4. Precedence-Constrained Component/Row-Block Ex-
traction: Given positive integers d,m1,m2, an m1 × d integer matrix A1,
an m2×d integer matrix A2, an m1-vector b1 of integers, and an m2-vector b2
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of integers, corresponding to a mixed integer linear program with constraints
A1y = b1, A2y ≤ b2, find the largest integer n (“the maximum number of
boxes”), such that:

• there exists a 4n×9n submatrix/row-block E of A1, corresponding only
to binary variables, which we denote δ, with zero coefficients elsewhere
in the rows

• there exists a 9n(n−1)/2 + 6n+ 1×3n(n−1)/2 + 12n submatrix/row-
block F of A2, corresponding to 9n binary variables δ as before, 3n(n−
1)/2 binary variables denoted λ, and 3n continuous variables denoted
x, with zero coefficients elsewhere in the rows

• E contains n rows with exactly 2 non-zero coefficients ±1, correspond-
ing to (8.2), and 0 in the right-hand side b1

• E contains 3n rows with exactly 4 non-zero coefficients ±1, correspond-
ing to (8.3), and 0 in the right-hand side b1

• F contains 6n rows with exactly 5 non-zero coefficients, some not nec-
essarily ±1, corresponding to (8.4–8.5), and 0 in the right-hand side
b2

• F contains 6n(n − 1) rows with exactly 9 non-zero coefficients, some
not necessarily ±1, corresponding to (8.6–8.7), and 0 in the right-hand
side b2

• F contains 2n(n − 1) rows with exactly 9 non-zero coefficients ±1,
corresponding to (8.8–8.9), and 0 in the right-hand side b2

• F contains n(n − 1) rows with exactly 12 non-zero coefficients ±1,
corresponding to (8.10), and 1 in the right-hand side b2

• F contains 1 rows with exactly 3n non-zero coefficients, not necessarily
±1, corresponding to (8.11), and a positive number in the right-hand
side b2.

Notice that by maximising the number of rows involved, we also maximise
the number of boxes, as number r = 9n(n−1)/2+6n+1 of rows is determined
by number n of boxes. The following can be seen easily:

Lemma 8.5. Precedence-Constrained Component Extraction is
in NP .
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Conjecture 8.6. Precedence-Constrained Component Extraction
is NP-Hard.

Lemma 8.7. Precedence-Constrained Row-Block Extraction is
in P .

Proof. A polynomial-time algorithm for extracting the precedence-constrained
block can clearly rely on there being a polynomial number of blocks of the
required size. See Algorithm 9.

8.2.2 Algorithms

Algorithm 9 displays a very general algorithm schema for Precedence-
Constrained Row-Block Extraction. Notably, the test of Line 10
requires elaboration. First, one needs to partition the block into the 5 families
of rows (8.4–8.11). Some rows (8.8–8.9, 8.4–8.5, 8.11) are clearly determined
by the numbers of non-zeros (9, 5, and 3). One can distinguish between others
(8.6–8.7 and 8.10) by their right-hand sides. The test as to whether the rows
represent the constraints (8.4–8.11) is based on identifying the variables.
Continuous variables x are, however, identified easily and binary variables δ
are determined in Line 6. What remains are variables λ.

8.3 Exploiting the Precedence-Constrained Component

8.3.1 A Space-Indexed Reformulation

We propose a reformulation, where the large box is discretised into units of
space, whose dimensions are given by the largest common denominator of
the respective dimensions of the small boxes.1 The small boxes are grouped
by their dimensions into types t ∈ {1, 2, . . . , n}. At is the number of boxes
of type t available. The formulation uses the space-indexed binary variable:

1This work has been first presented at the 7th ESICUP Meeting in Buenos Aires,
Argentina, June 6–9, 2010. Subsequently, the approach has become quite popular [255,
136].
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Algorithm 9 PrecedenceConstrainedBlock(A1, b1, A2, b2)

1: Input: A1x = 1, A2x ≤ 1, that is m1 × d matrix A1 and m2 × d matrix
A2, m1-vector b1, m2-vector b2

2: Output: Integer k and blocks E,F of A1, A2

3: Set kmax to the largest integer k such that there are k subsequent rows
in A1 with exactly 6 non-zero elements, all ±1

4: for integer k = 4n from kmax down to 4 do
5: for 4n×9n block E in A1 such that all rows have 6 non-zeros ±1 do
6: if E cannot represent constraints (8.2–8.3) then
7: Continue
8: end if
9: for 7n+ 9n(n− 1)/2× 3n2 + 9n block F in A2 do

10: if F cannot be partitioned into (8.4–8.11) then
11: Continue
12: end if
13: return n,E, F
14: end for
15: end for
16: end for

µtx,y,z =


1 if a box of type t is placed such that its lower-back-left

vertex is at coordinates x, y, z

0 otherwise

Without allowing for rotations, the formulation reads as follows:

max
∑
x,y,z,t

µtxyzwt (8.15)

s.t.
∑
t

µtxyz ≤ 1 ∀x, y, z (8.16)

µtxyz = 0 ∀x, y, z, t where x+ L1t > DX or

or y + L2t > DY or z + L3t > DZ (8.17)∑
x,y,z

µtxyz ≤ At ∀t (8.18)∑
x′,y′,z′

f(x, y, z, x′, y′, z′, t) ≤ 1 ∀x, y, z, t (8.19)
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where

f(x, y, z, x′, y′, z′, t) =


µtx′y′z′ if x ≤ x′ ≤ x+ L1t and

y ≤ y′ ≤ y + L2t and
z ≤ z′ ≤ z + L3t

0 otherwise

(8.20)

The constraints are very natural: No region in space may be occupied
by more than one box type (8.16), boxes must be fully contained within
the container (8.17), there may not be more than At boxes of type t (8.18),
and boxes cannot overlap (8.19). There is one non-overlapping constraint
(8.19) for each discretised unit of space and type of box. In order to support
rotations, new box types need to be generated for each allowed rotation and
linked via set packing constraints, which are similar to Constraint 8.18. In
order to extend the formulation to the van loading problem, it suffices to add
the payload capacity constraint:

∑
x,y,z,t

µtxyzmt ≤ p (8.21)

8.3.2 Adaptive Discretisation

In order to reduce the number of regions of space, and thus the number of
variables in the formulation, a sensible space-discretisation method should
be employed. The greatest common divisor (GCD) reduction can be applied
on a per-axis basis, finding the greatest common divisor between the length
of the container for an axis and all the valid lengths of boxes that can be
aligned along that axis and scaling by the inverse of the GCD. This is trivial
to do and is useful when all lengths are multiples of a large number, which
may be common in certain situations.

In other situations, this may not reduce the number of variables at all,
and it may be worth tackling the optimisation variant of:

Problem 8.8. The Discretisation Decision: Given integer k, dimen-
sions of a large box (“container”) x, y, z > 0 and dimensions of n small boxes
D ∈ Rn×3 with associated values w ∈ Rn, and specification r = {0, 1}n×6

of what rotations are allowed, decide if there are k points, where the lower-
bottom-left vertex of each box can be positioned in any optimum solution of
Container Loading Problem. Formally, k = |IX ||IY ||IZ |, where index-
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sets IX , IY , IZ refer to the set {1c, 2c, . . . ,max{x, y, z}c−1}, where c is the
greatest common divisor across elements in D.

Considering the following:

Problem 8.9 (Papadimitriou [339]). The decision whether the optimum of
an instance of Knapsack is unique is ∆p

2-Complete, where ∆p
2 is the class

of problems that can be solved in polynomial time using oracles from NP .

Theorem 8.10. Discretisation Decision is ∆p
2-Hard.

Proof. One could check for the uniqueness of the optimum of an instance of
Knapsack (Problem 2.2) using any algorithm for Discretisation Deci-
sion (Problem 8.8).

We can, however, use non-trivial non-linear space-discretisation heuris-
tics. To do this we use the same values as before on a per-axis basis, i.e.
the lengths of any box sides that can be aligned along the axis. We then use
dynamic programming to generate all valid locations for a box to be placed.
See Algorithm 10. For example, given an axis of length 10 and box lengths of
3, 4 and 6, we can place boxes at positions 0, 3, 4, 6, and 7. 8, 9 and 10 are
also possible, but no length is small enough to still lie within the container
if placed at these points. This has reduced the number of regions along that
axis from 10 to 5. An improvement on this scale may not be particularly
common in practice, though the approach can help where the GCD is 1. It
is obvious that this approach can be no worse than the GCD method at
discretising the container. This also adds some implicit symmetry breaking
into the model. Notice that the algorithm runs in time polynomial in the
size of the output it produces, but this is may be exponential in the size of
the input and considerably more than the size of the best possible output.

8.3.3 Computational Experience

We have tested the formulations above on three sets of instances:

• 3D Pigeon Hole Problem instances, Pigeon-n, where n + 1 unit cubes
are to be packed into a container of dimensions (1 + ε)× (1 + ε)× n.

• SA and SAX datasets, which are used to test the dependence of solvers’
performance on parameters of the instances, notably the number of
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Algorithm 10 DiscretisationDP(M,n,D, r)

1: Input: Dimensions M ∈ R3 of the container, dimensions of n small
boxes D ∈ Rn×3, and allowed rotations r = {0, 1}n×6

2: Output: Integer k and k possible positions

3: P = ∅
4: for axis with limit m ∈M do
5: L = {d | d ∈ D may appear along this axis, given allowed rotations r}

6: P = closure of P ∪ {p+ l | p ∈ P, l ∈ L, p+ l ≤ m},
optionally pruning p ∈ P that cannot occur due to the dependence of
the axes and the fact each box can be packed at most once

7: end for
8: return |P |, P

boxes, heterogeneity of the boxes, and physical dimensions of the con-
tainer. There is 1 pseudo-randomly generated instance for every com-
bination of container sizes ranging from 5–100 in steps of 5 units cubed
and the number of boxes to pack ranging from 5–100 in steps of 5. The
SA datasets are perfectly packable, i.e. are guaranteed to be possible
to load the container with 100% utilisation with all boxes packed. The
SAX are similar but have no such guarantees; the summed volume of
the boxes is greater than that of the container.

• Van-loading instances, generated so as to be similar to those used in
pricing subproblems of branch-and-cut-and-price approaches to vehicle
routing with both load weight and volume considerations [181, 294].
The van-loading and van-loading-X instances use containers of 10×10×
30 and 10 × 10 × 50 units, respectively, representing the approximate
ratios of a small commercial van and a larger freight truck. 2, 4 or 6 out
of 6 pseudo-randomly chosen orientations are allowed. The load weights
and knapsack values are generated pseudo-randomly and independently
of the volume of the small boxes. 10 instances were generated for each
class of problem.

All the tests were performed on a 64-bit computer running Linux, which
was equipped with 2 quad-core processors (Intel Xeon E5472) and 16 GB
memory. The solvers tested were IBM ILOG CPLEX 12.2.0, Gurobi Solver
4.0, and SCIP 2.0.1 [9] with CLP as the linear programming solver. The
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instances are available2 on-line.

For the 3D Pigeon Hole Problem, results obtained within one hour using
the three solvers and the Chen/Padberg formulation are shown in Table C.8,
while Table C.9 compares the results of Gurobi Solver on both formulations.
None of the solvers managed to prove optimality of the incumbent solution
for twelve unit-cubes within an hour using the Chen/Padberg formulation, al-
though the instance of linear programming (after pre-solve) had only 616 rows
and 253 columns and 4268 non-zeros. In contrast, the space-indexed formu-
lation allowed Gurobi Solver to solve Pigeon-10000000 within an hour, where
the instance of linear programming had 10000002 rows, 10000000 columns,
and 30000000 non-zeros.

For the SA and SAX datasets, Figures C.1–C.2 summarise solutions
obtained within an hour using the Chen/Padberg formulation, the space-
indexed formulation, and a metaheuristic approach described by Allen et al.
[18]. In the case of the SAX dataset, the volume utilisation is given with
respect to the tightest upper bound found by any of the solvers. Finally, for
the van-loading instances, the results of Gurobi Solver with the space-indexed
model after one hour can be seen in Table C.10. As there were 10 instances
tested for each class of problem, the mean number of boxes, number of unique
box types and mean gap between solution value and bound are also given.

Overall, the space-indexed relaxation provides a particularly strong up-
per bound. The mean integrality gap, or the ratio of the difference between
root linear programming relaxation value and optimum to optimum has been
10.49 % and 0.37 % for the Chen/Padberg and the space-indexed formula-
tion, respectively, on the SA and SAX instances solved to optimality within
the time limit of one hour. The mean gap, or the ratio of the difference
between the linear programming relaxation value and the value of the best
solution found to the bound, left after an hour on van-loading instances was
1.5%. This should not be particularly surprising, as similar discretised re-
laxations proved to be very strong in scheduling problems corresponding to
one-dimensional packing [384, 399, 336] and can be shown to be asymptoti-
cally optimal for various geometric problems both in two dimensions [338] and
in higher [421] dimensions. It, indeed, seems that adaptive discretisations,
pioneered by time-indexed formulations previously and space-space formula-
tion in this section, seem to be the technique for deriving strong relaxations
for precedence-constrained problems.

2Available at http://discretisation.sf.net (May 25, 2011)

http://discretisation.sf.net


Chapter 9

Conclusions

General-purpose integer linear programming solvers has seen only incremen-
tal, if very impressive [60, 64, 56], improvements in the past two decades.
Many original “alternative” approaches have been developed, but a number
of those suffer from two major flaws: firstly, they are not compatible with
the branch-and-cut approach employed by contemporary commercial general-
purpose solvers and, hence, are only rarely implemented. Secondly, they are
neither generally applicable, nor designed specifically to tackle classes of in-
stances that are difficult to solve using the branch-and-cut approach, such as
those in Scheduling and Timetabling. It may hence be worth investigating
further alternatives.

This dissertation has presented an approach to designing methods, which
could be implemented in existing branch-and-cut solvers, but which improve
their currently mediocre performance on a number of classes of instances. It
attempts to find and exploit “useful structures”. Three such useful structures
have been described, which are both pervasive in random models and wide-
spread in Scheduling and Timetabling applications. Solvers exploiting two
of these structures [88, 19] constitute the state of the art in two particular
areas in Scheduling and Timetabling. Nevertheless, there are a number of
questions left open.

9.1 Open Questions

The ultimate question is, indeed, what effect would the exploitation of use-
ful structures have on the performance of a state-of-the-art solver, such as
the next release of IBM/ILOG CPLEX. This thesis has made only the first
steps towards answering it. In doing so, a number of further questions have
appeared.

In Mathematics and Theoretical Computer Science:
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• What structures can be made useful? Table 2.2 lists a number of struc-
tures. Some of them, notably basis reduction methods, seem “useful”,
but are they?

• Is there a (precise) sense in which the (primal, improvement, branch-
ing, separation) sub-problems are easier than the integer linear pro-
gramming proper, despite the results of Schulz [375]? Perhaps some
“approximation ratio in expectation” in the spirit of smooth analysis?

• Can one efficiently compute decompositions of hypergraphs or ma-
troids, whose expected width measures in some model of random graphs
were sublinear? Notably, can one obtain booleanwidth decompositions
[13, 85, 43] in polynomial-time? See Section 3.3.1.

• Empirically, strong branching performs particularly well. Can its per-
formance be bounded? Based on the growing body of analyses of the
use of inexact solutions in exact methods [362], it seems to.

• Is there a polynomial-time algorithm for finding the closure of Tan-
gled Min-max Removal and the closure of Abs-val Removal,
Min-max Removal, and Tangled Min-max Removal? See Defi-
nition 6.9 in Section 6.4.

• What are the convergence properties of multiple-splitting schemes in
augmented Lagrangian methods? Notably, does Conjecture 7.22 hold?

• Can one optimise over the super-exponentially large instances of semidef-
inite programming obtained using the known operators [293, 278, 221]
from instances of linear programming in time polynomial in the size of
the original instances of linear programming? See Section 2.5.3.

• What is the number of m × n, {−1, 0, 1} matrices, which are totally
unimodular and distinct up to the permutations of rows and columns?
Notably, can one provide a closed-form solution to the recursion given
by Proposition 4.3, following constructions (C1–C6)?

• What is the expected size of the largest submatrix in a constraint mat-
rix of a random integer program, which corresponds to the instance
of propositional satisfiability with the neighbourhood structure that
Lovász local lemma [319] guarantees it to be feasible?

• What is the expected size of the largest totally unimodular submatrix in
an m× n matrix, whose entries are independently equiprobably drawn
from the set {0,±1}? Notably, does Conjecture 4.14 hold?
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• Can one design algorithms for the extraction of a large totally uni-
modular submatrix with non-trivial approximation guarantees, based
on the characterisation of Seymour [378, 374]? See Section 4.2.1.

In the development of integer programming solvers:

• Can tree decompositions be used in a “useful structure”?

• Pataki et al. [341] provide an exquisite analysis of the complexity of
branch and bound, using basis reduction. Hence, can basis reduction
be made into a “useful structure”?

• Can one introduce specialised column-generation or interior-point meth-
ods for solving linear programming relaxations obtained by discretisa-
tion, such as those of Section 8? The Dantzig-Wolfe decomposition
could, perhaps, divide the problem into sub-problems pertaining to
each type of box (8.19) and a master problem enforcing the set-packing
constraint (8.16). To what extent can combinatorial algorithms [336]
speed up the solution of discretised (time-index and space-indexed) re-
laxations?

• In many minimisation problems in combinatorial optimisation, the op-
timum is rather a small number k and it is easy to produce feasible
solutions with value k + 1 as well as to infer integer infeasibility of
solutions with value k − 1, which could perhaps be exploited.

• For problems where the optimal value of the objective function is
higher, it could be possible to apply branching on the components of the
objective function. What would be the performance of such heuristics?

• What is the performance of branching heuristics derived from colour-
ing the conflict graph, such as: (i) Least constraint colour to most
constrained node (ii) “Where local search for k-colouring gets stuck”
(iii) “Where iterated local search gets stuck most often” (iv) Shortest
path sampled in a Zykovian merge-separate tree (v) Shortest path in a
Zykovian merge-separate tree?

• What is the empirical performance of the algorithms for recognition of
totally unimodular matrices, based on the characterisation of Seymour
[378, 374]. See Section 4.2.1.





Appendix A

The Preservation of Structure

Do only what only you can do.

Edsger Wybe Dijkstra

In 2008–2009, I spent considerable amounts of time working along the fol-
lowing lines: An integer programming solver should exploit structure present
in the instance. Some of the most successful means of exploitation use refor-
mulation. Unfortunately, the extraction of the structure is as hard as solv-
ing the original problem, and finding the best reformulation of an algebraic
model seems undecidable with respect to many criteria. Hence, let the user
describe the structure and suggest some possible reformulations. This line
of work, inspired by Parkes [340] and Gondzio [116], has resulted in a parser
of an optimisation programming language with support for semi-automated
reformulations. An overview is presented for the record.

An Overview The progress in the development of integer linear program-
ming (ILP) solvers makes it possible to solve more and more complex prob-
lems. With the complexity of the problem, the number of possible formu-
lations (“models”) grows combinatorially: Shall we introduce this aggregate
variable? How do we cope with the trade-off between the large number and
limited strength of constraints? There seem to be, however, little or no tools
to aid the modeller.

There is a long history of work on formalisation of mathematical mod-
elling, including the seminal papers of [183]. See the survey of [209]. Many
concepts presented by Geoffrion, such as algebraic models (“model schemata”)
and integration with databases, are now a common place. Widely used mod-
elling languages, including OPL [400], AMPL [167], and ZIMPL [268] do
not, however, have support for model management or semi-automated model
tuning, and only ZIMPL comes with an open-source parser.
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Plosar We present a programming language for optimisation with support
for semi-automated reformulations (abbreviated “Plosar”). The language is
not created from scratch, but extends the concept of separation of model and
data and the familiar syntax of Van Hentenryck [400]. The extension consists
of the keywords optional, pickone, and or. Using the new keywords, it is
possible to formulate modelling alternatives.

We present an open-source parser, which allows for the generation of
instances in the standard “.lp” format. Unlike many previous open-source
parsers built upon Bison or Yacc, the parser uses Boost Spirit, which al-
lows for better error reporting and easier debugging. Further applications
of the parser include the translation of algebraic models to AMS LATEX and
C++ source code using ILOG Concert libraries. Although trivial in terms
of mathematical content, we believe these tools could be of interest to the
community.

We also present a tool for “semi-automated discovery of reformulations”.
It allows for the search space of modelling alternatives to be searched ex-
haustively, with the evaluation of a model based on a number of data sets
(“a benchmark”) and various statistical measures. This could certainly be
extended to make use of local search or experiment design.



Appendix B

The Exploitation of Unknown Structures

When we write programs that “learn”, it turns
out we do and they don’t.

Alan J. Perlis

In 2007–2008, I spent considerable amounts of time working along the
following lines: An integer programming solver is a bag of tricks. Unfortu-
nately, we do not know what trick works when. Let us use machine learning.
This work, in part inspired by a suggestion of Nemhauser [323], has not been
finished and has been superseded by Kılınç-Karzan et al. [264], Hutter et
al. [247, 245, 246], and the staff of Fair Isaac Corporation. An overview is
presented for the record.

Auto-Tuning: An Overview The exploitation of unknown structures is
closely related with the idea of “auto-tuning”. There seem to be four or more
commonly used meanings of the word “auto-tuning”:

• Pure “off-line” learning: What settings have the best mean of a perfor-
mance indicator on a given set of instances?

• “Off-line” learning of static rules using “instance attributes”: What set-
tings have the best mean of a performance indicator on a given set of
instances and a given set of attributes of each instance and attributes
of the instance to solve?

• Pure “on-line” learning: What settings have the best expected perfor-
mance, with respect to a fixed indicator, based on their performance
so far on this particular instance?

• Hybrid learning based on “instance attributes” and “node attributes”:
What settings have the best expected performance, with respect to a
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fixed indicator, based on the performance of a given set of instances
with a given set of attributes of each instance and “the progress so far”
on the particular instance with its attributes?

It seems clear that pure “off-line” learning can be accomplised by an algo-
rithm running in time given by the product of the number of parameter set-
tings, the number of instances, and the per-instance run-time. This is clearly
in class PNP . “Off-line” learning of static rules using “instance attributes”
for various notions of a rule and conditions on its sparsity can be shown to
be in NPNP . Pure “on-line” learning can be shown to be in PSPACENP .
Hybrid learning seems to be yet more difficult.

A considerable amount of work has focused on “off-line” learning of static
rules using “instance attributes”. One may want to learn rules such as:

• use branching rules based on inference, when the objective function is
constant or seems artificial

• use branching on general disjunctions, if there are more than 25 % of
general integer variables

• use strong branching, if Gaussian elimination performs well on the con-
straint matrix A

Such “rules” have often been discussed [122, 48, 8, e.g.] yet until recently,
the integer programming community has not focused on automating their
inference.

An Overview of the Unfinished Work Appropriate instance attributes
seem to be:

• Ratio of rows to columns in the constraint matrix A

• Density of non-zeros in the constraint matrix A

• Percentage of binary variables

• Percentage of integral variables with variable upper bounds

• Percentage of non-integral variables

• Percentage of k-sparse (k = 1, 2) columns in A
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• Percentage of columns constrained in one direction only in A

• Number and percentage of dense columns in A

• Average density of the top 10 densest columns in A

• Median number of variables per constraint

• Density of non-zeros in ATA

• Number and percentage of dense columns in ATA

• Average density of the top 10 densest columns in ATA

• Percentage of constraints of type T (cover, packing, partition)

• Percentage of two-variable constraints of type T (cover, packing, par-
tition)

• Number and percentage of dense rows

• Average density of the top 10 densest rows

• Ratio of the number of non-zeros in the original matrix to the number
of non-zeros in the pre-solved matrix

• Rank of the quality of solution obtained by primal heuristic A at the
root node

• Number of cuts of type T applied at the root node

Suitable node attributes seem to include:

• Depth of the node

• Number of nodes visited

• Number of nodes left

• Ratio of number of nodes left to number of nodes visited

• Rank of heuristic A in the counts of successful runs of primal heuristics
so far

• Median rank of the run-times of successful runs of primal heuristic A
so far
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• Median rank of the run-times of runs of primal heuristic A so far

• Number of cuts of type A applied at so far

The “off-line” rules can be used to obtain initial estimates in an upper
confidence bound policy.



Appendix C

The Computational Results

Table C.1: Dimensions of graphs induced by reversible clique partitions
obtained from DIMACS instances (G), with (Q′) and without (Q) pre-
processing. Empty spaces indicate graphs that are trivial to colour.

Instance Original Graph G Rev. Cliq. Part. Q Rev. Cliq. Part. Q′

Vert. Edges Vert. Edges Vert. Edges
1-FullIns 3 30 100 29 89
1-FullIns 4 93 593 92 561 25 85
1-FullIns 5 282 3247 281 3152 61 358
1-Insertions 4 67 232 67 232 60 208
1-Insertions 5 202 1227 202 1227 202 1227
1-Insertions 6 607 6337 607 6337 600 6301
2-FullIns 3 52 201 51 186
2-FullIns 4 212 1621 211 1566 16 65
2-FullIns 5 852 12201 851 11986 93 582
2-Insertions 3 37 72 37 72
2-Insertions 4 149 541 149 541 149 541
2-Insertions 5 597 3936 597 3936 597 3936
3-FullIns 3 80 346 79 327 17 65
3-FullIns 4 405 3524 404 3440 22 114
3-FullIns 5 2030 33751 2029 33342 94 768
3-Insertions 3 56 110 56 110
3-Insertions 4 281 1046 281 1046 281 1046
3-Insertions 5 1406 9695 1406 9695 1395 9642
4-FullIns 3 114 541 113 518
4-FullIns 4 690 6650 689 6531
4-FullIns 5 4146 77305 4145 76610 195 1769
4-Insertions 3 79 156 79 156
4-Insertions 4 475 1795 475 1795 475 1795
5-FullIns 3 154 792 153 765 39 229
5-FullIns 4 1085 11395 1084 11235 121 1037
abb313GPIA 1557 53356 1557 53356 853 16093
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Table C.1: Dimensions of graphs induced by reversible clique partitions ob-
tained from DIMACS instances. (Continued.)

Instance Original Graph G Rev. Cliq. Part. Q Rev. Cliq. Part. Q′

Vert. Edges Vert. Edges Vert. Edges
anna 138 493 125 437
ash331GPIA 662 4181 662 4181 661 4180
ash608GPIA 1216 7844 1216 7844 1215 7843
ash958GPIA 1916 12506 1916 12506 1915 12505
david 87 406 74 322
DSJC1000.1 1000 49629 1000 49629 1000 49629
DSJC1000.5 1000 249826 1000 249826 1000 249826
DSJC1000.9 1000 449449 1000 449449 1000 449449
DSJC125.1 125 736 125 736 125 736
DSJC125.5 125 3891 125 3891 125 3891
DSJC125.9 125 6961 125 6961 125 6961
DSJC250.1 250 3218 250 3218 250 3218
DSJC250.5 250 15668 250 15668 250 15668
DSJC250.9 250 27897 250 27897 250 27897
DSJC500.1 500 12458 500 12458 500 12458
DSJC500.5 500 62624 500 62624 500 62624
DSJC500.9 500 112437 500 112437 500 112437
DSJR500.1 500 3555 480 3341
DSJR500.1c 500 121275 500 121275 281 38166
DSJR500.5 500 58862 497 58218 483 56618
ear 190 4793 185 4758 172 4636
fpsol2.i.1 496 11654 427 5108 107 2454
fpsol2.i.2 451 8691 395 5657 154 2705
fpsol2.i.3 425 8688 369 5658 153 2665
games120 120 638 119 629
hec 81 1363 81 1363 75 1277
homer 561 1628 503 1376
huck 74 301 54 179
inithx.i.1 864 18707 732 11140
inithx.i.2 645 13979 539 9317 50 544
inithx.i.3 621 13969 521 9427 49 474
jean 80 254 67 177
latin square 10 900 307350 900 307350 900 307350
le450 15a 450 8168 450 8168 407 7802
le450 15b 450 8169 450 8169 410 7824
le450 15c 450 16680 450 16680 450 16680
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Table C.1: Dimensions of graphs induced by reversible clique partitions ob-
tained from DIMACS instances. (Continued.)

Instance Original Graph G Rev. Cliq. Part. Q Rev. Cliq. Part. Q′

Vert. Edges Vert. Edges Vert. Edges
le450 15d 450 16750 450 16750 450 16750
le450 25a 450 8260 450 8260 264 5840
le450 25b 450 8263 450 8263 294 6240
le450 25c 450 17343 450 17343 435 17096
le450 25d 450 17425 450 17425 433 17106
le450 5a 450 5714 450 5714 450 5714
le450 5b 450 5734 450 5734 450 5734
le450 5c 450 9803 450 9803 450 9803
le450 5d 450 9757 450 9757 450 9757
miles1000 128 3216 123 3049
miles1500 128 5198 104 3486
miles250 128 387 117 341
miles500 128 1170 115 1065
miles750 128 2113 122 2011
mug100 1 100 166 84 118
mug100 25 100 166 83 115
mug88 1 88 146 75 107
mug88 25 88 146 72 98
mulsol.i.1 197 3925 166 2274
mulsol.i.2 188 3885 158 2458 35 337
mulsol.i.3 184 3916 155 2504 35 336
mulsol.i.4 185 3946 155 2504 36 360
mulsol.i.5 186 3973 157 2549 36 356
myciel2
myciel3 11 20 11 20 11 20
myciel4 23 71 23 71 23 71
myciel5 47 236 47 236 47 236
myciel6 95 755 95 755 95 755
myciel7 191 2360 191 2360 191 2360
qg.order100 10000 990000 10000 990000 10000 990000
qg.order30 900 26100 900 26100 900 26100
qg.order40 1600 62400 1600 62400 1600 62400
qg.order60 3600 212400 3600 212400 3600 212400
queen10 10 100 1470 100 1470 100 1470
queen11 11 121 1980 121 1980 121 1980
queen12 12 144 2596 144 2596 144 2596
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Table C.1: Dimensions of graphs induced by reversible clique partitions ob-
tained from DIMACS instances. (Continued.)

Instance Original Graph G Rev. Cliq. Part. Q Rev. Cliq. Part. Q′

Vert. Edges Vert. Edges Vert. Edges
queen13 13 169 3328 169 3328 169 3328
queen14 14 196 4186 196 4186 196 4186
queen15 15 225 5180 225 5180 225 5180
queen16 16 256 6320 256 6320 256 6320
queen5 5 25 160 25 160 25 160
queen6 6 36 290 36 290 36 290
queen7 7 49 476 49 476 49 476
queen8 12 96 1368 96 1368 96 1368
queen8 8 64 728 64 728 64 728
queen9 9 81 1056 81 1056 81 1056
school1 385 19095 376 18937 353 18799
school1 nsh 352 14612 344 14486 322 14343
wap01a 2368 110871 1594 73666 1594 73666
wap02a 2464 111742 1594 72498 1594 72498
wap03a 4730 286722 3716 224640 3716 224640
wap04a 5231 294902 3814 221704 3814 221704
wap05a 905 43081 749 35116 746 35102
wap06a 947 43571 741 34012 735 33760
wap07a 1809 103368 1611 91746 1609 91698
wap08a 1870 104176 1628 91140 1627 91122
will199GPIA 701 6772 701 6772 660 5836
zeroin.i.1 211 4100 182 2131
zeroin.i.2 211 3541 188 2187
zeroin.i.3 206 3540 183 2186
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Table C.2: The dimensions of test instances: numbers of events, occupancy
measured as the number of events divided by the number of available time-
place slots, and dimensions of the constraint matrices produced by formu-
lations of Udine Course Timetabling (variables × constraints, non-zeros in
constaint matrix).

Instance Ev. Occ. Standard (Non-zero) New (Non-zero)

rand01 100 70% 15415× 3194 469.35k 5398× 4176 188.34k
rand02 100 70 15415× 3197 508.63k 5398× 4179 188.38k
rand03 100 70 15415× 3197 522.44k 5398× 4179 199.47k
rand04 200 70 60835× 6447 2.03M 21002× 8444 794.63k
rand05 200 70 60830× 6416 1.94M 20696× 8381 754.97k
rand06 200 70 60830× 6417 2.16M 20696× 8382 814.10k
rand07 300 70 136270× 9799 4.29M 48174× 12907 1.76M
rand08 300 70 136260× 9729 4.19M 47262× 12773 1.69M
rand09 300 70 136255× 9698 4.46M 46806× 12710 1.74M
rand11 100 80 12935× 3296 356.88k 5097× 4406 159.66k
rand12 100 80 12925× 3233 380.59k 4835× 4279 160.43k
rand13 200 80 50835× 6402 1.71M 17652× 8399 664.51k
rand14 200 80 50840× 6427 1.56M 17908× 8456 623.57k
rand15 200 80 50830× 6371 1.49M 17396× 8336 606.71k
rand16 300 80 113755× 9627 3.92M 39231× 12639 1.49M
rand17 300 80 113770× 9726 3.64M 40374× 12834 1.48M
rand18 300 80 113760× 9650 3.66M 39612× 12694 1.46M
udine1 207 86 50350× 4297 963.38k 11756× 5393 280.62k
udine2 223 93 54440× 5626 1.30M 13452× 6889 378.48k
udine3 252 97 66940× 7883 2.20M 16036× 9252 579.15k
udine4 250 100 64200× 12060 3.70M 15505× 13678 915.37k
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Table C.3: The performance of the standard and the proposed (New) for-
mulation of vertex colouring, measured in run times of CPLEX and numbers
of iterations performed with no built-in symmetry breaking (-0). The last
column lists ratios of CPLEX run times.

Instance Std-0 (Its.) New-0 (Its.) Std-0
New-0

rand01 2.85s 1635 0.90s 931 3.16
rand02 2.99s 1666 0.94s 1106 3.18
rand03 9.92s 5792 1.05s 1045 9.45
rand04 99.48s 26317 5.18s 2802 19.20
rand05 73.72s 19802 33.49s 17467 2.20
rand06 83.78s 22537 40.35s 19836 2.08
rand07 216.08s 35821 86.44s 25541 2.50
rand08 59.70s 10760 43.45s 13342 1.37
rand09 127.19s 22155 98.32s 25782 1.29
rand11 3.80s 1761 1.51s 1194 2.52
rand12 4.55s 2005 2.31s 1377 1.97
rand13 95.67s 22851 47.94s 18957 2.00
rand14 45.25s 10544 6.64s 2629 6.81
rand15 30.77s 6799 6.89s 2685 4.47
rand16 114.32s 11603 275.44s 51518 0.42
rand17 251.15s 33185 144.93s 36949 1.73
rand18 160.25s 21686 138.04s 34461 1.16
udine1 23.23s 8082 4.45s 3370 5.22
udine2 14.51s 4749 10.04s 4826 1.45
udine3 83.41s 16807 17.25s 11698 4.84
udine4 144.49s 30655 145.99s 30655 0.99
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Table C.4: The performance of two formulations of Udine Course Time-
tabling, differing only in the formulation of the underlying graph colouring
component: run times of CPLEX or gaps remaining after 1 hour of solving
and numbers of iterations performed with no built-in symmetry breaking (-
0). The last column lists ratios of CPLEX run times, where optimality was
reached within 1 hour using both formulations.

Instance Std-0 (Its.) New-0 (Its.) Std-0
New-0

rand01 385.59s 180854 84.42s 43737 4.57
rand02 290.09s 71537 72.42s 34296 4.01
rand03 443.95s 148961 59.99s 23310 7.40
rand04 gap 0.24% 419910 1242.50s 210104
rand05 gap 4.15% 360868 1194.71s 250148
rand06 gap 8.33% 299998 1257.72s 247075
rand07 gap 89.71% 234087 gap 90.11% 242978
rand08 gap 99.85% 237243 gap 99.90% 312158
rand09 gap 93.97% 199619 gap 95.44% 263820
rand10 285.91s 66842 70.17s 27416 4.07
rand11 211.71s 68244 61.32s 31738 3.45
rand12 337.31s 129788 84.16s 48401 4.01
rand13 gap 0.24% 431148 884.60s 175513
rand14 gap 6.47% 322073 1356.97s 320129
rand15 gap 1.74% 303518 1166.50s 280722
rand16 gap 66.44% 175766 gap 67.19% 417706
rand17 gap 94.15% 239576 gap 94.06% 293519
rand18 gap 90.57% 251822 gap 49.34% 345817
udine1 1175.40s 166539 237.12s 104221 4.96
udine2 gap 100.00% 639068 gap 100.00% 3318838
udine3 gap 99.31% 367505 gap 59.59% 2000062
udine4 gap 99.69% 220364 gap infinite 962856
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Table C.5: The performance of two formulations of Udine Course Time-
tabling, differing only in the formulation of the underlying graph colouring
component, and the effects of disabling (+0) the built-in symmetry breaking
in CPLEX, or setting it to very aggressive (+3): run times of CPLEX or
gaps remaining after 1 hour of solving.

Instance Std+0 New+0 Std+3 New+3 Std+3
New-0

rand01 385.59s 84.42s 165.52s 76.45s 1.96
rand02 290.09s 72.42s 343.33s 65.51s 4.74
rand03 443.95s 59.99s 298.52s 72.06s 4.98
rand04 gap 0.24% 1242.50s gap 0.24% 1356.63s
rand05 gap 4.15% 1194.71s gap 4.15% 1107.12s
rand06 gap 8.33% 1257.72s gap 8.33% 1162.52s
rand07 gap 89.71% gap 90.11% gap 89.71% gap 90.11%
rand08 gap 99.85% gap 99.90% gap 99.85% gap 99.90%
rand09 gap 93.97% gap 95.44% gap 93.97% gap 95.44%
rand10 285.91s 70.17s 321.51s 81.12s 4.58
rand11 211.71s 61.32s 207.41s 56.79s 3.38
rand12 337.31s 84.16s 253.75s 84.64s 3.02
rand13 gap 0.24% 884.60s gap 1.85% 795.50s
rand14 gap 6.47% 1356.97s gap 6.47% 1197.39s
rand15 gap 1.74% 1166.50s gap 30.43% 1051.74s
rand16 gap 66.44% gap 67.19% gap 66.44% gap 67.19%
rand17 gap 94.15% gap 94.06% gap 94.15% gap 94.06%
rand18 gap 90.57% gap 49.34% gap 90.57% gap 92.25%
udine1 1175.40s 237.12s 1247.33s 142.84s 5.26
udine2 gap 100.00% gap 100.00% gap 100.00% gap 100.00%
udine3 gap 99.31% gap 59.59% gap 99.33% gap 70.04%
udine4 gap 99.69% gap infinite gap infinite gap infinite



149

Table C.6: Results for instances from Track 3 (comp) of the International
Timetabling Competition 2007.

Graph LB Runtime LBm Runtime Rounded

comp01.course 4.00 4 s 5.00 0 s 7
comp02.course 5.98 2 s 6.00 7 s 12
comp03.course 6.94 1 s 7.00 7 s 14
comp04.course 4.98 1 s 5.00 3 s 12
comp05.course 8.00 1 s 7.99 3 s 14
comp06.course 5.99 3 s 6.00 8 s 14
comp07.course 6.00 5 s 6.55 21 s 17
comp08.course 6.99 2 s 6.98 7 s 11
comp09.course 4.99 1 s 5.00 5 s 10
comp10.course 6.00 3 s 6.39 11 s 16
comp11.course 5.00 1 s 6.00 0 s 8
comp12.course 9.91 4 s 9.96 15 s 18
comp13.course 5.98 1 s 6.00 7 s 8
comp14.course 6.00 2 s 6.00 10 s 14
comp15.course 6.94 1 s 7.00 7 s 15
comp16.course 6.00 4 s 5.99 9 s 15
comp17.course 5.98 3 s 6.00 14 s 12
comp18.course 4.99 1 s 5.22 1 s 8
comp19.course 6.00 1 s 6.00 5 s 11
comp20.course 6.00 4 s 6.37 14 s 13
comp21.course 8.00 2 s 8.00 14 s 13
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Table C.7: For Knesser graphs K(n, 2) and forbidden intersection graphs
F (n, γ), where the size of the largest colour class in an optimal colouring is
C, lower bounds LBm and optima χm for (C − m)-bounded colouring are
shown. For m = 0, no bounds were applied.

Graph LB0 χ0 LB−1 χ−1 LB−2 χ−2 LB−3 χ−3

K(5, 2) 2.50 3 3.33 4 5.00 5 10.00 1
K(6, 2) 3.00 4 3.75 4 5.00 5 7.50 8
K(7, 2) 3.50 5 4.20 5 5.25 6 7.00 7
K(8, 2) 4.67 6 5.60 6 7.00 7 9.33 10
FI(6, 0.50) 2.00 2 2.03 3 2.06 3 2.13 3
FI(6, 0.67) 6.40 7 7.11 8 8.00 8 9.14 10
FI(6, 0.83) 2.00 2 2.03 3 2.06 3 2.13 3
FI(6, 1.00) 2.00 2 2.00 2 2.06 3 2.13 3

Table C.8: The performance of various solvers on 3D Pigeon Hole Prob-
lem instances encoded in the Chen/Padberg formulation. “–” denotes that
optimality of the incumbent solution has not been proven within an hour.

Time (s)

Gurobi 4.0 CPLEX 12.2.0 SCIP 2.0.1 + CLP
Pigeon-01 < 1 < 1 < 1
Pigeon-02 < 1 < 1 < 1
Pigeon-03 < 1 < 1 < 1
Pigeon-04 < 1 < 1 < 1
Pigeon-05 < 1 < 1 3.3
Pigeon-06 < 1 < 1 37.9
Pigeon-07 1.5 3.6 779.3
Pigeon-08 7.4 25.6 –
Pigeon-09 88.6 398.4 –
Pigeon-10 1381.4 – –
Pigeon-11 – – –
Pigeon-12 – – –
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Table C.9: The performance of Gurobi 4.0 on 3D Pigeon Hole Problem in-
stances encoded in the Chen/Padberg and the space-indexed formulations.
“–” denotes that no integer solution has been found.

Time (s)

Chen/Padberg Space-indexed
Pigeon-01 < 1 < 1
Pigeon-02 < 1 < 1
Pigeon-03 < 1 < 1
Pigeon-04 < 1 < 1
Pigeon-05 < 1 < 1
Pigeon-06 < 1 < 1
Pigeon-07 1.5 < 1
Pigeon-08 7.4 < 1
Pigeon-09 88.6 < 1
Pigeon-10 1381.4 < 1
Pigeon-100 – < 1
Pigeon-1000 – 1.0
Pigeon-10000 – 1.8
Pigeon-100000 – 4.2
Pigeon-1000000 – 45.1
Pigeon-10000000 – 664.0
Pigeon-100000000 – –
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Table C.10: The performance of the space-indexed model on the Van-loading
and Van-loading-X instances after one hour. Each row represents 10 pseudo-
randomly generated instances.

Dataset Box Types Boxes Gap
(Mean) (Mean)

Van-loading-01 3 78 0.10%
Van-loading-02 5 92 0.31%
Van-loading-03 8 81 0.42%
Van-loading-04 10 73 0.32%
Van-loading-05 12 73 0.09%
Van-loading-06 15 70 0.42%
Van-loading-07 20 68 0.50%
Van-loading-08 30 71 0.99%
Van-loading-09 40 69 1.26%
Van-loading-10 50 73 1.10%

Van-loading-X-01 3 133 0.16%
Van-loading-X-02 5 155 0.16%
Van-loading-X-03 8 132 0.56%
Van-loading-X-04 10 119 0.87%
Van-loading-X-05 12 123 0.29%
Van-loading-X-06 15 115 0.36%
Van-loading-X-07 20 116 0.30%
Van-loading-X-08 30 122 0.29%
Van-loading-X-09 40 119 0.18%
Van-loading-X-10 50 121 0.28%
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Figure C.1: The best solutions obtained within an hour per solver per in-
stance from the SA dataset. Each square represents 1 pseudo-randomly gen-
erated instance. The number is the volume utilisation (in percent) with the
tight upper bound of 100.
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Figure C.2: The best solutions obtained within an hour per solver per in-
stance from the SAX dataset. Each square represents 1 pseudo-randomly
generated instance. The number displayed is 100(1 − s/b) for solution with
value s and upper bound b.
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Mat. Časopis Sloven. Akad. Vied 19 (1969), pp. 110–
112. [70]

[233] J. K. Hartman, On rearranging matrices to block angu-
lar form (Management Sci. 18(1971/72), 98–108) by
Roman L. Weil and Paul C. Kettler, Management Sci.
19, no. 3 (1972), pp. 352–353. [68]
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