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Abstract

Dynamic nuclear polarisation (DNP) provides significant signal enhancement com-

pared to conventional thermal polarisation techniques used in typical nuclear mag-

netic resonance applications. Of the possible DNP mechanisms, the cross effect (CE),

involving triple spin flips between two interacting electrons and a nucleus upon ir-

radiation with a microwave field, is the most efficient at low temperatures and mi-

crowave irradiation amplitudes. In silico optimisation of parameters affecting CE

enhancement, such as radical concentration and design, require simulation of large

spin systems. However, the computational expense of solving the full Liouville-von

Neumann equation for such systems makes this approach intractable after only a few

spins. In the first part of this thesis, it is shown that the non-equilibrium nuclear

polarisation buildup in the static CE case is effectively driven by incoherent 3-spin

Markovian dissipative processes. These processes can be modelled using a classical

kinetic Monte Carlo simulation algorithm, whose computation time scales favourably

with system size. With this theoretical approach, it has been shown that it is possible

to simulate systems consisting of over 120 spins in a timely fashion, allowing the study

of many-body effects such as spin diffusion. It has also enabled predictive simulations

that examine the effect of certain parameters on the CE DNP enhancement.

Simulations on cubic grids of 125 nuclear spins with varying degrees of linear ran-

domisation on the spins’ positions show that optimal enhancement is achieved for

randomisations of 5% to 10%. The addition of glassing agents to the solvent to en-

sure even distribution of radical in the sample therefore also affects the polarisation

enhancement by altering the dipolar matrix in the bulk. The same 125-spin cubic
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grid (with 0% randomisation) is used to verify that the removal of protons with high

secular interactions has a positive impact on the polarisation enhancement, while

the removal of protons with high pseudo-secular interactions has a negative impact.

Knowledge of how protons in the immediate vicinity of electrons affect the polarisa-

tion dynamics can aid in the design of radical molecules.

In many cases, the experimentally more relevant CE DNP mechanism is magic an-

gle spinning (MAS) DNP, where the sample is spun at frequencies up to ∼100kHz.

While the Hamiltonians of the CE under static and MAS conditions are almost iden-

tical, save for the time dependence acquired by some of the terms under MAS, the

mechanisms leading to CE DNP have little in common. The kinetic Monte Carlo al-

gorithm developed previously can therefore no longer be used. Furthermore, because

the MAS dynamics are periodic with the rotor period, the problem of prohibitively

long simulation times is exacerbated by the need to track dynamics within a rotor

period as well as stroboscopically. In the fast simulation algorithm presented here, the

polarisation-exchanging dynamics within a rotor period are modelled using a highly

efficient Landau-Zener formalism. These dynamics are calculated only once to deter-

mine the average propagator in a period, which is then used in conjunction with a

correction term accounting for the slow nuclear buildup over many periods to calcu-

late the long-time stroboscopic dynamics.

To illustrate the versatility of the fast simulation algorithm, sweeps of the microwave

frequency, static field strength & MAS spinning frequency were performed for the

52 structural protons of bTbk. Parameter sweeps such as these are a key building

block in the development of an optimised CE DNP experiment. In another simula-

tion, 100 solvent protons are added to the structural protons of bTbk to examine how

the bTbk-solvent dynamics depend on the proton concentration in the solvent. It is

shown that if the proton relaxation rate is relatively high, the radical and solvent

evolve independently. This could pave the way to even faster simulation algorithms

that replace the radical with a single representative nucleus and focus on the solvent
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dynamics. This is useful because experimentally, it is generally the solvent protons

that are observed, since the radical protons are too strongly hyperfine shifted for the

receiver coil to pick them up.

Though not involved in the CE mechanism per se, relaxation plays a pivotal role in

the efficacy of CE DNP, and is the focus of the last part of this thesis. The nuclear

longitudinal relaxation time (𝑇1n) is studied for a range of temperatures, radical con-

centrations and proton concentrations in a Tempol monoradical-doped water/glycerol

matrix. Temperature and proton & radical concentrations can be tuned in DNP ex-

periments, and having a good understanding of how their variation affects nuclear

relaxation is crucial to finding a parameter regime that optimises DNP enhancement.

The temperature range spans from 2.6K to 30K and thus sheds light on nuclear re-

laxation behaviour below 10K, which is not often found in literature. Furthermore, a

new formalism is developed that attempts to relate the observed longitudinal relax-

ation time to the electron relaxation in the radical and spin diffusion.

For all concentrations of Tempol, 𝑇1n increases drastically below 15K, in some cases

almost doubling as the temperature goes from 5K to 3K. Interestingly however, the

𝑇1ns of 10mM and 20mM samples are longer than those of a 0mM sample at low tem-

peratures. This contradicts the common assumption that the addition of any quantity

of radical should act to decrease the relaxation time. It is suggested that this could

be because the Tempol pushes out oxygen in solution, which may be more effective at

relaxing protons, thereby initially increasing the relaxation time until enough Tempol

is added to offset the loss of oxygen. The new formalism is demonstrated to fit well for

temperatures above 10K, but it does not capture well the low-temperature behaviour.

In summary, the work presented in this thesis demonstrates the benefit of large-scale

simulations of DNP systems. It provides novel approaches to modelling the effect of

critical parameters of static and MAS DNP that can be extended to increasingly large

and complex spin systems. A detailed study of the low-temperature 𝑇1n relaxation
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of Tempol contributes to the burgeoning literature on relaxation below 10K, and

gives a more accurate picture of how relaxation should be taken into account in DNP

simulations.
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Chapter 1

Introduction

The theories of dynamic nuclear polarisation (DNP) and nuclear magnetic resonance

(NMR) relaxation were developed at similar times in the mid-20th century. This

is when Overhauser first predicted the possibility of DNP [1], and Heitler and co.

first started developing a theory of relaxation for polarised spins [2]. In both fields,

experimental advancements initially far surpassed the development of an accurate

theory. DNP for example was routinely used before a robust theoretical framework

was developed. Such frameworks however, are crucial for understanding the underly-

ing physics and, in the age of computing, for writing simulations. With the immense

computational power of modern computers, it is possible to push the boundaries of

our knowledge to ever more complex systems. Predictive simulations can be used

to maximise DNP performance by finding appropriate parameter regimes, while so-

phisticated fitting algorithms can determine what relaxation pathways are present in

a system, and to what extent. In the chapters that follow, both techniques will be

employed.

This thesis can be divided roughly into three sections: the first two are theoretical,

and focus on developing fast, accurate simulation algorithms for DNP under static and

magic angle spinning (MAS) conditions. The last on the other hand is experimental,

and sheds light on the relaxation mechanisms active in DNP systems. At first glance,

the theoretical and experimental parts may appear to be rather disjointed. However,
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once one takes into consideration the pivotal role of relaxation in DNP, the need for

a detailed study of its behaviour seems obvious. All three parts address gaps in the

theory or knowledge at the time of writing. While predictive simulations of static and

MAS DNP existed before the writing of this thesis, they were restricted to smaller

spin systems and faced different parameter limitations. Similarly, there have been

many studies of electron and nuclear relaxation in DNP systems; the novelty added

here is the low temperatures (2.6K to 30K) at which experiments were performed and

the level of detail in the analysis of Tempol relaxation.

1.1 Dynamic Nuclear Polarisation

The DNP mechanism was first proposed by Overhauser [1] in 1953, and was verified

experimentally shortly after by Carver & Slichter [3]. Further work throughout the

next two decades demonstrated DNP in both liquids [4, 5] and solids [6, 7], with pio-

neerig work by Griffin’s group in the 1990’s demonstrating efficient solid state DNP at

high magnetic fields [8]. The essence of DNP is a transfer of electron polarisation to

surrounding nuclei upon irradiation of a sample with microwaves. Because electrons

are much more responsive to an applied static magnetic field than nuclei, they become

much more polarised in a given field. Transferring their polarisation to the nuclear

ensemble therefore greatly enhances its polarisation with respect to the thermal state.

There are four known DNP mechanisms. The Overhauser effect [1] enhances nuclear

polarisation via cross-relaxation between electrons and nuclei. The spin flips caus-

ing enhancement arise from rotational and translational modulation of the electron-

nuclear hyperfine coupling terms. Carver & Slichter demonstrated the Overhauser

effect in solids with high electron mobility [3]. Shortly after it was also demonstrated

in liquids [4, 5], where it is in fact the only known DNP mechanism. In the last

decade, the Overhauser effect has additionally been shown to be active in solid di-

electrics under MAS [9, 10]. The remaining three DNP mechanisms are all active

in the solid state and are distinguishable by the number of electrons and type of
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transition participating in the DNP process. The solid effect (SE) involves a single

electron that transfers its polarisation via forbidden zero-quantum or double-quantum

transitions [11, 12]. In the cross effect (CE), the polarisation difference between two

dipolar-coupled electrons is transferred to nuclei via the pseudo-secular hyperfine in-

teraction. The CE was first described by Kessenikh et al. in 1963 [13, 14] and further

developed by Hwang & Hill in 1967 [15, 16]. The predictive algorithms developed

throughout this thesis are for the CE mechanism. Finally, in the thermal mixing

(TM) mechanism, many coupled electrons act together to transfer their polarisation

to the nuclear ensemble.

1.1.1 DNP Simulation

Historically, theoretical models of the DNP process have been based on thermody-

namic phenomenological rate equations in which the system is split into several heat

reservoirs brought into contact by microwave irradiation [17]. Though such an ap-

proach can to some extent describe the nuclear polarisation enhancement, it cannot

be used to model how radical properties or system geometries affect the polarisation

dynamics [18]. For this, a quantum mechanical description is needed [19].

Quantum mechanical descriptions of static DNP appeared in the late 1990’s, with

Jeschke deriving the first three-spin Hamiltonian in 1998. His Hamiltonian was ca-

pable of describing the DNP process via transient electron polarisation [20], but, like

other early formalisms, lacked detailed treatment of relaxation and was derived for

systems in low magnetic fields. The largest CE DNP signal enhancements however,

are generally observed for magnetic fields above 5T [21]. The work of Vega’s group

[22, 23, 24, 25, 26], the Köckenberger group [19, 27, 28, 29] and Hu [30] in more recent

years has lead to more accurate and larger scale simulations of DNP. In these simula-

tions, relaxation is meticulously accounted for, and appropriate approximations have

been made to allow the simulation of larger systems.
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1.1.2 Simulating Large Spin Systems

The principal concern when it comes to simulating large and complex spin systems is

the reduction of state space, which scales as 2𝑁 in Hilbert space and 4𝑁 in Liouville

space, 𝑁 being the number of spins in the system. Although the DNP Hamiltonian lies

in Hilbert space, calculations are generally performed in Liouville space, to allow easier

incorporation of dissipative effects. The size of the matrices that store the state of

the system therefore quickly becomes prohibitively large, even for small 𝑁 . There are

many techniques to circumvent the exponential scaling problem, from approximations

that keep the calculations in Hilbert space [23], to ones that eliminate un-informative

states [28, 29, 31]. However, no matter how good a given formalism may seem, it is

nonetheless merely an approximation to the true dynamics, and is therefore subject

to limitations.

1.2 Concepts of Nuclear Magnetic Resonance

This section introduces the basic concepts of nuclear NMR and is based on books by

Cowan [32] and Breuer & Petruccione [33].

1.2.1 Introducing Spin and its Behaviour in a Magnetic Field

Spin is an intrinsic property of elementary particles, hadrons, and atomic nuclei. It is

a form of angular momentum, and as such has both a magnitude and direction, and

can be represented by a vector. However, in contrast to classical angular momentum,

the quantum mechanical property of spin is quantised [34]. The spin vector can there-

fore only point in discrete directions, determined by the spin quantum number. This

thesis looks exclusively at systems consisting of protons and electrons, both of which

have a spin quantum number of 1/2. For spin-1/2 particles, the 𝑧-component of the

spin vector can point in only two directions: up (spin-up, |↑⟩), or down (spin-down,

|↓⟩).
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The magnetic moment (𝜇⃗) of a quantum particle is proportional to its spin and

interacts with an applied magnetic field. For spin-1/2 particles, this interaction leads

to a splitting of degenerate (equal) energy levels into two non-degenerate levels when

the spin is placed in a magnetic field. The lower energy level corresponds to the

𝑧-component of the spin vector being aligned with the magnetic field, and the higher

to the 𝑧-component being anti-parallel. This splitting of energy levels in a magnetic

field is known as the Zeeman effect, and the energy gap between the levels is directly

proportional to the strength of the magnetic field (FIG. 1-1) [35].

B0

E
n
er
gy |↓〉 = |↑〉

|↓〉

|↑〉
∆E

Figure 1-1: Zeeman splitting of an energy level (blue) when a spin-1/2 particle is
placed in a magnetic field. The energy gap ∆𝐸 is the Zeeman energy.

The energy splitting is given by

∆𝐸 = −~𝛾𝐵0, (1.1)

where ~ is the reduced Planck constant, 𝛾 is the gyromagnetic ratio and 𝐵0 is the

applied static field. The Planck-Einstein relation dictates that a transition between

the two energy levels will take place only if the applied frequency is on resonance

with the energy gap. This leads directly to a very important quantity in magnetic

resonance, the Larmor frequency

𝜔L = −𝛾𝐵0. (1.2)

When a microscopic particle is placed in a magnetic field, it experiences a torque due
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to its magnetic moment 𝜇⃗. However, generally of more interest is the macroscopic

magnetisation 𝑀⃗ , which is the total magnetic moment per unit volume. The equation

of motion of the magnetisation vector is found by summing over the equations of

motion for each magnetic moment (of a given type), and is given by

˙⃗
𝑀 = 𝛾𝑀⃗ ×𝐵0. (1.3)

Conventionally, the static field 𝐵0 is applied along the 𝑧-axis. Therefore, assuming

that 𝑀𝑦(0) = 0 (this is arbitrary but simplifies calculations), the solution to EQ. 1.3

is

𝑀𝑥(𝑡) = 𝑀𝑥(0) cos(𝛾𝐵0𝑡)

𝑀𝑦(𝑡) = −𝑀𝑥(0) sin(𝛾𝐵0𝑡)

𝑀𝑧(𝑡) = 𝑀𝑧(0).

(1.4)

EQ. 1.4 describes the collective, macroscopic dynamics of a spin ensemble after it has

been disturbed from thermal equilibrium (𝑀eq), where 𝑀𝑥(0) = 0 and there are no

transverse dynamics. The component 𝑀𝑧(𝑡) parallel to the magnetic field is fixed,

whereas in the transverse 𝑥𝑦-plane the magnetisation rotates about 𝑧 with a fixed

magnitude 𝑀𝑥(0). Spins with 𝛾 > 0, such as protons, rotate anti-clockwise, whereas

spins with 𝛾 < 0, such as electrons, rotate clockwise. The angular velocity of rotation

is precisely 𝜔L.

NMR and its cousin electron paramagnetic resonance (EPR) measure the dynamics of

the polarisation 𝑝, which is the net magnetisation along 𝐵0. In EPR the polarisation

tends to be large and easy to see over the noise. In NMR on the other hand, the

signal is generally small and difficult to detect. This is due to the large difference

in gyromagnetic ratios, which affect how responsive a spin is to an applied magnetic

field, between nuclei and electrons. The proton gyromagnetic ratio (𝛾I) is approxi-

mately 660 times smaller than that of electrons (𝛾S), while for other nuclear species

it is even smaller. Nuclei are therefore much less responsive to an applied magnetic
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field than electrons, and more difficult to polarise.

An ensemble of spins obeys the laws of thermodynamics. The probability 𝑃𝑖 of

finding the system in any one of its energy eigenstates is thus given by the Boltzmann

distribution

𝑃𝑖 ∝ exp
(︀
− 𝐸𝑖

𝑘B𝑇

)︀
, (1.5)

where 𝑖 denotes the 𝑖th state of the system, 𝑘B is the Boltzmann constant, 𝑇 is the

absolute temperature, and 𝑘B𝑇 is the thermal energy. The ratio of two probabilities

is known as the Boltzmann factor, and depends on the energy difference between two

states 𝑖 and 𝑗:

𝑃𝑖/𝑃𝑗 = exp
(︀
− 𝐸𝑗 − 𝐸𝑖

𝑘B𝑇

)︀
= exp

(︀
− ~𝜔L

𝑘B𝑇

)︀
.

If 𝑁 is the total number of spins (of a given type) in a system, then the number of

spins in each energy level is

𝑁↑ = 𝑁
exp

(︀
− ~𝜔L

𝑘B𝑇

)︀
exp

(︀
− ~𝜔L

𝑘B𝑇

)︀
+ exp

(︀ ~𝜔L

𝑘B𝑇

)︀
𝑁↓ = 𝑁

exp
(︀ ~𝜔L

𝑘B𝑇

)︀
exp

(︀
− ~𝜔L

𝑘B𝑇

)︀
+ exp

(︀ ~𝜔L

𝑘B𝑇

)︀ . (1.6)

Since the polarisation is just a measure of the net magnetisation along 𝐵0, it is given

by the simple relation

𝑝 =
𝑁↑ −𝑁↓

𝑁
= tanh

(︀ ~𝜔L

2𝑘B𝑇

)︀
. (1.7)

1.2.2 The Rotating Frame & the RF-field

So far, a spin ensemble placed in a static magnetic field with 𝐵0 pointing along the

positive 𝑧-axis and subject to no perturbations has been considered. In practice how-

ever, perturbations are necessary to measure the magnetisation experimentally. At
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equilibrium (in the presence of 𝐵0), the system has some equilibrium magnetisation

𝑀eq along the 𝑧-axis. To measure this magnetisation, it must be tipped into the trans-

verse plane by an oscillating field 𝐵1(𝑡), where it can induce a signal in the receiver

by creating a non-zero transverse component 𝑀𝑥(𝑡). 𝐵1(𝑡) is conventionally applied

along the 𝑥-axis and oscillates at the Larmor frequency. This typically corresponds to

the radio-frequency (RF) range of the spectrum, which is why 𝐵1(𝑡) fields are often

referred to as RF-fields. For electrons, 𝐵1(𝑡) generally lies in the upper end of the

RF spectrum in the microwave region. RF-fields are not applied continuously, but

in "pulses" that are just long enough to tip the magnetisation by the desired angle.

Types of pulses and pulse sequences will be discussed in relation to the experiments

performed in Section 7.2.

Though necessary, the addition of 𝐵1(𝑡) complicates treatment of the problem in the

lab frame, so it is customary to proceed into the rotating frame of reference. The

rotating frame is ubiquitous in many areas of physics as it simplifies the description

of dynamics. In the lab frame (refer to FIG. 1-2), spins precess about 𝐵0 (orange)

at a frequency of 𝜔L. When 𝐵1(𝑡) (red) is applied, it rotates in the 𝑥𝑦-plane at a

frequency 𝜔RF, and causes the magnetisation (blue) to tilt away from its equilibrium

(purple). How far the magnetisation is tipped depends on how long 𝐵1(𝑡) is applied

for. The lab frame dynamics have many time-dependent, oscillating parts that make

treatment more complex. Many of these can however be eliminated by moving into a

frame rotating at the Larmor frequency. This eliminates the precession of the spins,

and, since in general 𝜔RF = 𝜔L, also the time dependence of 𝐵1(𝑡). Therefore, in the

rotating frame, the effect of 𝐵1 is simply to tilt the magnetisation 𝑀𝑧(0) away from

𝑧. It is now easier to consider the effect of fields other than 𝐵0, such as 𝐵1(𝑡), or

changes in the phase or magnitude of 𝑀⃗(𝑡).
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Figure 1-2: Precession of the magnetisation vector in the lab and rotating frames of
reference.

1.2.3 Relaxation

Relaxation processes take place when the system is perturbed from equilibrium, by

𝐵1(𝑡) for example. EQ. 1.4 suggests that if 𝑀𝑧(𝑡) is tipped in the rotating frame

by 𝐵1(𝑡), it will simply remain in its new position, even after the removal of 𝐵1(𝑡).

Experimentally however, this is known not to be the case: the transverse components

of 𝑀(𝑡) decay to zero (transverse, 𝑇2, or spin-spin relaxation), and the longitudinal

component recovers to equilibrium 𝑀eq (longitudinal, 𝑇1, or spin-lattice relaxation).

EQ. 1.4 assumes that each spin experiences exactly the same magnetic field. This

is however not the case. Each spin itself creates a minute magnetic field seen by its

neighbours, and 𝐵0 & 𝐵1(𝑡) are never fully homogeneous. Each spin therefore pre-

cesses at a slightly different rate (refer to EQ. 1.2). The motional incoherence of the

spins due to their interactions with each other and the lattice leads to relaxation.

𝑇1 involves energy exchange between a spin’s magnetic energy and other degrees of

freedom in the system, referred to as the "lattice". Because it requires matching

energy conditions, it is generally slower than 𝑇2, which is a form of destructive inter-

ference between spins as they dephase. The phenomenological equations of motion of

𝑀⃗(𝑡) taking into account relaxation are known as the Bloch equations, and are given

by [36]
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𝑀̇𝑥(𝑡) = 𝛾
[︀
𝑀⃗(𝑡) ×𝐵0

]︀
𝑥
−𝑀𝑥(𝑡)/𝑇2

𝑀̇𝑦(𝑡) = 𝛾
[︀
𝑀⃗(𝑡) ×𝐵0

]︀
𝑦
−𝑀𝑦(𝑡)/𝑇2

𝑀̇𝑧(𝑡) = 𝛾
[︀
𝑀⃗(𝑡) ×𝐵0

]︀
𝑧
− (𝑀𝑧(𝑡) −𝑀eq)/𝑇1.

The magnetisation components in the longitudinal and transverse plane now include

an exponential term that accounts for an exponential decay (in the case of the trans-

verse magnetisation) or increase (in the case of the longitudinal magnetisation) of the

magnetisation:

𝑀𝑥(𝑡) = 𝑀𝑥(0) cos(𝜔L𝑡) exp(−𝑡/𝑇2)

𝑀𝑦(𝑡) = 𝑀𝑥(0) sin(𝜔L𝑡) exp(−𝑡/𝑇2)

𝑀𝑧(𝑡) = 𝑀eq − (𝑀eq −𝑀𝑧(0)) exp(−𝑡/𝑇1).

This phenomenological description often applies, but not always. Especially in the

case of EPR, relaxation is not always exponential and adaptations have to be made.

It is also important to keep in mind that relaxation is a macroscopic phenomenon,

describing the process by which an ensemble of spins returns to the equilibrium de-

termined by the Boltzmann factor. It makes little sense to speak of a single spin

returning to equilibrium [37].

1.3 Relaxation in DNP

The third part of this thesis focuses on relaxation pathways in DNP systems. In DNP,

the microwave irradiation drives particular electron-nuclear flip-flips (|↑e⟩ |↑n⟩ �

|↓e⟩ |↓n⟩) or flip-flops (|↑e⟩ |↓n⟩ � |↓e⟩ |↑n⟩), depending on the resonance condition of

the microwave field. For efficient DNP, these transitions must be properly balanced

with transitions due to electron and nuclear relaxation mechanisms. To understand

better why, consider a system comprising a fully polarised electron ensemble (a rea-

sonable assumption at low temperatures), and an unpolarised nuclear ensemble. The

system is irradiated with a microwave field resonant with electron-nuclear flip-flop

transitions, such that the nuclear spin-up state is favourably populated. Furthermore,
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the microwave field strength (𝜔1) is high enough that the rate of driving is much larger

than the nuclear longitudinal relaxation rate (1/𝑇1n). Initially, all electrons are in the

spin-up state. A nuclear spin that is in the spin-up state can therefore not partici-

pate in a driven electron-nuclear transition because the only transition available to

it is a flip-flip, which is off resonance with the microwave irradiation. A nuclear spin

in the spin-down state on the other hand can flip-flop with an electron, putting the

electron in the down state and the nucleus in the up state. The down state electron

now poses a risk to nuclear spins that are already in the up state, since it can take

one of them back into the down state through a flip-flop. However, in most cases the

powerful electron relaxation mechanism acts before the driving force, and takes the

spin-down electron back into the thermal equilibrium up state, allowing the cycle to

begin again. For this process to be effective, the electron (which for small electron

concentrations must service a large number of spins) must always return to thermal

equilibrium before nuclear relaxation has time to flip any of the nuclear spins. The

above is true as long as the nuclear relaxation has no origin other than the coupling

of the nucleus to the electron. If other, purely nuclear, relaxation mechanisms are

present, the nuclear polarisation will never become equal to the electron polarisation,

𝑝n < 𝑝e [38].

1.4 Enhancement and Polarisation

The definition of enhancement is a point of some contention in the DNP community,

with different groups having different definitions for different cases. In the static

case it is sometimes defined as the ratio of polarisations with and without microwave

irradiation. In the MAS case things are more complex because in addition to the

microwave irradiation, sample spinning leads to a phenomenon known as depolari-

sation [39], which decreases the polarisation from thermal polarisation. Throughout

this thesis it is always assumed that the thermal nuclear polarisation is negligible.

The nuclear enhancement is then simply the DNP-induced polarisation. Furthermore,

the electron and nuclear polarisations are always normalised to the electron thermal
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polarisation.

1.5 Outline of Thesis Structure

The remaining eight chapters of this thesis are as follows:

2. Theory Toolbox: Introduces the basic quantum mechanics of DNP and the

mathematical tools used in Chapters 3 & 5 to derive fast simulation algorithms.

Towards the end, the electron and nuclear relaxation mechanisms are described

in more detail.

3. Static Cross Effect DNP: Describes the static CE mechanism and outlines

the kinetic Monte Carlo (kMC) algorithm able to simulate large spin systems.

4. Application of the kMC Algorithm: Uses a combination of the full master

equation and the kMC algorithm to study in more detail the static CE polari-

sation dynamics. This includes the effect of radical and solvent geometries.

5. Magic Angle Spinning DNP: Describes the MAS CE mechanism and out-

lines the fast simulation algorithm able to simulate large spin systems.

6. Application of MAS Fast Simulation Algorithm: Uses a combination

of the full master equation and the fast simulation algorithm to study in more

detail the validity of the fast simulation algorithm and the MAS CE polarisation

dynamics. This includes the effect of solvent geometries.

7. Experiment Toolbox: Introduces the concept of NMR measurement and

describes the experimental setup in detail.

8. NMR Experiments: Shows and discusses the results of NMR experiments

at low temperatures. The effects of radical concentration, temperature, and

proton concentration on nuclear relaxation are examined. In the last section,

the effect of paramagnetic relaxation is modelled.
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9. Conclusion: Concludes the thesis with some final remarks and suggestions for

future work.
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Chapter 2

Theory Toolbox

In the first part of this chapter the key mathematical concepts that will be used

throughout the theory part of this thesis are introduced. The quantum mechanical

framework is first developed and initial approximations that hold in the context of

NMR are made. Next, general cases of the adiabatic elimination procedure and ki-

netic Monte Carlo algorithm are described. These both pertain to the simulation

algorithm developed for the static CE. This is followed by a short description of

Krylov-Bogolyubov averaging, which is used in the derivation of both the static CE

and the MAS CE simulation algorithms. Finally, the Landau-Zener approximation

used for the MAS CE simulation algorithm is outlined.

From Section 2.7 onward, focus is on the theory of relaxation, which is used in the

experimental part of this thesis. Nuclear longitudinal relaxation mechanisms in solids

are introduced first, starting with inherent nuclear longitudinal relaxation and ending

with paramagnetic relaxation. In the final section of this chapter, electron longitudi-

nal relaxation mechanisms in the solid state are described.

2.1 Basic Quantum Mechanics

While the classical picture of NMR presented in the Introduction is useful for gaining

an intuitive understanding of the macroscopic dynamics and how these produce a
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signal in a spectrometer, it fails to give an accurate description of the microscopic

dynamics that enable DNP. For this, a quantum mechanical picture is required. Fur-

thermore, since the interaction between a CE system and its environment is a crucial

element of the DNP process, this necessarily leads to an open quantum system treat-

ment of the dynamics. In this and the next section the reader is taken step-by-step

through the quantum mechanics required to understand the form of the CE master

equation and Hamiltonian. More detail can be found in REFs. [33, 40].

2.1.1 The Density Operator

The evolution of an isolated quantum system is described by the Schrödinger equation

𝑖
𝜕 |𝜓⟩
𝜕𝑡

= 𝐻̂ |𝜓⟩ , (2.1)

where |𝜓⟩ is the state of the system at time 𝑡 (a vector) and 𝐻̂ is the Hamiltonian

operator describing its dynamics (a matrix) [40]. The CE quantum system however

is not isolated, but tends to exchange with its environment, and while it is not im-

possible to solve EQ. 2.1 for the system as well as the entire environment, it is not

practical. Instead, the density operator formalism is used to describe the dynamics i.

When a system exchanges with its environment, it is no longer possible to factorise

the combined state into its constituent pure-state vectors. The total state is therefore

no longer given in the form of a vector |𝜓⟩ as it is in EQ. 2.1, but rather by a density

matrix 𝜌. For a system with a basis |𝜑𝑖⟩, a general density operator is given by

𝜌 =
∑︁
𝑖𝑗

𝜌𝑖𝑗 |𝜑𝑖⟩ ⟨𝜑𝑗| , (2.2)

where the elements 𝜌𝑖𝑗 of the density matrix are given by ⟨𝜑𝑖| 𝜌 |𝜑𝑗⟩ [40]. In general,

the density matrix has both diagonal elements (eigenvalues or populations) and off-

diagonal elements (coherences). The eigenvalues describe the classical probability of

iNote that the terms density operator and density matrix will be used interchangeably.
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a particular measurement outcome (i.e. the probability of a particular state being oc-

cupied) [41]. Measurements on the system therefore collapse the density matrix into a

diagonal state. Coherences on the other hand are a quantum phenomenon describing

the coherent evolution of superpositions of states [42]. For a system interacting with

an environment, coherences tend to decay with time, taking the system to a diagonal

state [43].

If the ensemble of spins has independent states, each spin can exist in any of its

possible states, irrespective of what state other spins in the ensemble are in. The

total density operator is then given by the tensor product of the density matrices for

each spin

𝜌 = 𝜌1 ⊗ 𝜌2 ⊗ ...⊗ 𝜌𝑁 .

For spin-1/2 particles 𝜌𝑖 has dimension 2 × 2, so an 𝑁 -particle system will have di-

mension 2𝑁 × 2𝑁 .

2.1.2 Thermal Equilibrium Density Matrix

A ubiquitous assumption in the field of NMR is the "high field approximation",

which posits that interactions with external magnetic fields are much stronger than

any internal NMR interactions such as dipolar or hyperfine interactions. The thermal

equilibrium density operator (𝜌th) is therefore well approximated by the Zeeman terms

of the Hamiltonian (describing the magnetic interaction of the spins with 𝐵0) only,

as all other terms are negligible in comparison. Two additional assumptions can be

made: the first is that the nuclear Zeeman terms can also be neglected since the

nuclear polarisation is low compared to that of electrons, and the second is that

all electrons achieve the same polarisation 𝑝e. This last statement is not trivial,

as it is essential that the electrons have a large 𝑔-anisotropy for CE DNP to take

place. It is therefore not obvious that they should be equally polarised. However,
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the 𝑔-anisotropy necessary for effective CE DNP is much smaller than the average

electron Larmor frequency, such that the thermal equilibrium density matrix is well

approximated by

𝜌th = 𝑍−1
0 e−𝛽𝐻̂Z =

1

2𝑁
Π𝑗(1 − 2𝑝e𝑆𝑗𝑧), (2.3)

where 𝑍0 is the partition function, 𝐻̂Z is the electron Zeeman Hamiltonian, 𝑆𝑗𝑧 is

the 𝑧-component of the electron spin operator, 𝑗 is the electron index and 𝜔S is the

electron Larmor frequency [44]. 𝜌th is diagonal in the Zeeman frame and is therefore

invariant under rotation by the microwave term (this will be discussed shortly).

2.1.3 Superoperators

Superoperators act on an operator 𝑋̂ and transform it into a new operator. 𝑋̂ can

be the density matrix or any other operator, such as the electron spin operator 𝑆 or

the nuclear spin operator 𝐼. All linear superoperators can be written in the form

ˆ̂
𝑂[𝑋̂] =

∑︁
𝑗

𝐾̂𝑗𝑋̂𝐾̂
†
𝑗 , (2.4)

where the Kraus operators 𝐾̂𝑗 are linear operators that satisfy

∑︁
𝑗

𝐾̂†
𝑗 𝐾̂𝑗 = 1. (2.5)

EQ. 2.4 is the Kraus decomposition of a superoperator, and can be applied to any

superoperator that preserves the physicality of a density operator. A physical density

operator is one that is Hermitian, has trace 1, and has no negative eigenvalues. Com-

bined, these three properties ensure that when a measurement is made on a system,

the eigenvalues are real, and the probabilities for all possible measurement outcomes

sum to one with no negative probabilities.

It is convenient now to make some notes on notation. Superoperators are denoted by

a double hat ( ^̂ ), and once defined will be referred to by their symbol. For example,

18



after defining ˆ̂
𝑂[𝑋̂] in EQ. 2.4, it would be referred to simply as ˆ̂

𝑂. The dagger (†)
is used to denote a Hermitian conjugate. The Hermitian conjugate of an operator is

simply its complex conjugate transpose. The dash (′) is used to show that an operator

or state has changed from some state 𝑋̂ to some new state 𝑋̂ ′. When applied to spin

indices, the prime denotes different spins of the same type. Finally, it is implied that

the dimensions of operators always match. In EQ. 2.5 for example, this means that

the identity matrix 1 has the same dimensions as the Kraus operators 𝐾̂𝑗. The spin

operators 𝑆 and 𝐼 must too have the dimensions of the system and are formed by

taking the tensor products of the spin-1/2 Pauli matrices with the identity matrix.

For example, in a 3-spin system, if 𝜎𝑧 is the 2 × 2 Pauli matrix, then

𝑆1𝑧 = 𝜎𝑧 ⊗ 1 ⊗ 1, 𝑆2𝑧 = 1 ⊗ 𝜎𝑧 ⊗ 1, 𝑆3𝑧 = 1 ⊗ 1 ⊗ 𝜎𝑧.

2.1.4 Markovian Evolution

The density matrix equivalent of the Schrödinger equation is the Liouville-von Neu-

mann (LvN) equation [33]

𝜕

𝜕𝑡
𝜌 = −𝑖[𝐻̂, 𝜌]. (2.6)

For the evolution of EQ. 2.6 to take a form analogous to the Schrödinger equation, the

state 𝜌(𝑡+𝛿𝑡), where 𝛿𝑡 is a short time interval, must depend on the state of the system

no earlier than immediately before (𝜌(𝑡)), and its evolution must be independent of

the state of the environment. When these conditions are met, evolution is Markovian

[40]. There are several aspects of Markovian evolution that are useful when studying

complex systems. One such aspect is that information flow is unidirectional, namely

from the system to the environment. This means that the evolution of the system

depends on its reduced state only ii. Another is that in many cases, if unidirectionality

is to hold, there must be a clear separation of time scales between the system and the

iiThe reduced state of the system is the state for which it is possible to calculate the value of
observables acting on the system only, i.e. the properties of the system that can be measured ignoring
the environment.
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environment. If 𝜏S and 𝜏E are the evolution time scales of the system and environment

respectively, and 𝜏D is the time scale of dissipation in the system due to its interaction

with the environment, then if

𝜏D ≫ 𝜏S ≫ 𝜏E, (2.7)

Markovian evolution applies [33]. The latter half of EQ. 2.7 states that if the en-

vironment evolves much faster than the system, it quickly ‘forgets’ any information

acquired from it and is therefore unlikely to feed it back (one-way flow of informa-

tion). This is the "Markovian approximation" and is effectively a coarse-graining of

the dynamics – terms in the Hamiltonian oscillating at 𝜔 > 1/𝜏S are filtered out.

Such coarse-graining becomes useful when the dynamics of interest (𝜏D in this case)

are slow compared to the dynamics of the system.

EQ. 2.6 forms the basis of the "master equation" that will be used to describe the

DNP dynamics. However, in its current form it describes the unitary (reversible)

evolution of a closed quantum system, whereas the DNP master equation requires

an open quantum system description that can account for the irreversible dynamics

caused by the system-environment coupling. This is achieved by adding a dissipative

part to the LvN equation.

2.1.5 The Markovian Master Equation in Lindblad Form

If the evolution of the system is Markovian (does not depend on the state of the

environment or any state but the present state) and can therefore be expressed in

the form of EQ. 2.6, and if there exists a physical operator (which can therefore be

represented by a Kraus decomposition) that transforms 𝜌(𝑡) into 𝜌(𝑡 + 𝛿𝑡), then the

evolution is described by EQ. 2.8:

˙̂𝜌 = −𝑖[𝐻̂, 𝜌] +
ˆ̂𝒟TOT𝜌, (2.8)

where 𝐻̂ is the Hamiltonian of the system only and does not take into account the
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environment or interactions with it, and ˆ̂𝒟TOT is the dissipative term accounting for

irreversible dynamics such as relaxation.

The simplest thermal relaxation model is based on random field fluctuations that

disturb a spin’s immediate environment. In this simple model only single-spin jump

operators are used that either drive the system back to thermal equilibrium (longi-

tudinal relaxation) or cause decoherence of the spins (transverse relaxation). In this

model, the dissipative part of EQ. 2.8 takes the form [29]

ˆ̂𝒟TOT =
∑︁
𝑗

[︂
𝑅1e

2

(︂
(1 − 𝑝th)

ˆ̂𝒟[𝑆𝑗+] + (1 + 𝑝th)
ˆ̂𝒟[𝑆𝑗−]

)︂
+ 2𝑅2e

ˆ̂𝒟[𝑆𝑗𝑧]

]︂
...

+
∑︁
𝑘

[︂
𝑅1n

2

(︂
ˆ̂𝒟[𝐼𝑘+] +

ˆ̂𝒟[𝐼𝑘−]

)︂
+ 2𝑅2n

ˆ̂𝒟[𝐼𝑘𝑧]

]︂
,

(2.9)

where [33]
ˆ̂𝒟[𝐿̂𝑘]𝜌 = 𝐿̂𝑘𝜌𝐿̂

†
𝑘 −

1

2
(𝐿̂†

𝑘𝐿̂𝑘𝜌+ 𝜌𝐿̂†
𝑘𝐿̂𝑘). (2.10)

𝑝th is the electrons’ thermal polarisation, 𝑅1e & 𝑅1n are the electron and nuclear

longitudinal relaxation rates respectively, and 𝑅2e & 𝑅2n their transverse rates re-

spectively. 𝐿̂𝑘 are the Lindblad jump operators causing instantaneous jumps between

eigenstates of the system. By inspection, it is evident that it is these jump opera-

tors that give rise to the irreversible dynamics absent in EQ. 2.6. 𝐿̂𝑘 have the form

𝐿̂𝑘 =
√

Γ𝑘𝑋̂, where Γ𝑘 is the flip rate for each 𝐿̂𝑘 and 𝑋̂ is some operator. In the

context of DNP, 𝐿̂𝑘 describe jumps caused by relaxation mechanisms, and their asso-

ciated rates are accordingly dependent on the electron and nuclear relaxation rates.

The superoperator ˆ̂𝒟TOT will frequently be referred to as the dissipator.

A lot can be learned from EQ. 2.9 about the relaxation dynamics of the system.

The longitudinal rates for example are seen to be associated with the spin operators

𝑆± and 𝐼±, which cause transitions between the eigenstates of the system, thereby

engendering longitudinal relaxation. Furthermore, the electron longitudinal flip rate
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is weighted by the electron thermal polarisation. This creates an imbalance in the flip

up and flip down rates that is crucial for the DNP mechanism, as it ensures that the

electrons relax to their thermal state, and are thus able to polarise multiple nuclei.

The transverse rates on the other hand are associated with Zeeman operators 𝑆𝑧 and

𝐼𝑧, which shift energy levels in the system. This causes decoherence of the spins in

the transverse plane as they no longer all precess at the same Larmor frequency. In

its current form, EQ. 2.9 simply describes relaxation of the system back to a thermal

equilibrium where the nuclear polarisation is negligible.

2.1.6 Lindblad Propagator

The most robust method for evaluating the evolution of the density operator under

the action of relaxation is to take the entire system from Hilbert space into Liouville

space. However, in doing so the exponential scaling problem of the matrix dimensions

is exacerbated, and treatment of large spin systems becomes impossible unless ap-

proximations can be made to reduce the Liouville state space. Kuprov et al. showed

in 2007 that such a Liouville state space restriction is viable [45]. Others [22, 23, 30]

have opted to perform calculations in Hilbert space.

EQ. 2.8 is difficult to analyse as the density operator is both left- and right- multiplied

by operators. However, in Liouville space the master equation can be reformulated

such that a single superoperator acts on the density matrix from the left [46]. For

reasons that will become clear shortly, this process is sometimes referred to as vec-ing

[47]:

𝜕

𝜕𝑡
ˆ⃗𝜌 =

ˆ̂ℒH+D
ˆ⃗𝜌, (2.11)

where ˆ̂ℒH+D =
ˆ̂ℒH +

ˆ̂ℒD and ˆ̂ℒH & ˆ̂ℒD are given by

ˆ̂ℒH = −𝑖(1 ⊗ 𝐻̂ − 𝐻̂T ⊗ 1)

ˆ̂ℒD =
∑︁
𝑘

𝛾𝑘
(︀
(𝐿̂†

𝑘)T ⊗ 𝐿̂𝑘 −
1

2
1 ⊗ 𝐿̂†

𝑘𝐿̂𝑘 −
1

2
(𝐿̂†

𝑘𝐿̂𝑘)T ⊗ 1
)︀
.
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ˆ̂ℒH, sometimes referred to as the Liouville superoperator, describes the unitary dy-

namics engendered by the Hamiltonian, while ˆ̂ℒD describes the non-unitary dynamics

caused by dissipation. The rates 𝛾𝑘 are positive and are the coefficients of the dissi-

pators in EQ. 2.9.

In the form of EQ. 2.11, solving for the density matrix becomes trivial:

ˆ⃗𝜌(𝑡) = e−𝑖
^̂ℒH+D𝑡 ˆ⃗𝜌(0).

It is important to note that the density matrices are now column-stacked vectors (akin

to state vectors in the Schrödinger equation) and have dimension 4𝑁 ×1. Thus, while

the dimension of the state space remains 2𝑁 × 2𝑁 , the size of the matrices acting on

the density operator increases to 4𝑁 × 4𝑁 .

2.2 The Cross Effect Hamiltonian

In this section the CE Hamiltonian is discussed in some detail. Although the discus-

sion only explicitly addresses the static case, it is understood that it applies for the

MAS case as well, the only difference being that the interaction terms acquire a time

dependence. However, it is erroneous to believe that simply because the Hamiltonians

are the same, the mechanisms leading to DNP are the same. The static and MAS

DNP cases are in fact very different, as will become apparent in later chapters.

2.2.1 Lab and Rotating Frame Hamiltonians

The general form of the lab frame CE Hamiltonian is [29]

𝐻̂ = 𝐻̂Z + 𝐻̂SS + 𝐻̂II + 𝐻̂IS + 𝐻̂𝜇w,

where 𝐻̂Z is the Zeeman Hamiltonian, 𝐻̂SS is the electron dipolar interaction Hamil-

tonian, 𝐻̂II is the nuclear dipolar interaction Hamiltonian, 𝐻̂IS is the hyperfine in-
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teraction (hfi) Hamiltonian describing interactions between electrons and nuclei, and

finally 𝐻̂𝜇w is the microwave irradiation Hamiltonian.

Zeeman Hamiltonian

The Zeeman Hamiltonian is given by

𝐻̂Z = 𝜔S1𝑆1𝑧 + 𝜔S2𝑆2𝑧 + 𝜔I

∑︁
𝑘

𝐼𝑘𝑧,

where 𝜔I is the nuclear Larmor frequency. It represents the coupling between the

spins and 𝐵0 and is by far the strongest interaction in the DNP Hamiltonian. This

large disparity between the Zeeman term and the remaining terms in 𝐻̂ has the useful

consequence that many interactions can be neglected in comparison to 𝐻̂Z, or viewed

simply as perturbations to it. An immediate application of this is to the dipolar

interaction Hamiltonians 𝐻̂SS and 𝐻̂II, which are greatly simplified.

Dipolar Interaction Hamiltonians

The dipolar interaction Hamiltonians describe the interaction between spins of the

same type. In the lab frame, their full form is given by the "dipolar alphabet" [48],

shown here in terms of the nuclear spins (for the electrons, the nuclear spin operators

are replaced with the electron spin operators and the nuclear gyromagnetic ratio with

that for electrons)

𝐻̂II =
∑︁
𝑘<𝑘′

𝜇0

4𝜋

~2𝛾2I
𝑟3

(︀
𝐴+ 𝐵̂ + 𝐶 + 𝐷̂ + 𝐸̂ + 𝐹

)︀
,

where 𝜇0 is the permeability of free space and 𝑟 is the separation between the inter-

acting spins. The terms 𝐴 to 𝐹 are given by:

∙ 𝐴 = (1 − 3 cos2 𝜃)𝐼𝑘𝑧𝐼𝑘′𝑧,

∙ 𝐵̂ = −1
4
(1 − 3 cos2 𝜃)(𝐼𝑘+𝐼𝑘′− + 𝐼𝑘−𝐼𝑘′+),

∙ 𝐶 = 𝐷̂* = −3
2

sin 𝜃 cos 𝜃e−𝑖𝜑(𝐼𝑘𝑧𝐼𝑘′+ + 𝐼𝑘+𝐼𝑘′𝑧),
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∙ 𝐸̂ = −3
4

sin2 𝜃e−𝑖2𝜑𝐼𝑘+𝐼𝑘′+,

∙ 𝐹 = −3
4

sin2 𝜃e𝑖2𝜑𝐼𝑘−𝐼𝑘′−,

where 𝜃 is the angle between an external magnetic field and the vector joining the

interacting spins, and 𝜑 is its azimuthal angle. In its entirety, the dipolar alphabet

encodes the mutual orientation of the two spins, and all terms must be taken into

account in the absence of a strong magnetic field. However, since in NMR 𝐵0 is

generally strong and therefore the Zeeman interaction large compared to all other

interactions, it is possible to truncate the dipolar alphabet and instead use the "sec-

ular approximation". For homonuclear spins, 𝐴 and 𝐵̂ commute with the Zeeman

Hamiltonian. 𝐶 to 𝐹 on the other hand do not commute and can therefore be as-

sumed to make a negligible contribution to the dipolar Hamiltonian. In the secular

approximation the dipolar Hamiltonian is

𝐻̂II =
∑︁
𝑘<𝑘′

𝜇0

4𝜋

~2𝛾2I
2𝑟3

(︀
2𝐼𝑘𝑧𝐼𝑘′𝑧 −

1

2
𝐼𝑘+𝐼𝑘− − 1

2
𝐼𝑘−𝐼𝑘+

)︀
.

Microwave Hamiltonian

In practice, the additional rotation introduced by the Zeeman Hamiltonian compli-

cates treatment of the CE system in the lab frame. It is therefore customary to

proceed into the microwave rotating frame to remove the time-dependent dynamics

introduced by 𝐻̂𝜇w.

For a microwave field applied along the 𝑥-direction, proceeding into the microwave ro-

tating frame is equivalent to a rotation about the 𝑧-axis of the form: 𝑅𝑧(𝑡) = e−𝑖𝜔𝜇w𝑡𝑆𝑧 ,

where 𝜔𝜇w is the microwave frequency (not to be confused with the microwave strength

(or amplitude) 𝜔1) [44]. The irradiation frequency 𝜔𝜇w determines the detuning of the

energy levels from resonance, whilst the strength determines how strongly a transition

is driven. 𝜔𝜇w is far off-resonance from the nuclear Larmor frequency; its effect on

the nuclear Zeeman interaction is therefore negligible. It is however near-resonance

for the electron spins, and as a consequence detunes them. It is therefore necessary
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to adjust 𝜔S in the Zeeman Hamiltonian to ∆ = |𝜔S − 𝜔𝜇w|.

In the rotating frame the microwave Hamiltonian goes from being time-dependent:

𝐻̂𝜇w(𝑡) = 𝜔1

2
e−𝑖𝜔𝜇w𝑆𝑧(𝑆+ + 𝑆−)e𝑖𝜔𝜇w𝑆𝑧 , to being time-independent: 𝐻̂𝜇w = 𝜔1

2
(𝑆+ +

𝑆−), where the factor 1/2 appears if linearly polarised microwave radiation is used

[29]. Terms commuting with the Zeeman Hamiltonian, such as the secular dipolar

Hamiltonians, are unaffected by a transition into the microwave rotating frame. The

hfi Hamiltonian on the other hand is truncated.

Hyperfine Interaction Hamiltonian

The hfi consists of the Fermi contact term, which describes the magnetic interaction

between an electron and nucleus when their wave-functions overlap, and the tensor

interaction
↔
𝐴. In general, it can be assumed that the separation between spins is

large enough that the Fermi contact term can be neglected iii. The dipolar term on

the other hand plays an integral part in the dynamics.

In the lab frame, the hfi Hamiltonian is given by

𝐻̂IS =
∑︁
𝑗𝑘

𝑆𝑗 ·
↔
𝐴 · 𝐼𝑘,

where
↔
𝐴 is the hfi tensor. In the microwave rotating frame, terms in the tensor product

that that do not commute with 𝑆𝑧 acquire an oscillatory 𝜔𝜇w time dependence that

causes them to average out. 𝐻̂IS therefore becomes

𝐻̂IS =
∑︁
𝑗𝑘

(𝐴𝑗𝑘𝐼𝑘𝑧 +𝐵𝑗𝑘+𝐼𝑘+ +𝐵𝑗𝑘−𝐼𝑘−)𝑆𝑗𝑧,

where 𝑗 = 1, 2 is the electron index, 𝑘 is the nuclear index, and 𝐴𝑗𝑘 & 𝐵𝑗𝑘± are the

secular and pseudo-secular hfi strengths respectively.

iiiAn important exception to this is the delocalisation of an electron over the oxygen-nitrogen
bond in nitroxide radicals. This is a specific case and will be discussed later in the thesis.
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Rotating Frame Hamiltonian

The complete Hamiltonian in the microwave rotating frame is thus given by [29]

𝐻̂ = ∆1𝑆1𝑧 + ∆2𝑆2𝑧 + 𝜔I

∑︁
𝑘

𝐼𝑘𝑧...

+𝐷(2𝑆1𝑧𝑆2𝑧 −
1

2
𝑆1+𝑆2− − 1

2
𝑆1−𝑆2+)...

+
∑︁
𝑘<𝑘′

𝑑𝑘𝑘′(2𝐼𝑘𝑧𝐼𝑘′𝑧 −
1

2
𝐼𝑘+𝐼𝑘′− − 1

2
𝐼𝑘−𝐼𝑘′+)...

+
∑︁
𝑗𝑘

(𝐴𝑗𝑘𝐼𝑘𝑧 +
𝐵𝑗𝑘+

2
𝐼𝑘+ +

𝐵𝑗𝑘−

2
𝐼𝑘−)𝑆𝑗𝑧...

+
∑︁
𝑗

𝜔1

2
(𝑆𝑗+ + 𝑆𝑗−),

(2.12)

where ∆1,2 are offsets of the electron Larmor frequency from the microwave irradia-

tion, and 𝐷 & 𝑑𝑘𝑘′ are the electron and nuclear dipolar interaction strengths. Note

that the 𝑥 and 𝑦 spin operators have been replaced by the relevant raising and low-

ering (±) operators to give a more intuitive picture of the flip-flop dynamics. For the

static case in the Zeeman eigenbasis, the pseudo-secular hfi and flip-flop terms of the

electron dipolar interaction are off-diagonal and responsible for mediating polarisation

transfer from electrons to nuclei.

2.2.2 Interaction Parameters

It is instructive to know the specific forms of the interaction parameters, as these will

be used recurrently throughout the next few chapters. In all cases the angle 𝜃 is the

angle between the static field vector (conventionally along 𝑧) and the vector joining

the two interacting spins, and 𝑟 is the magnitude of this vector. The point-dipole

approximation has been used since it is assumed that the separation between spins is

much larger than the size of the spins themselves.

The dipolar interaction terms 𝐷 for electrons and 𝑑𝑘𝑘′ for nuclei are
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𝐷 =
𝜇0

4𝜋

~2𝛾2S
2𝑟3

(1 − 3 cos2 𝜃), (2.13)

where 𝜇0 is the permeability of free space, and for 𝑑𝑘𝑘′ the nuclear gyromagnetic ratio

𝛾I is used instead of the electron gyromagnetic ratio 𝛾S.

The secular hfi 𝐴𝑗𝑘 has a similar form

𝐴𝑗𝑘 =
𝜇0

4𝜋

~2𝛾𝑗𝛾𝑘
2𝑟3

(1 − 3 cos2 𝜃), (2.14)

but with heterogeneous gyromagnetic ratios.

Finally, the pseudo-secular hfi is given by

𝐵𝑗𝑘+ =
𝜇0

4𝜋

~2𝛾𝑗𝛾𝑘
2𝑟3

(3 sin 𝜃 cos 𝜃e−𝑖𝜑), (2.15)

where 𝜑 is the azimuthal angle to the magnetic field. In general only the magnitude of

𝐵𝑗𝑘 is of interest however, which is independent of 𝜑. Therefore, 𝐵𝑗𝑘± can be replaced

with 𝐵𝑗𝑘.

2.2.3 Polarisation

The polarisation 𝑝 of the system is calculated by taking the trace of the density

operator 𝜌 with the Zeeman operators 𝐼𝑘𝑧 or 𝑆𝑗𝑧 at each point in time [44]:

𝑝S𝑗 = Tr(𝜌𝑆𝑗𝑧), 𝑝I𝑘 = Tr(𝜌𝐼𝑘𝑧).

2.3 Adiabatic Elimination

Adiabatic elimination is a standard and powerful tool used in many areas of quantum

physics [49]. It is of use when interactions with an environment or an external driving
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field are such that off-resonance dynamics do not affect the dynamics of the system.

As with other techniques, such as the derivation of the master equation in Section

2.1.4, adiabatic elimination relies on a clear separation of time scales between the

slow-evolving subspace of interest and much faster-evolving subspaces. This enables

the derivation of an effective Hamiltonian closed in the low-energy subspace, which is

often more likely to be accessible and controllable experimentally [49]. This effective

Hamiltonian incorporates only the effect of the coupling to states with much higher

energy. Any excess of information is eliminated adiabatically, or in other words,

without affecting the system. The elimination procedure follows from the adiabatic

theorem posited by Born and Fock in 1928 which states that, if the perturbation on a

system prepared in a particular eigenstate acts slowly enough, and if there is a clear

gap between the eigenvalue of that state and the rest of the Hamiltonian spectrum,

the system will remain in this instantaneous eigenstate [50]. Thus, if the change

caused by the perturbation is slow, the change in shape of the eigenfunctions is slow

and does not trigger quantum jumps. The populations of eigenstates therefore remain

constant, even though the eigenstates themselves have changed.

Adiabatic elimination plays an important role in the derivation of the static CE

kinetic Monte Carlo algorithm, playing the dual role of reducing the state space

significantly and producing effective dynamics that can be modelled using a classical

approach. It will be shown in a later section that the classical approach has enormous

computational gain. In this section the adiabatic elimination procedure is outlined in

general terms, with some comments on the specifics of the static CE case.

2.3.1 Coherence Subspaces

For a system of 𝑁 spins, there are 2𝑁 + 1 coherence subspaces ranging from −𝑁 to

𝑁 : L = {L−𝑁 ,L−𝑁+1, ...L0, ...,L𝑁−1,L𝑁}. These individual subspaces are composed

of the spin operators and correspond to combinations of up and down spin flips. Each

coherence order subspace can additionally be separated into spin orders as shown in

TAB. 2.1. The coherence order is determined by the net flips or flops and the spin
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order by the number of spins involved.

Coherence

Spin

0 1 2

0 1 - -

1 𝐼𝑘𝑧 & 𝑆𝑗𝑧 𝐼𝑘± & 𝑆𝑗± -

2 𝐼𝑘𝑧𝑆𝑗𝑧, 𝑆𝑗𝑧𝐼𝑘𝑧

𝑆𝑗±𝐼𝑘∓, 𝐼𝑘±𝑆𝑗∓

𝐼𝑘±𝐼𝑘′∓

𝑆𝑗±𝑆𝑗′∓

𝑆𝑗±𝐼𝑘𝑧, 𝐼𝑘𝑧𝑆𝑗±

𝑆𝑗𝑧𝐼𝑘±, 𝐼𝑘±𝑆𝑗𝑧

𝑆𝑗±𝑆𝑗′𝑧

𝐼𝑘±𝐼𝑘′𝑧

𝑆𝑗±𝐼𝑘± , 𝑆𝑗±𝐼𝑘±

𝑆𝑗±𝑆𝑗′±

𝐼𝑘±𝐼𝑘′±

Table 2.1: First three coherence and spin orders.

In this thesis, the goal of the adiabatic elimination is to produce an effective Hamil-

tonian closed in the zero coherence subspace. This subspace can itself be truncated

at the fourth spin order [27].

2.3.2 Nakajima-Zwanzig Projection Operators

Projections onto the relevant subspace are performed using the Nakajima-Zwanzig

[51, 52] projection operators 𝒫 and 𝒬̂, where 𝒫 projects onto the subspace of inter-

est, and 𝒬̂ projects onto the complementary subspace. By definition, the sum of the

two projection operators must encompass the entire state space, i.e. 𝒫 + 𝒬̂ = 1.

When two systems are in an entangled state, it is no longer possible to separate state

vectors for each system. It is therefore no longer possible to predict the expectation

values of observables of just one of the systems, just of the combined system. By

tracing over the environment (i.e. the complementary subspace), it is possible to

‘remove’ it from the compound system. This enables the measurement of observables

acting solely on the system of interest, ignoring the environment. The expectation

value of any observable 𝑂̂ in the system is then given by the trace of the reduced state

of the system: ⟨𝑂̂⟩ = Tr(𝑂̂𝜌S). In the Nakajima-Zwanzig procedure, the operation of
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tracing over the environment is viewed as a formal projection 𝜌 ↦→ 𝒫𝜌, where 𝒫𝜌 is

the relevant part of the density matrix.

Separation of State Spaces

Consider a slow-evolving system (𝜌S = 𝒫𝜌) entangled with a rapidly fluctuating en-

vironment (𝜌E = 𝒬̂𝜌), where 𝜌 is the state of the composite system. The aim is to

find a map 𝜌 ↦→ 𝒫𝜌 where 𝒫𝜌 = TrE(𝜌) ⊗ 𝜌E ≡ 𝜌S ⊗ 𝜌E.

It can be shown (REF. [49]) that the LvN equation (EQ. 2.6) can be written in the

form

⎡⎣ ˙̂𝜌S

˙̂𝜌E

⎤⎦ =

⎡⎣𝒫 ˆ̂ℒH𝒫 𝒫 ˆ̂ℒH𝒬̂
𝒬̂ ˆ̂ℒH𝒫 𝒬̂ ˆ̂ℒH𝒬̂

⎤⎦⎡⎣𝜌S
𝜌E

⎤⎦ ≡

⎡⎣ ˆ̂ℒSS
ˆ̂ℒSE

ˆ̂ℒES
ˆ̂ℒEE

⎤⎦⎡⎣𝜌S
𝜌E

⎤⎦ (2.16)

(remembering that ˆ̂ℒH = −𝑖[𝐻̂, 𝜌]). The subscript 𝐻 will henceforth be dropped for

clarity purposes. Furthermore, 𝜌S and 𝜌E are both understood to be time dependent.

EQ. 2.16 is the Nakajima-Zwanzig equation and can be seen as a generalisation of

the master equation [33].

Evolution of the system is described by operators of the form 𝒫 ˆ̂ℒ, which either leave

dynamics in the subspace of the system (if followed by 𝒫) or project dynamics from

the environment onto the system (if followed by 𝒬̂). The converse is true for the evo-

lution of the environment. 𝒫 ˆ̂ℒ𝒫 can act only on 𝜌S (as it keeps evolution within that

subspace), and 𝒫 ˆ̂ℒ𝒬̂ can act only on 𝜌E (as it projects dynamics from the environ-

ment onto the system), and the converse for the environment. Diagonal terms of EQ.

2.16 are constant, whereas off-diagonal terms represent time dependent interactions

between the subspaces.

The condition for adiabatic elimination is that the environment evolves much faster

than the system, and can therefore be assumed to have reached the steady state before

the system ‘sees’ it. This is true if the equality
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|| ˆ̂ℒES|| · || ˆ̂ℒSE|| ≪ || ˆ̂ℒEE||2 (2.17)

holds [29]. The system sees of the environment only what the crossover projectors ˆ̂ℒES

and ˆ̂ℒSE communicate to it. If these are themselves much slower than the environment,

it is impossible for them to convey all of the environment dynamics to the system.

2.3.3 Steady State Solution for the Environment

The equation of motion of the environment ( ˙̂𝜌E =
ˆ̂ℒES𝜌S +

ˆ̂ℒEE𝜌E) looks like an in-

homogeneous linear differential equation with constant coefficient (since ˆ̂ℒEE is con-

stant). This has a known solution

𝜌E = e
^̂ℒEE𝑡𝜌E(0) + e

^̂ℒEE𝑡

∫︁ 𝑡

0

e−
^̂ℒEE𝜏 ˆ̂ℒES𝜌S(𝜏)𝑑𝜏. (2.18)

Dynamics are assumed to start in the system, so the first term in EQ. 2.18 is zero.

Furthermore, since ˆ̂ℒEE is time-independent, e
^̂ℒEE𝑡 can be taken into the integral

𝜌E =

∫︁ 𝑡

0

e
^̂ℒEE(𝑡−𝜏) ˆ̂ℒES𝜌𝑆(𝜏)𝑑𝜏, (2.19)

where normal exponent rules apply since ˆ̂ℒEE commutes with itself.

Next, the variable transformation 𝜏 ′ = 𝑡− 𝜏 , 𝑑𝜏 ′ = −𝑑𝜏 is applied to EQ. 2.19:

𝜌E =

∫︁ 𝑡

0

e
^̂ℒEE𝜏

′ ˆ̂ℒES𝜌S(𝑡− 𝜏 ′)𝑑𝜏 ′. (2.20)

In the steady state limit (𝑡 → ∞, 𝜏 ′ → 0) the reduced state of the system becomes

independent of 𝜏 ′ and can be taken out of the integral. This can be shown using the

Taylor series expansion of 𝜌S(𝑡− 𝜏 ′):

𝜌S(𝑡− 𝜏 ′) = 𝜌S(𝑡) +
∞∑︁
𝑛=0

𝜌S(𝑡)(𝑛)

𝑛!
(𝑡− 𝜏 ′)𝑛. (2.21)

In the long-time limit, the derivatives all go to zero since 𝜌S approaches the steady
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state, such that 𝜌S(𝑡− 𝜏 ′) → 𝜌S(𝑡). The term ˆ̂ℒES𝜌S(𝑡) can therefore be taken out of

the integral, which is now easy to solve:

𝜌E =
ˆ̂ℒ−1
EEe

^̂ℒEE𝜏
′
⃒⃒⃒⃒∞
0

ˆ̂ℒES𝜌S(𝑡) = − ˆ̂ℒ−1
EE

ˆ̂ℒES𝜌S(𝑡), (2.22)

where it has been assumed that the eigenvalues of ˆ̂ℒEE have negative real parts that

quickly cause the environment dynamics to reach their steady state.

Since it is assumed that all the system ever perceives of the environment is its steady

state, EQ. 2.22 can be substituted into the equation of motion of the system:

˙̂𝜌S =
ˆ̂ℒSS𝜌S − ˆ̂ℒSE

ˆ̂ℒ−1
EE

ˆ̂ℒES𝜌S. (2.23)

In EQ. 2.23 the environment has been eliminated (i.e. traced over), and in its place is

a term that describes the effect of the dynamics of the environment on the dynamics

of the system. An intuitive way to see this by examining the action of the operators:

the second term is now a projection of the steady state dynamics of 𝜌E onto the

subspace of the system by ˆ̂ℒSE. Again, a central assumption of EQ. 2.23 is that the

environment evolves so fast compared to the system that it reaches the steady state

before the system sees it. Otherwise, it could not be adiabatically eliminated.

Kernel Function

The triple product in EQ. 2.23 can also be written in terms of the kernel function
ˆ̂
𝐾(𝑡−𝜏), known as the "memory function", which describes the effect of the dynamics

in the environment on the dynamics of the system. Describing the system using the

kernel function has practical applications that will become clear in the next section.

Starting from the equation of motion of the system in EQ. 2.16 with 𝜌E replaced by

EQ. 2.19, and moving ˆ̂ℒSE into the integral, the equation of motion of the system is

given by
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˙̂𝜌S =
ˆ̂ℒSS𝜌S +

∫︁ 𝑡

0

ˆ̂ℒSEe
^̂ℒSS(𝑡−𝜏) ˆ̂ℒES𝜌S𝑑𝜏. (2.24)

The triple product in the integrand can be defined as the kernel function ˆ̂
𝐾(𝑡 − 𝜏),

which simplifies the equation of motion to [51, 52]

˙̂𝜌S =
ˆ̂ℒSS𝜌S +

∫︁ 𝑡

0

ˆ̂
𝐾(𝑡− 𝜏)𝜌S(𝜏)𝑑𝜏. (2.25)

2.3.4 Solution for the System

The inversion of ˆ̂ℒSS makes solving EQ. 2.23 in the time domain difficult, if not im-

possible. However, particularly in the form of EQ. 2.25, it is clear that the second

part of EQs. 2.23 & 2.25 looks like a convolution of two functions. With equations

of this form it is common to use the Laplace transform convolution theorem, which

states that the Laplace transform of a pair of functions convolved in the time do-

main is equal to the point-wise product of the functions in the frequency domain:

ℒ{(𝑓 ⋆ 𝑔)(𝑡)} = ℒ{𝑓(𝑡)} · ℒ{𝑔(𝑡)} = 𝐹 (𝜖)𝐺(𝜖), where in this instance ℒ{·} denotes

the Laplace transform. It is taken by multiplying each side of EQ. 2.25 by e−𝜖𝑡 and

integrating over the time interval [0,∞].

In the following, the solution for the system will be found in the frequency domain;

the solution in the time domain is then found by performing a simple inverse Laplace

transform. Once again, the large difference in time scales between the system and

environment is exploited, this time to eliminate the kernel function. The result of

this section is an effective master equation for the system closed in the subspace of

the system only.

The Laplace transform of the left hand side of EQ. 2.25 is found using integration by

parts:
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∫︁ ∞

0

e−𝜖𝑡 ˙̂𝜌S𝑑𝑡 = 𝜌Se−𝜖𝑡

⃒⃒⃒⃒∞
0

−
∫︁ ∞

0

−𝜖e−𝜖𝑡𝜌S𝑑𝑡 = −𝜌S(0) + 𝜖

∫︁ ∞

0

e−𝜖𝑡𝜌S(𝑡)𝑑𝑡. (2.26)

Defining the Laplace transforms ℒ{𝜌S} = 𝑙𝜌S(𝜖) and ℒ{ ˆ̂
𝐾(𝑡)} = 𝑙 ^̂

K
(𝜖), EQ. 2.26

becomes

∫︁ ∞

0

e−𝜖𝑡 ˙̂𝜌S𝑑𝑡 = −𝜌S(0) + 𝜖𝑙𝜌S(𝜖). (2.27)

The right hand side of EQ. 2.25 is then

ˆ̂ℒSS

∫︁ ∞

0

e−𝜖𝑡𝜌S(𝑡)𝑑𝑡+

∫︁ ∞

0

∫︁ 𝑡

0

e−𝜖𝑡 ˆ̂
𝐾(𝑡−𝜏)𝜌S(𝜏)𝑑𝜏𝑑𝑡 =

ˆ̂ℒSS𝑙𝜌S(𝜖)+𝑙𝜌S(𝜖) ·𝑙 ^̂
K

(𝜖), (2.28)

where the last equality is not trivial and is proven in Appendix A.

Putting together the left & right hand sides, the equation of motion of the system in

the Laplace domain is:

− 𝜌S(0) + 𝜖𝑙𝜌S(𝜖) =
ˆ̂ℒSS𝑙𝜌S(𝜖) + 𝑙𝜌S(𝜖) · 𝑙 ^̂

K
(𝜖). (2.29)

Solving for the system,

𝑙𝜌S(𝜖) =
𝜌S(0)

1𝜖− ˆ̂ℒSS − 𝑙 ^̂
K

(𝜖)
, (2.30)

were 𝜖 is multiplied by the identity matrix to ensure its dimensions match those of

the density matrix and projection operator.

The presence of 𝑙 ^̂
K

(𝜖) in EQ. 2.30 suggests that the solution to the equation of motion

for the system at a time 𝑡 depends on its history over the interval [0, 𝑡]. However,

evolution of the DNP system is assumed to be Markovian so this cannot be the case.

35



In the derivation of EQ. 2.23, the large difference in time scales between the system

and environment was made use of. A similar approach is taken here to eliminate the

kernel function. In the time domain, the kernel function can be expressed in diagonal

form as a sum of eigenfunctions ˆ̂
𝐾𝑘 with eigenvalues 𝜖𝑘:

ˆ̂
𝐾(𝑡) =

∑︁
𝑘

ˆ̂
𝐾𝑘e𝜖𝑘𝑡. (2.31)

This form of the kernel function is however difficult to find, even for a 2-spin system.

Nonetheless, it will be used here to find the form of 𝑙 ^̂
K

(𝜖):

𝑙 ^̂
K

(𝜖) =

∫︁ ∞

0

e−𝜖𝑡 ˆ̂
𝐾(𝑡)𝑑𝑡 =

∑︁
𝑘

∫︁ ∞

0

e−𝜖𝑡 ˆ̂
𝐾𝑘e𝜖𝑘𝑡 =

∑︁
𝑘

ˆ̂
𝐾𝑘

𝜖− 𝜖𝑘
. (2.32)

For adiabatic elimination to be applicable, the eigenvalues of the system must be

much smaller than those of the kernel function (which includes the environment and

cross-over projectors). This means that from the perspective of the kernel function,

the region of eigenvalues corresponding to the system is 𝜖 ≈ 0. EQ. 2.32 can therefore

be expanded as a Maclaurin series

𝑙 ^̂
K

(𝜖) ≈ 𝑙 ^̂
K

(0) +
𝜕𝑙 ^̂

K
(0)

𝜕𝜖
𝜖+

𝜕2𝑙 ^̂
K

(0)

𝜕𝜖2
𝜖2

2
... (2.33)

However, since 𝜖 ≈ 0, the derivatives quickly tend to zero such that

𝑙 ^̂
K

(𝜖) ≈ 𝑙 ^̂
K

(0) = −
∑︁
𝑘

ˆ̂
𝐾𝑘

𝜖𝑘
. (2.34)

𝜖 = 0 in the frequency domain is equivalent to 𝑡 = ∞ in the time domain. The result

of EQ. 2.34 is thus that, as far as the system is concerned, the memory function is

always in the steady state; the system does not ‘see’ any of the dynamics leading

to the steady state. 𝑙 ^̂
K

(0) can be rewritten as a superoperator ˆ̂ℳ describing the

‘history-less’ effect of the environment on the system, leading the equation of motion

𝑙𝜌S(𝜖) =
𝜌S(0)

1𝜖− ˆ̂ℒSS − ˆ̂ℳ
(2.35)
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in the eigenvalue (frequency) domain.

This can easily be taken back into the time domain using the relation 𝐹 (𝜖) = 1
𝜖−𝛼

→
𝑓(𝑡) = e𝛼𝑡. The effective master equation of the system in the time domain is therefore

given by

𝜌S(𝑡) = e(
^̂ℒSS+

^̂ℳ)𝑡𝜌S(0). (2.36)

This effective form of the master equation does not contain a memory function and its

propagator ˆ̂ℒSS +
ˆ̂ℳ is time-independent. EQ. 2.36 is the adiabatic approximation to

EQ. 2.25. It is fully contained in the slow-evolving subspace, which is much smaller

than the full subspace, thus significantly reducing the dimension of the problem.

2.4 Krylov-Bogolyubov Method of Averaging

The Krylov-Bogolyubov averaging (KBA) method is a method for replacing the exact

differential equation of motion of a system with an averaged one [53]. It is most com-

monly used in celestial mechanics, but can also be applied in the context of quantum

mechanics to average out fast-oscillating terms of a master equation [19, 27]. The

method is used in the adiabatic elimination procedure to find the inversion ˆ̂ℒ−1
SS . It

is also used in the derivation of the MAS simulation algorithm to derive an effective

2-level Hamiltonian for the CE event.

Krylov-Bogolyubov averaging can be applied to differential equations, for example

the LvN equation, if they can be written in a dimensionless form with a small pro-

portionality constant 𝜀 introduced on the right hand side

𝑑

𝑑𝑡
𝑥 = 𝜀𝑋(𝜀, 𝑡, 𝑥).

This can be done by a transformation of variables in which the time 𝑡 is replaced by

a dimensionless time variable 𝜏 reflecting the slow dynamics. 𝜀 should represent how
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small interactions in the system are compared to the fast-oscillating terms.

The LvN equation in terms of 𝜏 is [19]

𝑑

𝑑𝜏
𝜌 = 𝜀(

ˆ̂ℋ(𝜏)𝜌+
ˆ̂𝒟𝜌th), (2.37)

where the superoperator ˆ̂ℋ(𝜏) represents the coherent part of the master equation

containing the fast-oscillating terms, and the superoperator ˆ̂𝒟 represents the time-

independent dissipative part. Both are dimensionless due to the factor 𝜀. The aim of

the Krylov-Bogolyubov averaging method is to remove the time dependence in ˆ̂ℋ(𝜏)

by averaging it out. After the averaging procedure, the time-independent equation of

motion is

𝑑

𝑑𝜏
𝜌′ = 𝜀(

ˆ̂ℋ0(𝜀)𝜌
′ +

ˆ̂ℰ(𝜀)
ˆ̂𝒟𝜌th), (2.38)

where 𝜌 and 𝜌′ are related by the variable transformation

𝜌 =
ˆ̂ℬ(𝜀, 𝜏)𝜌′ + 𝜀

ˆ̂𝒞(𝜀, 𝜏)
ˆ̂𝒟𝜌th. (2.39)

Finding the form of 𝜀( ˆ̂ℋ0(𝜀) and ˆ̂ℰ(𝜀) forms the core of the KBA procedure.

The four superoperators in EQs. 2.38 and 2.39 can be expanded in powers of the

smallness factor 𝜀

ˆ̂ℋ0(𝜀) =
ˆ̂ℋ1 + 𝜀

ˆ̂ℋ2 + ...,
ˆ̂ℰ(𝜀) =

ˆ̂ℋ1 + 𝜀
ˆ̂ℋ2 + ...

ˆ̂ℬ(𝜀, 𝜏) = 1 + 𝜀
ˆ̂ℬ1(𝜏) + 𝜀2

ˆ̂ℬ2(𝜏) + ...

ˆ̂𝒞(𝜀, 𝜏) =
ˆ̂𝒞1(𝜏) + 𝜀

ˆ̂𝒞2(𝜏) + ...,

(2.40)

where ˆ̂ℋ0(𝜀) and ˆ̂ℰ(𝜀) are unknown. They are found by differentiating EQ. 2.39 with

respect to time and then substituting for 𝑑
𝑑𝑡
𝜌 and 𝑑

𝑑𝑡
𝜌′ with the right hand side of

EQs. 2.37 & 2.38, using the power series expansions in EQ. 2.40. By equating terms

with the same order of 𝜀, it is then possible to derive the explicit terms of the power
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series expansions of ˆ̂ℋ0(𝜀) and ˆ̂ℰ(𝜀) to the desired order of accuracy.

2.5 Classical Kinetic Monte Carlo Algorithm

The possibility of using a classical kinetic Monte Carlo (kMC) algorithm to simu-

late the DNP dynamics after adiabatic elimination offers enormous computational

time-savings, allowing the simulation of large spin systems. In this section, the kMC

algorithm is outlined. For a detailed derivation the reader is referred to Plenio &

Knight [54] or Fichthorn & Weinberg [55].

kMC algorithms exist for both the quantum case, where they are used when the

Lindblad master equation is difficult to solve or dynamics are not strictly Markovian

in nature (see for example REF. [56]), and the classical case, where they can be used

to significantly reduce the simulation time for appropriate classical-like dynamics

[28, 29, 31]. Both cases simulate the Lindblad master equation in Hilbert space, but

do so stochastically by averaging over a given number of possible trajectories the

system can take, rather than evolving the density operator. In theory, the exact

dynamics can be recovered by averaging over infinite trajectories. The computational

advantage of the classical algorithms arises in part from the absence of coherent

evolution in the dynamics they describe. Therefore, only the population dynamics,

which can be efficiently simulated as a series of quantum jump operations, need to

be simulated. Furthermore, because systems are assumed to be Markovian, only the

current state of the system must be known, and memory usage scales linearly or in

the worst case polynomially with 𝑁 . This allows highly efficient simulation of very

large spin systems [57].

2.5.1 Implementation of Variable Time-step Classical kMC

After adiabatic elimination, all coherences have been eliminated and the population

dynamics can be fully described by instantaneous jump operations that move the

system between eigenstates. Each jump operator has associated with it a jump rate
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Γ𝑖 that can be thought of as the probability of a particular jump occurring. If Γ𝑖 is

large, the associated jump is likely to happen, whereas if it is small, the jump is less

likely to happen. The probability of a jump occurring depends on its jump rate only,

and not on the history of the dynamics. Each state therefore depends on the current

state only, and not on any previous states.

The variable time step kMC algorithm is implemented as follows:

1. Calculate the effective rates Γ𝑖. This will be done in detail in Chapter 3.

2. Generate two uniformly distributed random numbers 𝑟1 and 𝑟2 in the interval

(0,1]. These will select the time step and the jump operation respectively. Care

should be taken to ensure that the random numbers selected by the algorithm

are not taken from a reproducible sequence. This can be done in Matlab for

example by using the ‘shuffle’ seed for the random number generator. ‘Shuf-

fle’ seeds the generator on the current time and therefore produces a different

sequence of numbers each time the random number generator is called [58].

3. Using 𝑟1 calculate the time step to the next jump operation [57]

∆𝑡 =
−log𝑟1∑︀

𝑖 Γ𝑖

.

In this form, the time step is drawn from a Poissonian distribution and ensures

that the dynamics are neither oversampled, leading to unnecessarily long sim-

ulation times, nor undersampled, leading to unrepresentative dynamics. The

time step is variable not only because of 𝑟1, but also because the rates Γ𝑖 can

be state-dependent, and therefore change during evolution. The average time

between events in the system (1/
∑︀

𝑖 Γ𝑖) is therefore not constant [59].

4. Combine all effective rates into a single column vector normalised such that the

cumulative sum of the rates is 1. This vector represents the probability of a

particular jump operation taking place, where each jump operation is weighted

by its rate. A graphical representation of the rate vector is shown in the top
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panel of FIG. 2-1. Higher rates (such as ΓS in this case) take up a larger fraction

of the rate vector and are therefore more likely to be selected by the random

number 𝑟2 (next step). Small rates (such as ΓIS here) take up a much smaller

fraction of the rate vector and are less likely to be selected. The quantum jump

corresponding to this rate is therefore also less likely to take place.

5. Using the normalised rate vector calculated in step four, find the first rate

greater than 𝑟2 and execute whichever jump this rate corresponds to. This is

shown graphically in FIG. 2-1 for a 4-spin system consisting of two electrons

and two protons in an initial configuration |↑↓↑↓⟩ (|𝑆1𝑆2𝐼1𝐼2⟩). After the first

time step, the first quantum jump, selected by 𝑟2(1), is executed. As is shown in

the top panel, 𝑟2(1) happens to fall in the region of ΓS, which corresponds to an

electron flip. In this instance, the second electron is flipped from the down state

to the up state, changing the configuration of the system to |↑↑↑↓⟩. Because

the configuration has changed, those rates that are state-dependent must be

recalculated, and the algorithm returns to step one.

6. Repeat steps one to five until the end of the experiment is reached. This forms

a single trajectory. In the model system shown in FIG. 2-1, the trajectory

consists of only five time steps evolving the system as follows: 𝑟2(2) selects ΓI,

corresponding to a nuclear flip. In this case the second proton is flipped taking

the system to |↑↑↑↑⟩. 𝑟2(3) selects an electron flip again, but this time flips the

first electron, making the new configuration |↓↑↑↑⟩. 𝑟2(4) falls on the electron-

nuclear flip-flop rate ΓIS causing the first electron and second proton to flip-flop:

|↑↑↑↓⟩, and finally 𝑟2(5) selects the nuclear flip-flop rate ΓII, making the final

configuration of the trajectory |↑↑↓↑⟩. Note that each of the time steps has a

different length, and that in this particular trajectory, the CE rate ΓISS was not

selected since it is very small and the first five 𝑟2 missed it.

7. Repeat steps one to six until the convergence criteria have been satisfied. This

means that averaging over more trajectories does not change the results signifi-

cantly. A protocol could for example be: once the difference between the results
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of successive averages less than 1%, terminate the simulation.
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Figure 2-1: Schematic of the classical kMC algorithm with the configuration |𝑆1𝑆2𝐼1𝐼2⟩. In the top figure, the rate vector of a
fictitious system with five possible jumps is shown. The rate vector is normalised to 1. ΓII corresponds to a nuclear flip-flop, ΓIS

corresponds to an electron-nuclear flip-flop, ΓS to an electron flip, ΓISS to the CE triple spin flip, and ΓI to a nuclear flip. 𝑟2(1)
and 𝑟2(3) select the electron jump and flip the second and first electron respectively. 𝑟2(2) selects the nuclear flip and flips the
second proton, 𝑟2(4) selects an electron nuclear flip-flop between the first electron and second proton, and finally 𝑟2(5) selects
an proton flip-flop. This is one trajectory. A more detailed description is given in the text.
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2.6 Landau-Zener Theory

In this section the Landau-Zener approximation [60, 61] used in the derivation of the

MAS CE simulation algorithm is discussed. The Landau-Zener formula calculates

the probability of a non-adiabatic transition occurring at an avoided level crossing

between two states in a system with a time-dependent Hamiltonian. It is used in

the MAS algorithm to simulate the dynamics at MAS events, when there is a change

in polarisation somewhere in the system. The dynamics of interest in DNP are the

polarisation dynamics, which are traditionally found by calculating the full dynamics

of the system. By using the Landau-Zener transition probabilities, this lengthy and

memory-intensive calculation is circumvented, thus permitting simulation of large

spin systems.

2.6.1 Avoided Level Crossing

Before discussing the Landau-Zener approximation, it is important to understand

what avoided level crossings are and why they occur [62]. Consider a two-state Hamil-

tonian with eigenvalues 𝐸1 and 𝐸2 and eigenstates 𝑣1 and 𝑣2. In the absence of any

perturbation, the system will remain in the state that it is prepared in, and if 𝐸1 hap-

pens to be equal to 𝐸2 there is a degeneracy in the Hamiltonian. If a perturbation is

applied to the system, the off-diagonal elements change the eigenstates and eigenval-

ues of the Hamiltonian. The new eigenvalues now depend on the perturbation, and

the perturbed system no longer has degeneracies, even if the unperturbed energies

are equal (𝐸1 = 𝐸2). The perturbation therefore leads to an avoided level crossing.

2.6.2 Landau-Zener Formula

The Landau-Zener formula applies when the following three conditions are met:

1. The perturbation parameter (𝑞) of the Hamiltonian must be known and vary

linearly with time.

2. The separation of the energy levels must be a linear function of time.
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3. The coupling in the non-adiabatic Hamiltonian matrix must be time-independent.

This is equivalent to considering an infinitely fast transition during which the

Hamiltonian has no time to change.

The second condition allows the substitution 𝐸2(𝑡)−𝐸1(𝑡) ≡ 𝛼𝑡 where 𝐸1,2(𝑡) are the

energies of the two states at a time 𝑡, given by the incoherent (diagonal) elements of

the Hamiltonian, and 𝛼 is a constant.

In MAS CE, the perturbation parameter 𝑞 is given by the time-dependent interactions

in the Hamiltonian, and the separation of the energy levels is governed by the electron

and nuclear Larmor frequencies. Note that neither of the two time dependences is

linear, thus violating conditions 1 and 2. However, it can be assumed that in the

region immediately surrounding an event, they are reasonably accurately described

by a linear function.

The Landau-Zener transition probability 𝑃LZ at an avoided level crossing, for which

the third condition dictates 𝐸1,2(𝑡) ≡ 𝐸1,2, is given by [63]

𝑃LZ = e−2𝜋Γ

Γ =
𝑎2/~

𝜕
𝜕𝑡
|𝐸2 − 𝐸1|

=
𝑎2/~

𝜕𝑞
𝜕𝑡

𝜕
𝜕𝑞
|𝐸2 − 𝐸1|

=
𝑎2

~|𝛼| ,
(2.41)

where 𝑎 is the coherent (off-diagonal) element of the 2-level Hamiltonian that couples

the two energy states. It is half the separation between the unperturbed eigenenergies

at the avoided crossing 𝐸1 = 𝐸2.

For a simple 2-level spin-1/2 Hamiltonian given by

𝐻̂(𝑡) = 𝛿(𝑡)𝐿̂𝑧 + [Ω(𝑡)𝐿̂+ + Ω*(𝑡)𝐿̂−], (2.42)

where 𝐿̂ is some spin operator, the exponent Γ is found from EQ. 2.41 to be
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Γ =
|Ω(𝑡0)|2
|𝛿̇(𝑡0)|

, (2.43)

where 𝑡0 is the time of the crossing. In the basis of pure states 𝜓±, 𝐿̂𝑧 in EQ. 2.42

is the diagonal incoherent energy operator obeying 𝐿̂𝑧𝜓± = ±1
2
𝜓±, and 𝛿(𝑡) is the

energy difference between the pure states. The second term of EQ. 2.42 describes

coherent dynamics mediated by the raising and lowering operators 𝐿̂±. These cause

transitions between the states as: 𝐿̂±𝜓∓ = 𝜓±, with a mixing rate Ω(𝑡). With the ex-

ception of a very short interval around 𝑡0, when 𝛿(𝑡0) = 0, the energy gap is generally

much larger than the mixing rate. It is therefore generally the incoherent dynamics

governed by 𝐿̂𝑧 that dominate dynamics. However, at and around 𝑡0, |𝛿(𝑡)| << |Ω(𝑡)|,
and the dominant coherent dynamics can lead to a transition. The probability of this

transition depends (from EQ. 2.43) on the "Rabi frequency" of the transition Ω(𝑡),

and the non-adiabatic passage velocity 𝛿̇(𝑡) of the "detuning" 𝛿(𝑡) at 𝑡 = 𝑡0.

2.7 Nuclear Longitudinal Relaxation

The origin of nuclear longitudinal relaxation is the modulation of interactions due to

time-varying local magnetic fields in the vicinity of each spin. This is often, though

not always, related to motion of the spins. In solution this motion is quite literal in

the form of molecular tumbling; as molecules ‘tumble’ past each other, their relative

orientation with respect to each other and the static field 𝐵0 changes, as does the

length and direction of the vector joining any two spins. The former plays an impor-

tant role when the interacting spins are from the same molecule (intra-molecular),

and the latter when the spins are from different molecules (inter-molecular). In the

solid state however, particularly at low temperature, most motional degrees of free-

dom are frozen out [64]. Classical molecular tumbling is therefore no longer able to

contribute to relaxation.
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Some of the earliest theories of nuclear relaxation in solids were Heitler’s [2] and

Waller’s [65] theories in the 1930’s, which worked reasonably well for solids with mul-

tiple types of thermal motion such as paraffins or ice, but broke down when applied

to solids in which the only expected source of motion is lattice vibrations, such as

insulating solids. In fact, when Waller first tried to describe the solid state 𝑇1 of

CaF2 using only lattice vibrations, he predicted relaxation times in excess of 1019s

below 10K! Two decades later, Bloembergen, Purcell & Pound [66] introduced a new

theory (BPP theory) which encompassed different types of motion that persist even

to low temperatures and can loosely be referred to a kind of Brownian (i.e. ran-

dom) motion [37]. When these ‘Brownian’ degrees of freedom are active, they are

much more effective than the lattice vibrations proposed by Waller, and account for

the relaxation times of minutes to hours observed experimentally. Under the right

conditions, BPP theory holds in liquids and non-crystalline solids [64]. In the late

1950’s BPP and Rollin & Hatton [67], who were the first to investigate NMR at

low temperatures, independently came to the further conclusion that in many solids

paramagnetic impurities play a dominant role in nuclear spin-lattice relaxation. Most

of the groundwork for modern understanding of nuclear spin-lattice relaxation was

developed in just over a decade, from about 1948 – 1960 by the likes of Bloembergen,

Purcell & Pound, Wangsness & Bloch, Solomon, Abragam, Redfield and Tomita [68].

2.7.1 Inherent Nuclear Longitudinal Relaxation

There are four main spin-dependent electromagnetic interactions in the solid state

that can lead to relaxation: spin-rotation, chemical shielding, quadrupolar interac-

tions & dipolar interactions. The first three of these are generally not of interest for

protons, leaving only the dipolar interaction [64]. The dipolar interaction is mod-

ulated by re-orientiation of the vector joining two nuclei and can be separated into

inter-molecular interactions between spins on separate molecules, and intra-molecular

interactions between spins within a molecule. Since intra-molecular interactions tend

to be much stronger due to shorter spin separations, intra-molecular relaxation gen-
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erally dominates the relaxation time. It should be noted at this time that unlike the

spin diffusion process, where the dipolar interaction actively redistributes populations

of spins, dipolar relaxation transfers energy between the lattice (which in this case is

molecular motion) and the spins [37].

The relaxation rate constant depends three factors: the spin factor, which determines

what transitions a particular interaction can cause, the size factor, which is a measure

of how large the interaction is, and the spectral density 𝐽(𝜔), which describes how

much of the molecular motion is at the correct frequency for a transition [64]. The

spectral density is the Fourier transform of the correlation function 𝐺(𝑡, 𝜏), which

characterises the ‘memory’ a system has of a particular configuration. For a homonu-

clear system undergoing random thermal motion, the correlation function generally

only depends on the time 𝜏 between successive measurements of the ensemble average

local field, and not on the time 𝑡. When 𝜏 is small, the correlation between successive

measurements is high, and 𝐺(𝜏) (note that 𝑡 has been dropped) is expected to be

large. When 𝜏 is very long, there is little correlation between successive measurements

and 𝐺(𝜏) approaches zero. By this time, the system has no memory of its previous

configuration. The simplest form of the correlation function is [64]

𝐺(𝜏) = 𝐺0e
−|𝜏 |/𝜏c , (2.44)

where 𝜏c is the correlation time, the time required for 𝐺(𝜏) to drop to approximately

half its initial value 𝐺0. For a correlation function such as EQ. 2.44 the spectral

density is given by

𝐽BPP(𝜔, 𝜏c) =
2𝜏c

1 + 𝜔2𝜏 2c
, (2.45)

and the motion is characterised entirely by the correlation time. It describes how

much motion is present at different frequencies [37].

For the correlation time to be physical, it must be linked in some way to an observable
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such as temperature or pressure. Here, it is linked to temperature, with which it is

often assumed to have an Arrhenius-like relationship

𝜏c = 𝐴e𝐸a/𝑘B𝑇 , (2.46)

where 𝐴 is some pre-exponential factor, 𝐸a is an activation energy, and 𝑘B is the

Boltzmann constant [64]. What 𝐸a activates depends on the system. In methyl

groups for example it can be the activation energy for quantum mechanical hopping

between different potential minima, in other systems it could be the activation of

thermal re-orientation, etc. [64].

EQs. 2.44 to 2.46 clearly suggest that the inherent nuclear relaxation is temperature

dependent at low temperatures and plateaus at higher temperatures. Although very

simple, the model just described can be used to accurately describe non-crystalline

solids in which there is only a single correlation function dependent on a single degree

of freedom. In reality this is often not the case, and the system is better described by

more complex theories involving more elaborate correlation functions. The building

blocks of such theories however, are often still adaptations of the BPP model [64].

2.7.2 Paramagnetic Relaxation

In Section 2.7.1, the inherent nuclear relaxation was described. However, in order to

have DNP, electrons (paramagnetic centres) are required. The effect of these param-

agnetic centres on the nuclear relaxation is significant and must be taken into account

when devising models for the relaxation of nuclei in DNP samples.

The presence of a paramagnetic centre in a matrix of protons creates a randomly

fluctuating magnetic field that is ‘felt’ by the protons in its vicinity through the

hyperfine interaction. There are two origins for the time dependence of this field:

relative motion of the electron with respect to a nucleus, thus modulating the hy-

perfine interaction strength, and re-orienting of the electron spin operator, caused
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by relaxation of the electron. When relaxation is brought about by modulation of

the hyperfine interaction strength, the change in energy due to the flip-flop of an

electron-nucleus pair (𝜔S ± 𝜔I) is compensated by the lattice, usually in the form of

phonons. When it is the electron’s relaxation that creates the fluctuating field, it is

its coupling to the lattice that allows it to flip, generally at a much faster rate than

a flip-flop [38]. At the low temperatures used in Chapter 8 many of the motional

degrees of freedom are frozen out, and the correlation time of the random field is

likely to be dominated by the electron relaxation time 𝑇1e [38]. Indeed, Bloembergen

goes so far as to say that in these situations "𝑇1n is not a characteristic of a chemical

crystalline substance, but of its paramagnetic impurities" [69].

The nature of paramagnetic relaxation suggests that it should be dependent on the

concentration of paramagnetic centres in the sample. If the concentration is very

high, each centre only services a small number of protons and the dominant mecha-

nism can be expected to be direct relaxation of the nuclei by an electron. In this case

effects that the electrons have on each other when their dipolar interaction becomes

non-negligible should also be taken into consideration. On the other hand, as will be

shown in Section 8.3, even a very low concentration of paramagnetic centres can have

a considerable effect on the nuclear relaxation. In this situation only a small fraction

of the nuclei are in direct contact with the electron, with the majority of the nuclei

experiencing it indirectly through spin diffusion. Spin diffusion thus evidently plays a

pivotal role in the efficiency of paramagnetic relaxation in low concentration samples.

Taking into account the inherent nuclear relaxation 𝑅inh, paramagnetic relaxation

𝑅PM, and spin diffusion 𝑅SD, the observed nuclear longitudinal relaxation rate can

be separated into

𝑅1n = 𝑅inh +𝑅PM +𝑅SD. (2.47)

The inherent longitudinal relaxation provides temperature dependence, paramagnetic
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relaxation provides concentration (of paramagnetic centres) dependence and is itself

dependent on the electron relaxation, and spin diffusion is expected to be depen-

dent on the number of nuclei each electron must serve and on the nuclear dipolar

interaction.

2.8 Electron Longitudinal Relaxation

In the solid state, electron longitudinal relaxation arises from the exchange of energy

between the spin system and the lattice, mostly in the form of phonons [70]. The two

fundamental processes of electron relaxation in the solid state are the single-phonon

direct process and the two-phonon Raman process, which were used by Waller [65]

to describe the transfer processes in a system with modulated lattice vibrations [70].

Although Waller’s approach was perhaps too simplistic, the framework provided by

these two relaxation mechanisms can be used to describe many other mechanisms

by changing the forces driving a transition. Nonetheless, there are many relaxation

processes that fail to fall into any of the known relaxation mechanisms and charac-

terisation of the mechanisms leading to electron relaxation is difficult [70].

The various types of relaxation processes can be differentiated by the number of

phonons involved in the process and their temperature dependence. Only a brief

overview of some of the processes is given here, a more detailed treatment can be

found in REF. [70]. The two processes that tend to dominate at low temperatures

are the direct and Raman processes [71].

The temperature dependence of 𝑅1e can be found by fitting equation 2.48 to data [72]

𝑅1e =
1

𝑇1e
= 𝐴dir𝑇 + 𝐴Ram𝑇

𝜆 + 𝐴loc

[︂
eΔloc/𝑇

(eΔloc/𝑇 − 1)2

]︂
+ 𝐴Orb

[︂
∆3

Orb

eΔOrb/𝑇 − 1

]︂
+ 𝐴therm

[︂
2𝜏c

1 + 𝜔2𝜏 2c

]︂
,

(2.48)
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where 𝐴dir, 𝐴Ram, 𝐴loc, 𝐴Orb, 𝐴therm, are coefficients of contribution for the direct

[70], Raman [71, 73], local [74], Orbach [75] and thermal [76] processes respectively,

𝑇 is the temperature in Kelvin, the factor 𝜆 is between 2 < 𝜆 < 9, ∆loc is the energy

of the local mode (in Kelvin), ∆Orb is the energy gap between the ground and excited

states in the Orbach process, 𝜏c is the correlation time given already in EQ. 2.46, and

finally 𝜔 is the transition frequency.

With some knowledge of the system, certain terms of the rate can be excluded from

the fit since they are known not to contribute. For example, the thermal process is

unlikely to play a big role at low temperatures. Similarly, if the temperature is below

the Debye temperature, the local process is less likely to be involved.

2.8.1 Direct Process

The direct process is the simplest process and typically has a linear temperature de-

pendence at low temperatures. At higher temperatures or for certain structures of

energy levels, the temperature dependence may be exponential. In the direct process,

energy is directly absorbed from or emitted into the lattice with the absorption or

emission of a phonon respectively. For the process to be direct, the Zeeman energy

of the system must be matched by the energy of the phonon [77, 78]. Although the

absorption and emission energies are the same, the emission of a phonon into the lat-

tice is slightly more likely than the absorption of a phonon by the system. The spin

system that was originally ‘heated’ by an RF-pulse therefore ‘cools’ as it releases en-

ergy into the lattice. As a consequence, the lattice is heated as it absorbs phonons [70].

The direct process tends to dominate at temperatures below ∼ 10K [77, 78].

2.8.2 Raman Process

The Raman process is thus called due to its resemblance to the scattering of photons

by molecules. Unlike in the direct process, there is no matching of energies between
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the lattice and system. The Raman process is therefore a two-phonon process in

which the system first absorbs a phonon from the lattice, thereby taking it into an

intermediate higher-energy state, and subsequently emits a phonon, thereby dropping

back down into a lower-energy state. The total energy change of the system must be

equal to the Zeeman energy, and is equal to the difference in frequencies between the

absorbed and emitted phonons [70, 78].

The Raman process can dominate in some spin-1/2 systems in a glassy matrix or

magnetically dilute solids in the 10K to 200K range [78]. At very low temperatures,

the temperature dependence tends to go as 𝜆 = 9, decreasing to 𝜆 = 2 as the tem-

perature increases. The exact temperature dependence is heavily influenced by the

lattice [70].

2.8.3 Orbach Process

The Orbach process was developed to treat electron relaxation in paramagnetic salts.

It involves the simultaneous absorption/emission of two phonons by three or more

electron states, collectively created by an electron ensemble. This is possible because

Orbach treated the spin-lattice interaction as a perturbation that is able to connect

states of the total spin Hamiltonian [75].

When applicable, the Orbach mechanism tends to become important at higher tem-

peratures [77].

2.8.4 Local Mode Process

The previously described electron relaxation mechanisms all rely on lattice vibrations

as treated by the Debye model (the Debye model treats vibrations of the lattice as

phonons in a box). Such vibrations are not necessary for the local mode, which cou-
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ples the system directly to the local phonon mode [74]. Because in the local mode

process the phonon is localised, spin-lattice relaxation via the local mode tends to be

slower than by other processes [79].

The local mode tends to take place at vibrational frequencies that are above the

Debye temperature [80].

2.8.5 Thermal Process

Thermally activated processes include processes such as methyl group rotation or the

movement of hydrogen-bonded protons. These processes can absorb energy from the

spin system when the frequency of the process is approximately equal to the electron

Larmor frequency [78].
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Chapter 3

Static Cross Effect DNP

3.1 Introduction

In recent decades MAS DNP has taken the limelight in many aspects of DNP.

Nonetheless, the static CE DNP mechanism remains experimentally relevant, cov-

ering for example the low temperature regime (<25K), which is not accessible to

MAS DNP [81]. In this chapter the static CE mechanism is discussed in more detail,

building on what was learned in Chapter 2. The adiabatic elimination procedure is

then applied specifically to the CE. The derivation in this chapter follows the work

of A. Karabanov and is published in REFs. [19, 27, 29]. A detailed derivation can be

found in D. Wiśniewski’s thesis [82]. Wiśniewski also wrote the core kMC simulation

algorithm which was then adapted for the simulations in Chapter 4.

3.2 Static Cross Effect

The CE involves two coupled free electrons interacting collectively with a nuclear

ensemble. Such an arrangement of electrons can be found either in systems with a high

enough concentration of monoradicals that the inter-molecular electron coupling is

significant, or in systems containing specifically designed biradicals with an optimised

intra-molecular electron coupling. The proviso for CE DNP is that the inhomogeneous

broadening of the EPR line must be approximately equal to the nuclear Larmor
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frequency [23, 27]

∆𝜔S =| 𝜔S1 − 𝜔S2 |∼ 𝜔I. (3.1)

When this is the case, an electron flip-flop is energetically matched by a nuclear flip,

and the triple spin flips characteristic of the CE become viable. Broadening of the

EPR spectrum is achieved by changing the relative orientation of the electrons’ 𝑔-

tensors with respect to each other, so that their response to the static field differs

and they precess at different Larmor frequencies. Because they precess at different

rates, it is possible to saturate just one of the electrons by irradiating the system

with microwaves on resonance (𝜔𝜇w = 𝜔S) with that electron. If the CE condition

in EQ. 3.1 is met, the second electron is far off-resonance from the microwaves and

therefore remains at approximately thermal polarisation. In this scenario the CE po-

larisation transfer is maximised, since the CE mechanism drives nuclear polarisation

to equilibrate with the polarisation difference between the electrons. Effective CE

DNP therefore requires electron offsets ∆1,2 (refer to EQ. 2.12) that satisfy i

∆1 =| 𝜔S1 − 𝜔𝜇w |∼ 0

∆2 =| 𝜔S2 − 𝜔𝜇w |∼ 𝜔I.
(3.2)

However, efficient microwave irradiation alone does not guarantee efficient CE DNP;

other spin interactions and relaxation processes also play an important role. 𝑇1e re-

laxation of the second electron for example, determines how quickly CE cycles can

be repeated and therefore sets an upper limit on how many nuclei can be polarised

by an electron in a given time. Nuclear 𝑇1n on the other hand dictates the efficacy

of spin diffusion. If the relaxation is fast compared to the propagating speed of the

polarisation in the nuclear ensemble, much of the polarisation relaxes before it can be

transferred between nuclei. As for the spin interactions, the triple spin flips underlying

the CE mechanism are mediated by the electron dipolar and hyperfine interactions.

If these are weak, the transfer of the polarisation from the electrons to nearby nuclei

iNote that throughout the rest of this thesis the microwave irradiation will be taken to be on
resonance with the first electron.
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is not efficient. Finally, the nuclear dipolar interaction is responsible for propagating

polarisation within the nuclear ensemble. If this is weak, and in particular, if it is

slower than 𝑇1n, the polarisation cannot propagate and nuclei far from the electron

pair do not become polarised.

At this point it is natural to make a distinction between nuclei that are polarised

directly by the electrons via the triple spin flip, the core, and nuclei that are polarised

by spin diffusion and are oblivious to the CE process, the bulk. Differentiation between

the two categories of nuclear spins will be frequent in the coming chapters.

3.3 Energy Level Diagram

To get a more complete understanding of the CE on a microscopic level, it is in-

structive to study the energy level diagram for the simplest CE system: two electrons

coupled to a single nucleus. FIG. 3-1 shows such a 3-spin system satisfying ∆𝜔S ∼ +𝜔I

in the lab frame. The first electron (𝑒1) is shown in blue, the second electron (𝑒2)

in green and the nucleus in orange. Because the system satisfies EQ. 3.2, an elec-

tron flip-flop is energetically matched by a nuclear flip, and the central two energy

levels become degenerate. Population exchange between these two levels is indirectly

mediated by the electron dipolar and pseudo-secular hyperfine interactions (this will

be discussed in more detail from the standpoint of the energy level diagram in the

rotating frame). All other eigenstates are connected by the remaining non-Zeeman

terms. When the microwave irradiation is switched on, the populations of states dif-

fering only in the state of the first electron equalise. This process is indicated by the

magenta arrows and is driven by the 𝜔1 term for 𝑒1 in the Hamiltonian. Combined

with the CE triple spin flip that equalises the populations of the degenerate energy

levels (yellow oval), this leads to an overall equalisation in population of the central

four energy states (grey circle). In the microwave rotating frame, these four states

are degenerate. At the same time, relaxation of 𝑒2 tends to drive the system back to

thermal equilibrium (dark green arrows), leading to an increased population of the
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nuclear spin-up state. This is because energy levels |6⟩ and |8⟩ feed into the central

four states, from which levels |7⟩ and |5⟩ then feed into |1⟩ and |3⟩. Since the central

four levels are constantly re-equalising, every time |7⟩ and |5⟩ get depleted, |2⟩ and

|4⟩ replenish them.

T1 Relaxation of e2

|1〉
ωI

ω1Ŝ1x

|3〉

ωS1

ωS2

|2〉

|4〉 −ωS1 + ωS2 + ωI = 0
|5〉

|7〉

|6〉

|8〉

Figure 3-1: Energy level diagram for a 3-spin CE system satisfying the CE efficiency
condition with ∆𝜔S ∼ +𝜔I. The first electron is shown in blue, the second electron
in green and the nucleus in orange. Magenta arrows represent saturation of the first
electron by the microwave irradiation, the yellow oval shows the pseudo-secular hfi
and electron dipolar interaction mediated population equalisation of the degenerate
states, and the grey circle shows the population equalisation of the 4 central energy
levels. Dark green arrows indicate relaxation pathways of the second electron.

3.4 Efficient Cross Effect DNP and Incoherent Dy-

namics

When it comes to simulating the CE dynamics, a careful balance must be struck

between creating a system that has efficient CE dynamics, thus leading to high po-

larisation enhancement, and ensuring that the dynamics are amenable to adiabatic

elimination, and can thus be simulated efficiently with the kMC algorithm. As will
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be shown in Section 3.4.3, it is possible to derive a set of inequalities that guarantees

efficient CE dynamics that can also be efficiently simulated with the kMC algorithm.

3.4.1 Efficient CE DNP

The first hurdle to efficient CE DNP is the microwave irradiation. EQ. 3.1 assumes

that the two electrons have exactly the energy prescribed to them by the Zeeman

splitting. This would indeed be the case if they were completely isolated. However,

since they are interacting with each other and the nuclear ensemble, their energies

are shifted. Instead, the total detuning of each electron is found by collecting all 𝑆𝑧

terms for each electron:

∆̂1,Z1 = ∆1 + 2𝐷𝑆2𝑧 +
∑︁
𝑘

𝐴1𝑧𝐼𝑘𝑧 = 2𝐷𝑆2𝑧 +
∑︁
𝑘

𝐴1𝑧𝐼𝑘𝑧

∆̂2,Z2 = ∆2 + 2𝐷𝑆1𝑧 +
∑︁
𝑘

𝐴2𝑧𝐼𝑘𝑧 = 𝜔I + 2𝐷𝑆1𝑧 +
∑︁
𝑘

𝐴2𝑧𝐼𝑘𝑧.
(3.3)

From EQ. 3.3 it is evident that the efficacy of the microwave irradiation in fact de-

pends not only on the microwave frequency, but also on the secular hyperfine and

electron dipolar interactions, which shift the energy level from the Zeeman energy.

The detuning is operator-valued, which means that it depends on the strength of the

interactions as well as on the exact state of the entire system. It can therefore take

on a discrete number of values, each corresponding to a particular configuration of

the system.

3.4.2 Single Spin with Microwave-driven Dynamics

In this section, a system consisting of a single electron spin irradiated by a microwave

field along the 𝑥-direction will be used to elucidate the conditions under which adia-

batic elimination is applicable. These can then easily be adapted for the many-spin

CE system.

The microwave-driven single spin Hamiltonian is given by
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𝐻̂ = 𝜔1𝑆𝑥 + ∆𝑆𝑧,

and the master equation in the microwave rotating frame is

˙̂𝜌 = −𝑖[𝐻̂, 𝜌] +
ˆ̂𝒟TOT𝜌,

where the dissipator is given by

ˆ̂𝒟TOT =
𝑅1e

2

(︀
(1 − 𝑝e)

ˆ̂𝒟[𝑆+] + (1 + 𝑝e)
ˆ̂𝒟[𝑆−]

)︀
+ 2𝑅2e

ˆ̂𝒟[𝑆𝑧],

and the density matrix can be expanded in terms of the 𝑋, 𝑌 & 𝑍 polarisation

components

𝜌 =
1

2
− 𝑝e(𝑋𝑆𝑥 + 𝑌 𝑆𝑦 + 𝑍𝑆𝑧).

If it is assumed that decoherence of the spin occurs on a much faster time scale than

population exchange between eigenstates (𝑅2e ≫ 𝑅1e), the Bloch equations

𝑋̇ = −∆𝑌 −𝑅2e𝑋, 𝑌̇ = ∆𝑋 − 𝜔1𝑍 −𝑅2e𝑌, 𝑍̇ = 𝜔1𝑌 +𝑅1e(1 − 𝑍) (3.4)

can be found, and solved for the steady state

𝑋 =
∆𝑍

𝜔1𝜂′
, 𝑌 =

𝑅2e𝑍

𝜔1𝜂′
, 𝑍 = (1 +

𝜂

𝜂′
)−1, (3.5)

where

𝜂′ =
𝑅2

2e + ∆2

𝜔2
1

, 𝜂 =
𝑅2e

𝑅1e

. (3.6)

The ratio 𝜂
𝜂′

characterises how well the electron is saturated. For high saturation,
𝜂
𝜂′
≪ 1 and the 𝑧-component of the magnetisation 𝑍 ∼ 1. For low saturation 𝜂

𝜂′
≫ 1

and 𝑍 ∼ 0. These two inequalities lead directly to the many spin CE condition in

EQ. 3.9. Next, the implications of this condition on the adiabatic elimination method
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are examined.

From EQ. 3.4 it is seen that in the absence of microwave irradiation, the dynamics

in the transverse (𝑋𝑌 ) plane are completely decoupled from the longitudinal (𝑍)

dynamics. The 𝑋̇, 𝑌̇ dynamics then simply describe precession of the spin (∆ term)

along with a 𝑇2 decay (𝑅2e term), whilst 𝑍̇ describes the 𝑇1 buildup. The eigenvalues

𝜆± = −𝑅2e±𝑖∆ of the transverse dynamics are found by simultaneously solving 𝑋̇ and

𝑌̇ in the absence of a microwave field. The exchange rate between longitudinal and

transverse dynamics on the other hand is found from the mixing terms 𝜔1𝑍 and 𝜔1𝑌

to scale as 𝜔1. The condition for adiabatic elimination is that there is no coherence

between the transverse and longitudinal dynamics. In other words, the transverse

dynamics should occur on a much faster time scale than longitudinal dynamics and

exchange between them

|𝜆±|2 = 𝑅2
2e + ∆2 ≫ 𝜔2

1, 𝑅
2
1e.

Recall from the derivation of the steady state solution of the environment in Section

2.3.3 that in adiabatic elimination the initial dynamics in 𝑍 are taken to be incoherent.

This is the case when 𝜂′ ≫ 1. Substituting the steady state value of 𝑌 into 𝑍̇ and

rearranging to group terms of 𝑍, the longitudinal dynamics starting from the thermal

state are well approximated by

𝑍̇ = 𝑅1e − (𝑅1e +
𝑅2e

𝜂′
)𝑍, (3.7)

describing an exponential recovery of the steady state with a effective rate 𝑅1e + 𝑅2e

𝜂′
.

Squaring EQs. 3.5 (𝑋2 + 𝑌 2 ∼ 𝑍2/𝜂′), it is evident that the dynamics become inco-

herent (𝑋2 + 𝑌 2 ∼ 0) when 𝜂′ ≫ 1.

If the condition 𝜂′ ≫ 1 is satisfied, the uninformative (for the purpose of calculating

polarisation) transverse dynamics can be adiabatically eliminated. EQ. 3.7 can then

be written in Lindblad form, where 𝑍 → 𝑝e, and the relaxation terms are regrouped
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into 𝑅1e and 𝑅2e

˙̂𝜌′ =
ˆ̂𝒟′
TOT𝜌

′,
ˆ̂𝒟′
TOT = Γ+

ˆ̂𝒟[𝑆+] + Γ−
ˆ̂𝒟[𝑆−], Γ± =

𝑅1e(1 ± 𝑝e)

2
+
𝑅2e

2𝜂′
.

(3.8)

EQ. 3.8 is the incoherent Lindblad equation in the subspace of the longitudinal dy-

namics only (indicated by the prime ′). The transverse dynamics have been adia-

batically eliminated. The second term in the Γ± rates accounts for the incoherent

rate caused by the microwave irradiation. If the condition 𝜂′ ≫ 1 is not satisfied,

coherences in the form of Rabi oscillations cause the adiabatic elimination procedure

to break down.

3.4.3 Efficient Simulation of the Cross Effect

The conditions for effective CE dynamics that are eligible for adiabatic elimination

(and therefore efficient simulation) are given by

1 ≪ 𝜂1 ≪ 𝜂 ≪ 𝜂2, 𝜂𝑗 =
𝑅2

2e + ∆̂2
𝑗,Z𝑗

𝜔2
1

, 𝜂 =
𝑅2e

𝑅1e

, (3.9)

and follow directly from EQ. 3.3, and EQ. 3.6 & the ensuing discussion. EQ. 3.9

ensures both maximum polarisation difference between the electrons, and incoherent

longitudinal dynamics. The latter is important, as if dynamics are coherent, the longi-

tudinal (⟨𝑆𝑧⟩) and transverse (⟨𝑆𝑥,𝑦⟩) dynamics of the first electron become mixed and

the adiabatic elimination procedure cannot be applied. A more detailed discussion of

each part of EQ. 3.9 follows.

∙ 1 ≪ 𝜂 constrains the experimental regime in which the adiabatic elimination

is valid. Static CE DNP is usually performed at low temperatures (< 90K) to

increase thermal polarisation of the spins. At very low temperatures 𝑅2e is in-

deed several orders of magnitude higher than 𝑅1e. However, as the temperature

increases, they converge and this condition is no longer satisfied [32].
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∙ 1 ≪ 𝜂1 ensures that microwave irradiation of the first electron does not entail

coherent Rabi oscillations. Rabi oscillations result in strong correlation between

the transverse and longitudinal dynamics, thus preventing the use of adiabatic

elimination. This is equivalent to the condition 𝜂′ ≫ 1 after EQ. 3.7. The

square of the microwave irradiation strength in the denominator suggests that

weak microwave irradiation should be used. Too strong a field can lead to

undesirable population inversion.

∙ 𝜂1 ≪ 𝜂 guarantees that the first electron is fully saturated. This follows from

the discussion after EQ. 3.5 (𝑍 ∼ 0).

∙ 𝜂 ≪ 𝜂2 guarantees that the second electron remains approximately at thermal

polarisation. This follows from the discussion after EQ. 3.5 (𝑍 ∼ 1).

3.5 Adiabatic Elimination

In this section the adiabatic elimination (AE) procedure introduced in general terms

in Chapter 2 is applied specifically to static CE DNP. The elimination proceeds in

two steps: in the first the system dynamics are projected onto the zero coherence

subspace, and in the second the remaining coherent dynamics are projected onto the

Zeeman subspace. The result is that dynamics are completely enclosed in the Zee-

man subspace and therefore represent classical-like population exchange between the

Zeeman eigenstates. In this form, dynamics are suited to simulation using a classical

kMC algorithm, and thus simulation of large spin systems.

Before delving into the details of the AE, the energy level diagram is revisited, this

time in the rotating frame, to understand why the CE DNP system lends itself to

AE.
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3.5.1 Rotating Frame Energy Level Diagram

When FIG. 3-1 is taken into the microwave rotating frame, all states connected by

𝜔1𝑆1𝑥 become degenerate, and the pair of states already degenerate remains so. The

microwave frame energy level diagram thus has three sets of degenerate states at

−𝜔I, 0 & 𝜔I, as seen in FIG. 3-2.

|1〉 ω1Ŝ1x |3〉

|2〉 ω1Ŝ1x |4〉
CE triple spin flip

|5〉 ω1Ŝ1x |7〉

ω1Ŝ2x

|6〉 ω1Ŝ1x

2DŜ1−Ŝ2+ B+Î+Ŝz

|8〉

−ωI

0

ωI

Figure 3-2: Energy level diagram for the 3-spin system in FIG. 3-1 in the microwave
rotating frame. Since in this frame the first electron is saturated (magenta), the 4
central levels are degenerate. States |4⟩ and |5⟩ are indirectly connected via the CE
triple spin flip (cyan), which takes place between non-degenerate eigenstates.

The dynamics in FIG. 3-2 can be split into two types: dynamics taking place within

degenerate states, and dynamics between non-degenerate states. In both cases it is

the non-Zeeman terms of the Hamiltonian that effect transitions between eigenstates

and cause population exchange between them. Transitions between non-degenerate

states are mediated by the microwave term of the second electron, the pseudo-secular

hyperfine interaction and the flip-flop part of the electron dipolar interaction. Since

these are all much smaller than the energy gap 𝜔I, population exchange is rather slow.

Furthermore, although states |4⟩ and |5⟩ are degenerate, they are not connected by

𝜔1𝑆𝑥. Instead, they are connected by a 2-step triple spin flip as shown in FIG. 3-2.

Although the net result is still an exchange within a manifold, the process occurs
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between manifolds and is therefore slower than the saturation process, which occurs

within a manifold. As long as the condition 𝜂1 ≫ 1 is satisfied, the fast dynamics of

saturation remain incoherent such that AE can be applied.

3.5.2 Zero Quantum Coherence Projection

The first step in the AE procedure is to eliminate all terms with non-zero coher-

ences. If performed at the CE resonance (EQ. 3.1), the resultant dynamics take

place in the subspace of the second electron and the nuclei, since at resonance

𝐻̂Z = 𝜔I(𝑆2𝑧 +
∑︀
𝐼𝑘𝑧), and the fast dynamics of the irradiated electron are eliminated.

The total state space of the system can be separated into subspaces identifiable by

their coherence number 𝑞,

L =
∑︁

L𝑞,

each of which contains corresponding elements of the density operator: 𝜌(𝑞) ∈ L𝑞.

The zero coherence space contains elements with no flips e.g. 𝑆𝑗𝑧 or a flip-flop e.g.

𝑆1+𝑆2−, the single coherence spaces 𝑞 = 1 and 𝑞 = −1 contain single flip or flop terms

e.g. 𝑆1+ and 𝑆1− respectively, and so on. The Zeeman Hamiltonian contains only 𝑆𝑧

and 𝐼𝑧 terms, and is therefore unable to change the coherence order of the density

matrix. The commutation [𝐻̂Z, 𝜌
(𝑞)] however, has different eigenvalues depending on

the coherence order 𝑞

[𝐻̂Z, 𝜌
(𝑞)] = −𝑖𝑞𝜔I𝜌

(𝑞).

The subspace of interest, 𝜌(0), is the one that commutes with the Zeeman Hamilto-

nian. It contains not only the diagonal Zeeman terms, but also flip-flop terms from

the dipolar and hyperfine interactions. However, since these, and indeed any other,

interactions are much smaller than the nuclear Zeeman interaction 𝜔I, by which the

eigenvalues of the complementary subspace scale, L𝑞>0 necessarily evolves on a much

faster time scale than the subspace of interest L0, or interaction between them. The
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inequality

| 𝜔I |≫| 𝐷 |, | 𝐵𝑗𝑘 |, | 𝐴𝑗𝑘 |, | 𝑑𝑘𝑘′ |, | 𝜔1 |, 𝑅1n, 𝑅2n, 𝑅1e, 𝑅2e,

thus plays the role of EQ. 2.17 and the subspace L𝑞>0 can be eliminated. Further-

more, since it is assumed that the condition 𝜂1 ≫ 1 is satisfied, dynamics start from

the thermal state 𝜌th (EQ. 2.3), which is in the Zeeman subspace.

EQ. 2.23 can be written in terms of the dissipative LvN equation in the zero coherence

subspace

˙̂𝜌0 = −𝑖[𝐻̂0, 𝜌0] +
ˆ̂𝒟0𝜌0, (3.10)

where the coherent part −𝑖[𝐻̂0, 𝜌0] plays the role of the projector ˆ̂ℒSS and the dissi-

pator ˆ̂𝒟0 plays the role of the triple product ˆ̂ℒSE
ˆ̂ℒ−1
EE

ˆ̂ℒES. The expressions for ˆ̂ℒSS,
ˆ̂ℒSE and ˆ̂ℒES can be found directly from the initial Hamiltonian (EQ. 2.12) by exam-

ining the effect of each term in the Hamiltonian on the zero and non-zero coherence

elements of the density matrix. Traditionally, the inversion ˆ̂ℒ−1
EE is found by taking

the system into the Laplace domain and solving the dynamics there, as described in

Section 2.3. A. Karabanov et al. however, have shown that it is also possible to do

this using the Krylov-Bogolyubov method of averaging [19, 27] with 𝜀 = 1/𝜔I and

𝜏 = 𝜔I𝑡 (refer to Section 2.4). They have also shown that it is possible to truncate

the series expansions at the 4th spin correlation order, thus further reducing the state

space from L0.
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After averaging, the explicit form of 𝐻̂0 is given by

𝐻̂0 =
∑︁
𝑘′<𝑘

𝑑𝑘𝑘′
(︀
2𝐼𝑘𝑧𝐼𝑘′𝑧 −

𝑋̂𝑘𝑘′ + 𝑋̂†
𝑘𝑘′

2

)︀
+
𝜔1

2

(︀
1 − 𝐷

𝜔I

𝑆2𝑧

)︀
(𝑆1+ + 𝑆1−)...

+
(︀𝐷2

4𝜔I

+ 2𝐷𝑆2𝑧 +
∑︁
𝑘

𝐴1𝑘𝐼𝑘𝑧
)︀
𝑆1𝑧 +

(︀2𝜔2
1 −𝐷2

4𝜔I

+
∑︁
𝑘

𝐴2𝑘𝐼𝑘𝑧
)︀
𝑆2𝑧...

+
∑︁
𝑘

[︀
(𝑏𝑘0 + 𝑏1𝑘𝑆1𝑧𝑆2𝑧)𝐼𝑘𝑧 −

𝜔1

4𝜔I

(𝐵2𝑘𝑌𝑘 +𝐵*
2𝑘𝑌

†
𝑘 ) − 𝐷

4𝜔I

(𝐵̄𝑘𝑍𝑘 + 𝐵̄*
𝑘𝑍

†
𝑘)
]︀
,

where 𝑋̂𝑘𝑘′ , 𝑌𝑘 and 𝑍𝑘 are the fictitious spin operators

𝑋̂𝑘𝑘′ = 𝐼𝑘+𝐼𝑘′−, 𝑌𝑘 = 𝐼𝑘+𝑆2−, 𝑍𝑘 = 𝐼𝑘+𝑆1+𝑆2−.

Note the appearance of the triple spin flip 𝑍𝑘 that is not present in the original

Hamiltonian. It is modulated by the electron dipolar interaction and the difference

in pseudo-secular hyperfine interaction between the two electrons, emphasising the

importance of asymmetry in the system. The pseudo-secular interaction has been

grouped into three terms

𝑏𝑘0 =
| 𝐵1𝑘 |2 + | 𝐵2𝑘 |2

8𝜔I

, 𝑏𝑘1 =
𝐵1𝑘𝐵

*
2𝑘 +𝐵*

1𝑘𝐵2𝑘

2𝜔I

, 𝐵̄𝑘 = 𝐵1𝑘 −𝐵2𝑘.

The dissipator is given by

ˆ̂𝒟0 =
∑︁
𝑗

(︀
Γ̄S
𝑗+

ˆ̂𝒟[𝑆𝑗+] + Γ̄S
𝑗−

ˆ̂𝒟[𝑆𝑗−]
)︀

+
∑︁
𝑘

Γ̂I
𝑘(

ˆ̂𝒟[𝐼𝑘+] +
ˆ̂𝒟[𝐼𝑘−]) + ΓSS(

ˆ̂𝒟[𝐾̂] +
ˆ̂𝒟[𝐾̂†]),

(3.11)

where the form of ˆ̂𝒟 is given by EQ. 2.10, 𝐾̂ = 𝑆1+𝑆2− is the fictitious electron spin

operator, and the explicit form of the rates is

ΓS
1± =

𝑅1e(1 ∓ 𝑝e)

2
, Γ̄S

2± =
𝑅1e(1 ∓ 𝑝e)

2
+
𝜔2
1𝑅2e

2𝜔2
I

Γ̂I
𝑘 =

𝑅1n

2
+

(𝑏𝑘0 + 𝑏𝑘1𝑆1𝑧𝑆2𝑧)(𝑅2n +𝑅2e)

𝜔I

, ΓSS =
𝐷2𝑅2e

𝜔2
I

.

(3.12)
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In EQs. 3.10 to 3.11 the fast-evolving non-zero coherences have been eliminated.

3.5.3 Zeeman Projection

The second step of the elimination procedure is to eliminate any non-Zeeman orders

remaining after the zero coherence projection. This ensures that all the relevant

dynamics take place in the longitudinal subspace only, i.e. along the diagonals of the

density matrix in the Zeeman eigenbasis. The orders to be eliminated are 𝑆1±, and

the fictitious spin operators 𝑋̂𝑘𝑘′ , 𝑌𝑘, & 𝑍𝑘 forming the coherent ([𝐻̂0, 𝜌0]) part of EQ.

3.10. Once these are eliminated, only the incoherent dissipative part of the master

equation is left

˙̂𝜌′ =
ˆ̂𝒟′𝜌′.

In this projection, the elimination of the non-Zeeman orders follows the procedure

outlined in Section 3.4.2 for the elimination of transverse dynamics in a single-spin

system with microwave-driven dynamics. As for the single-spin case, the detuning

∆, transverse relaxation 𝑅2e, and microwave driving 𝜔1 are found for each of the

four quantum jumps 𝑆1±, 𝑋̂𝑘𝑘′ , 𝑌𝑘, 𝑍𝑘 and used to find their respective jump rate

Γ. Notation follows that of EQ. 3.8, and to differentiate between the single-spin

dynamics in EQ. 3.8 and many-spin dynamics, a superscript of (1) will be used for

the single-spin case. The detuning ∆(1) is found by collecting Zeeman components

of the spins involved in the quantum jump, the Rabi frequency 𝜔
(1)
1 is given by the

coefficient of the jump operators, and 𝑅(1)
2e is the effective transverse relaxation.

Ŝ1±

These operators cause jumps between the up and down orientations of the first elec-

tron. The transverse relaxation rate, Rabi frequency and detuning are given by
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𝑅
(1)
2e ≡ 𝑅2e, 𝜔

(1)
1 ≡ 𝜔1

2

(︀
1 − 𝐷

𝜔I

𝑆2𝑧

)︀
,

∆(1) ≡ 𝑃1 =
𝐷2

4𝜔I

+ 2𝐷𝑆2𝑧 +
∑︁
𝑘

(𝐴1𝑘 + 𝑏𝑘1𝑆2𝑧)𝐼𝑘𝑧.

Ŷk

The 𝑌𝑘 operators cause flip-flops between a nucleus and the second electron. Their

detuning, Rabi frequency and relaxation are given by

𝑅
(1)
2e ≡ 𝑅2e, 𝜔

(1)
1 ≡

⃒⃒⃒⃒
𝜔1𝐵2𝑘

2𝜔I

⃒⃒⃒⃒
,

∆(1) ≡ 𝑃2𝑘 = 𝑏𝑘0 +
(︀∑︁

𝑘

𝐴1𝑘 − 2𝐷
)︀
𝑆1𝑧 +

∑︁
𝑘′<𝑘

(𝑑𝑘𝑘′ − 𝐴2𝑘′ − 𝑏𝑘1𝑆1𝑧)𝐼𝑘𝑧.

Ẑk

𝑍𝑘 are the CE triple spin flips. When the CE condition is met, an electron flip-

flop is energetically matched by a nuclear flip. Their detuning, Rabi frequency and

relaxation are given by

𝑅
(1)
2e ≡ 2𝑅2e, 𝜔

(1)
1 ≡

⃒⃒⃒⃒
𝐷𝐵̄𝑘

2𝜔I

⃒⃒⃒⃒
,

∆(1) ≡ 𝑃3𝑘 = 𝑏𝑘0 +
𝐷2 − 𝜔2

1

2𝜔I

+
∑︁
𝑘′<𝑘

(2𝑑𝑘𝑘′ − 𝐴2𝑘 + 𝐴1𝑘)𝐼𝑘𝑧.

X̂kk′

Finally, the nuclear spin diffusion operator 𝑋̂𝑘𝑘′ causes flip-flops between nuclear

spins. This term is responsible for propagating polarisation within the bulk.

𝑅
(1)
2e ≡ 2𝑅2n, 𝜔

(1)
1 ≡ 𝑑𝑘𝑘′ ,

∆(1) ≡ 𝑃𝑘𝑘′ = 𝑏𝑘0 − 𝑏𝑘′0 + (𝑏𝑘1 − 𝑏𝑘′1)𝑆1𝑧𝑆2𝑧 +
∑︁
𝑘

(𝐴𝑗𝑘 − 𝐴𝑗𝑘′)𝑆𝑗𝑧 + 2
∑︁
𝑠 ̸=𝑘,𝑘′

(𝑑𝑘𝑠 − 𝑑𝑘′𝑠).
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Here the condition 𝑅2e ≫ 𝑅1e, 𝑅1n, 𝑅2n was used. This is generally true at the low

temperatures relevant to DNP experiments.

Master Equation

Using EQ. 3.8 with the notation 𝜂′ = ((𝑅
(1)
2e )2 + (∆(1))2)/(𝜔

(1)
1 )2, the master equation

in the Zeeman subspace has thus been found, where

ˆ̂𝒟′ =
ˆ̂𝒟0 + ˆ̄ΓS1

(︀ ˆ̂𝒟[𝑆1+] +
ˆ̂𝒟[𝑆1−]

)︀
+
∑︁
𝑘

Γ̂SI
𝑘

(︀ ˆ̂𝒟[𝑌𝑘] +
ˆ̂𝒟[𝑌 †

𝑘 ]
)︀

∑︁
𝑘<𝑘′

Γ̂II
𝑘𝑘′

(︀ ˆ̂𝒟[𝑋̂𝑘𝑘′ ] +
ˆ̂𝒟[𝑋̂†

𝑘𝑘′ ]
)︀

+
∑︁
𝑘

Γ̂ISS
𝑘

(︀ ˆ̂𝒟[𝑍𝑘] +
ˆ̂𝒟[𝑋̂†

𝑘]
)︀
.

The rates for each of the quantum jumps are given by

ˆ̄ΓS1 =
𝜔2
1

2
𝑅2e

(︀
1 − 𝐷

𝜔I

)︀2
(𝑅2

2e + 𝑃 2
1 )−1, Γ̂SI

𝑘 =
1

2

⃒⃒⃒⃒
𝜔1𝐵2𝑘

2𝜔I

⃒⃒⃒⃒
𝑅2e(𝑅

2
2e + 𝑃 2

2𝑘)−1

Γ̂II
𝑘𝑘′ = 𝑑2𝑘𝑘′(4𝑅

2
2n + 𝑃 2

𝑘𝑘′)
−1, Γ̂ISS

𝑘 =

⃒⃒⃒⃒
𝐷𝐵̄𝑘

2𝜔I

⃒⃒⃒⃒
𝑅2e(4𝑅

2
2e + 𝑃 2

3𝑘)−1,

(3.13)

where the property ˆ̂𝒟[𝑋̂] +
ˆ̂𝒟[𝑋̂†] =

ˆ̂𝒟[𝑋̂ + 𝑋̂†] is used.

3.6 Interpretation of the Effective Rates

In the form of EQs. 3.12 & 3.13, the rates give a transparent understanding of

the mechanisms underlying CE dynamics. In this section each of the rates will be

discussed in detail. The rates ˆ̄ΓS1 , Γ̂I
𝑘, Γ̂SI

𝑘 , Γ̂II
𝑘𝑘′ & Γ̂ISS

𝑘 are operator-valued, which

means that they depend on the state of the entire system. They therefore modulate

the dynamics differently at different stages in the evolution.

∙ ΓS
1±: Describes the longitudinal relaxation of the first electron that drives it back

to thermal equilibrium. Since longitudinal processes reshuffle the populations

of Zeeman eigenstates, they are mediated by the spin flipping operators 𝑆±.

The up and down rates are unevenly weighted by the thermal polarisation. At
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maximal polarisation (𝑝th), the flip up rate vanishes and the spin is driven into

the spin-down state only. When the polarisation is negligible, the up and down

rates are equivalent and the spin is not preferentially driven into either of its

two spin states.

∙ ˆ̄ΓS1 : Describes the saturation of 𝑒1 by the on-resonance microwave irradiation.

When the microwave irradiation is strong, this term dominates over ΓS
1± and

the up and down flips become equally probable. The resulting dynamics are

rapid spin flips of 𝑒1. The dependence of ˆ̄ΓS1 on the electron dipolar coupling

𝐷 and hyperfine interactions 𝐴1𝑘 and 𝑏𝑘1 implies that strong coupling of 𝑒1 to

any of the surrounding spin ensemble leads to a less efficient saturation process.

∙ ΓS
2±: The first term in this rate describes the longitudinal relaxation of the

second electron. Recall from FIG. 3-1 that this rate helps lead to nuclear polar-

isation enhancement by driving 𝑒2 to thermal equilibrium. Here the imbalance

between the flip up and flip down rates is crucial because it ensures that the

second electron always drives the system into the same states (nuclear spin-up

in the case of FIG. 3-1).

The second term is a perturbative correction to the relaxation due to the mi-

crowave irradiation, which tilts the quantisation axis of 𝑒2 away from the Zeeman

axis. The perturbation corrects for this by approximating the dynamics in a

diagonal frame.

∙ Γ̂I
𝑘: As with the electron rates, the first term in the nuclear relaxation rate

describes relaxation back to thermal equilibrium. Since the thermal nuclear

polarisation is negligible, the nuclear relaxation rate is not weighted.

The second term is a perturbative correction accounting for tilting of the nuclear

quantisation axis away from the Zeeman axis. In the nuclear case this is caused

not by the microwave irradiation but by the pseudo-secular hfi. This term is not

relevant for nuclei far removed from the electrons, where the hfi is negligible.

In proximity to the electrons however, the state of the electrons will affect

the nuclear relaxation. Paramagnetic relaxation is discussed extensively in the
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experimental chapters.

∙ ΓSS: Effective cross-relaxation between the two electrons due to the dipolar

coupling between them. This rate is constant and results from the projection

of the dynamics onto the Zeeman subspace. The presence of the transverse

electron relaxation rate 𝑅2e suggests that the underlying processes leading to

the cross-relaxation are of a coherent nature.

∙ Γ̂SI
𝑘 : Interaction rate between the unsaturated electron and a nucleus. It is

equivalent to the SE polarisation transfer rate and describes diffusive dynamics.

The presence of this rate in the CE dynamical equation shows that the SE

is active even under CE conditions. The dependence of Γ̂SI
𝑘 on the nuclear

and electronic transverse relaxation rates shows that, even though the effective

dynamics are modelled by classical rate equations, the underlying processes are

quantum mechanical. The coefficients 𝑃2𝑘 are operator-valued and depend on

the bulk polarisation. Since it appears in the denominator, it is clear that as

the bulk polarisation increases, the double flip electron-nuclear rate decreases.

This manifests in the polarisation buildup curve as a slowing of the dynamics

as the nuclear steady state is approached.

∙ Γ̂II
𝑘𝑘′ : The nuclear interaction rate is responsible for propagating nuclear po-

larisation within the bulk via spin diffusion. The bulk nuclei are far from the

electrons and cannot be polarised by them directly since they don’t ‘see’ them.

The operator-valued coefficient 𝑃𝑘𝑘′ has a dependence on the difference in sec-

ular interaction between two spins. This dependence arises from the shifting

of nuclear Larmor frequencies due to their coupling to the electrons. If the

frequency difference is large, the nuclear interaction is quenched and the spin

diffusion mechanism inefficient. This is because spins that are far off resonance

from each other do not interact efficiently.

∙ Γ̂ISS
𝑘 : Triple spin flip operator mediating the CE. It is indirectly dependent on

the microwave irradiation amplitude and offset from CE resonance through the
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operator-valued coefficient 𝑃3𝑘. The rate is reduced if the difference between the

secular couplings to each electron is large, especially as the ensemble becomes

more polarised. There is also a dependence on the squares of the pseudo-secular

hyperfine interactions of a nucleus with each electron. If the hfi is strong, the

rate is reduced.

The jump rates ΓSS and Γ̂ISS
𝑘 should be much smaller than 𝑅2e to ensure that separa-

tion in time scales is significant and the polarisation dynamics are well-approximated

by longitudinal dynamics.

3.7 kMC Algorithm Implementation

Elimination of coherences means that the system dynamics can be described by clas-

sical rate equations that only affect the dynamics of the populations in Hilbert space.

This in turn means that the kMC algorithm described in Section 2.5 can be applied

as follows:

1. The first step is to create a spin system and define all parameters. This includes

interaction parameters, which are determined from the geometry of the spin

system, system parameters, such as 𝑇1, 𝑇2, 𝜔1, & ∆, and simulation parameters

such as the number of trajectories to average and the duration of the simulation

experiment.

2. Next, the system configuration is initialised based on the Boltzmann distribu-

tions of the electrons and nuclei. This must be done at the beginning of each

trajectory because some of the rates are operator-valued and therefore depend

on the exact up-down configuration of the spins at a given point in time.

3. Once the state of the system has been set, all jump rates described in Section

3.6 can be calculated. These are then collected in a cumulative sum normalised

to one. In this way, rates that have a higher value make a larger contribution

to the sum and are therefore statistically more likely to be selected.
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4. Next, two random numbers 𝑟1 and 𝑟2 are generated from a uniform random

distribution in the interval (0,1]. The first of these numbers is used to calculate

the time to the next jump operation:

∆𝑡 =
− log 𝑟1∑︀

𝑖 Γ𝑖

,

where
∑︀

𝑖 Γ𝑖 is the sum over all the possible jump rates in the system. Using

a variable time step like this ensures that the dynamics are sampled efficiently

without being under-sampled.

5. 𝑟2 on the other hand is used to determine which jump process takes place in the

current time step. The jump rate selected is the first to have a value greater

than 𝑟2 in the cumulative rate vector created in step 3.

6. Once the selected jump is carried out, operator-valued rates must be re-evaluated

for the new system configuration, since one, two or three spins could have flipped

in the jump process.

7. Steps three to six are repeated until the sum of all the time steps reaches the

chosen duration of the experiment. This is one trajectory.

8. Steps three to seven must be repeated until a meaningful number of trajectories

has been averaged. This last step is crucial. If the number of trajectories

averaged is too small, the dynamics are noisy and do not converge to the true

value. Conversely, there is no need to continue adding trajectories after the

desired convergence criteria have been met. Simulations in Chapter 4 were

terminated after the discrepancy between successive averages was less than 5%.
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Chapter 4

Application of the kinetic Monte

Carlo Algorithm

In this chapter the simulation results of static CE DNP dynamics are discussed. The

first section uses the full master equation (EQs. 2.8, 2.9 & 2.12) to study the de-

pendence of CE efficiency in a 3-spin system on a number of CE parameters. In the

second section, the Zeeman projection is compared to the full LvN equation for a

5-spin system. The third section returns to the 3-spin system to examine how various

parameters affect the polarisation dynamics. In these three sections the system has

to be kept small due to the exponential complexity scaling of the CE DNP problem.

The fourth section then applies the kMC algorithm developed in the previous chap-

ter to study the dynamics of a 120-spin system. The simulation is shown to scale

polynomially rather than exponentially with respect to system size. Finally, the last

two sections examine how the geometry of a 125-spin nuclear ensemble affects the

polarisation process. All simulations assume proton spins.

4.1 Cross Effect DNP Efficiency

The primary aim of these small-scale simulations is to determine an appropriate pa-

rameter regime for CE DNP. Since the full master equation is used, each of the three

DNP mechanisms (CE, SE, and TM) can be active under the right conditions. Sim-
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plifications have been made by choosing a geometry that minimises interactions. By

placing the proton far from 𝑒1, and at the magic angle (𝜃M = arccos 1/
√

3) with re-

spect to the static field, it is coupled to 𝑒2 only and the secular hfi is zero (refer to

EQ. 2.14). The proton need not be coupled to both electrons for the CE to be active.

In fact, the dependence of Γ̂ISS on 𝐵̄𝑘 suggests that it is favourable to be coupled to

one of the electrons only. The proton is coupled to the second electron because, due

to its 𝜔I offset from the microwave frequency, the SE mechanism is also active in this

case and can be made the sole DNP pathway by letting 𝐷 = 0. The secular hfi is set

to 0 because, although it does affect the CE efficiency, it acts as an offset, and does

not directly contribute to the CE DNP transfer process.

The effect of 4 parameters on the CE efficiency will be shown in the next section: the

electron dipolar interaction 𝐷, the microwave irradiation strength 𝜔1, the electron

transverse relaxation 𝑅2e, and the temperature 𝑇 , which also affects the electron

longitudinal relaxation 𝑅1e. In all cases the electron polarisation difference (∆𝑝e) is

plotted since efficient CE DNP equilibrates the nuclear polarisation (𝑝n) with ∆𝑝e.

In this and all future simulations, the electron polarisation and nuclear polarisation

enhancement are normalised to the electron thermal polarisation.

4.1.1 Electron Dipolar and Pseudo-secular Hyperfine Interac-

tions

Along with the pseudo-secular hfi, the electron dipolar interaction mediates the CE

triple spin flip. If its strength 𝐷 is too weak, the electrons do not communicate well

and the less efficient SE DNP process dominates (Γ̂SI
𝑘 > Γ̂ISS

𝑘 ). If it is too strong,

the states of the electrons become strongly coherent and they begin to act as one.

This makes it difficult to saturate just one of the electrons, even when the microwave

irradiation is weak. In this case, thermal mixing can become the dominant process.

The pseudo-secular hyperfine interaction also has an optimal range. Its strength 𝐵
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must be strong enough to effectively participate in the triple spin flip, but not so

strong as to make the saturation inefficient by mixing the electron and nuclear states.

Both 𝐷 and 𝐵 appear to the fourth power in the denominator of the rate Γ̂ISS
𝑘 , and

quench CE DNP if too strong.

In FIG. 4-1, the effect of 0 < 𝐷 < 500kHz is tested for four values of 𝐵: 0.1MHz,

1MHz, 2MHz & 10MHz at 1K temperature. Other simulation parameters are given

in the caption. Dashed lines show ∆𝑝e and solid lines show 𝑝n. It is clear that at

1K, the optimal 𝐷 lies somewhere between 75 to 160kHz, and 𝐵 should be ∼ 1MHz.

𝐷 = 100kHz will be used for the rest of this chapter, and 𝐵 = 1MHz for the rest of

this section.

Figure 4-1: 3-spin simulation testing the effect of 𝐷 and 𝐵 on the polarisation dy-
namics. Dashed lines are ∆𝑝e and solid lines are 𝑝n. Simulation parameters are
𝐵0 = 3.4T, 𝑇 = 1K, 𝜔1 = 10kHz, 𝑇1e = 1s, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms.

In this and the following three figures, the steady state polarisations are plotted as

functions of the relevant parameters. The steady states were calculated by evolving

the systems until the change in polarisation between successive time steps was less

than 1%. This approach works well here because each individual simulation (for

example for each value of 𝐷) took very little time an the systems quickly reach the
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steady state. A better approach for larger systems however, would be to solve EQ.

2.1.6 for the steady state ( ˙̂𝜌 = 0).

4.1.2 Microwave Irradiation Amplitude

Ideally, the microwave irradiation should saturate 𝑒1 and leave 𝑒2 at approximately

thermal polarisation. If the microwave irradiation is too weak, ΓS
1± dominates over ˆ̄ΓS1

and 𝑒1 is not saturated. This leads to a small ∆𝑝e and thus low nuclear polarisation

enhancement. From FIG. 4-2, this appears to be the case for 𝜔1 < 4kHz. In this

regime the nuclear polarisation enhancement is not limited by the electron polarisation

difference. The triple spin flip rate is decreased for small 𝜔1 due to the 𝐷2 − 𝜔2
1

dependence in the denominator. From about 6kHz onward, the CE becomes active

and there is highly efficient polarisation transfer. This continues through to very

large 𝜔1 (see inset), although for irradiation amplitudes exceeding ∼ 50kHz, the

polarisation starts to decrease. When the microwave strength is too high, the second

term in Γ̄𝑆
2± starts to dominate and 𝑒2 becomes saturated as well. The polarisation

difference between the electrons is thus reduced, as is the nuclear polarisation, despite

the process being highly efficient.
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Figure 4-2: 3-spin simulation testing the effect of the microwave irradiation amplitude
𝜔1 on the polarisation dynamics. Simulation parameters are 𝐵0 = 3.4T, 𝑇 = 1K,
𝐷 = 100kHz, 𝑇1e = 1s, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇1n = 1ms, 𝐵 = 1MHz.

4.1.3 Effect of Temperature

Temperature affects the thermal polarisation of the electrons, which is given by

𝑝th = tanh
(︁~𝛾I𝐵0

2𝑘B𝑇

)︁
.

As the temperature increases, thermal energy starts to even out the up and down

spin populations, thereby decreasing the thermal polarisation and the maximum ∆𝑝e.

Crucially, the electron longitudinal relaxation rate also increases with increasing tem-

perature. For efficient DNP, 𝑅1e should be fast, thus allowing the polarisation of many

nuclei in a short time. The condition 1 ≪ 𝜂1 ≪ 𝑅2e

𝑅1e
however, sets an upper limit

on how fast 𝑅1e can be without violating the conditions for adiabatic elimination or

interfering with the saturation of 𝑒1. If ΓS
1± dominates over ˆ̄ΓS1 , the up and down flip

rates are not equal and 𝑒1 is not saturated. This is seen clearly in FIG. 4-3 for high

temperatures (short relaxation times). For very low temperatures on the other hand

(slow relaxation times), 𝑅1e is small and the condition 𝜂 ≪ 𝜂2 is violated. Note that

although in FIG. 4-3 the peak nuclear polarisation is at ∼ 10K, 1K temperatures will

79



continue to be used in some simulations. This is because in this very low temperature

regime, the condition 𝑅2e

𝑅1e
≫ 1 is most applicable (refer to FIG. 4-6).

Figure 4-3: 3-spin simulation testing the effect of temperature on the polarisation
dynamics. Simulation parameters are 𝐵0 = 3.4T, 𝐷 = 100kHz, 𝜔1 = 10kHz, 𝑇2e =
10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms, 𝐵 = 1MHz. The temperature – 𝑇1e relations are (in
pairs of [𝑇 (K), 𝑇1e(s)]): [1, 1], [10, 0.1], [30, 0.03], [50, 0.01], [70, 0.003], [90, 0.001].

The electron longitudinal relaxation time depends not only on temperature, but also

on other parameters such as the type of radical. The 𝑇1e values given in the caption

of FIG. 4-3 are therefore intended as approximate order-of-magnitude indications of

𝑇1e only, not as exact values. In REF. [83] for example D. Shimon et al. measured the

𝑇1e relaxation time of the biradical TOTAPOL at 3.38T for temperatures between

6K to 40K. They reported 𝑇1e values of 0.15s to 1ms respectively. REF. [84] goes to

lower temperatures with 𝑇1e reported as 13ms, 30ms & 240ms for 20K, 7K & 2.7K

respectively for TEMPOL in a 3.34T magnet. F. Mentink-Vigier et al. in REF. [39]

use 𝑇1es of 0.1ms to 1ms for TOTAPOL-like simulations at 100K at 9.39T.
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4.1.4 Effect of Electron Transverse Relaxation

Following closely from the previous subsection, the effect of the electron transverse

relaxation is now studied. 𝑅2e is heavily dependent on the immediate environment

of the electrons, but is not so much temperature dependent. When 𝑅2e is very large

(𝑇2e very short), the condition 𝑅2e

𝑅1e
≪ 𝜂2 becomes difficult to satisfy and 𝑒2 also

becomes saturated. If it is too slow, the condition 𝑅2e ≫ ΓSS, Γ̂ISS
𝑘 is violated, leading

to coherent dynamics in the triple spin and electron cross-relaxation jump processes.

𝑅2e is present in the denominators of most of the rates, the transfer efficiency therefore

decreases with increasing rate.

Figure 4-4: 3-spin simulation testing the effect of 𝑇2e on the polarisation dynamics.
Simulation parameters are 𝐵0 = 3.4T, 𝐷 = 100kHz, 𝜔1 = 10kHz, 𝑇1e = 1s, 𝑇1n =
100s, 𝑇2n = 1ms, 𝐵 = 1MHz.
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4.1.5 Discussion

In the last section a parameter regime for efficient CE DNP was found. The dipolar

interaction and pseudo-secular hyperfine interactions should be 𝐷 ∼ 100kHz and

𝐵 ∼ 1MHz respectively, and the microwave irradiation amplitude should be between

6 to 50kHz. Low temperatures with relatively slow 𝑅1e are preferable as are relatively

low values of 𝑅2e. Although a difference between the longitudinal and transverse

relaxation rates is required, they should not be too dissimilar. If 𝑅1e ≪ 𝑅2e, the

condition 𝜂 ≪ 𝜂2 becomes difficult to satisfy, and 𝑒2 is also saturated. Conversely,

if 𝑅1e ≫ 𝑅2e, the condition for adiabatic elimination (1 ≪ 𝜂), and for effective

saturation of 𝑒1 (𝜂1 ≪ 𝜂) become difficult to satisfy. The latter condition furthermore

requires 𝑅2e to be moderate since it is squared in the numerator of 𝜂1. 𝜔2
1 appears

in the denominator of 𝜂1 & 𝜂2 and should therefore also be moderate to ensure that

1 ≪ 𝜂 and 𝜂 ≪ 𝜂2 can be satisfied. Finally, although the pseudo-secular interaction

strength does not appear in the CE efficiency conditions, it should be strong enough

to participate effectively in the CE triple spin flip, but not so strong as to mix the

electron and nuclear states, thereby interfering with the saturation of 𝑒1.

4.2 Error Testing the Zeeman Projection

In this section the Zeeman projection resulting from the adiabatic elimination is error

tested by comparison to the full master equation. A 5-spin system consisting of the

electrons, two core protons and a bulk proton is used. Section 3.2 provides a definition

of the terms core and bulk. Again, the secular hfi is set to zero, and the two core

protons interact only with the electron nearest to them. The bulk proton interacts

only with the two core protons with 𝑑 = 10kHz. Simulations were also run with 𝑑 = 0

to check how well the Zeeman projection captures spin diffusion. The core protons

are coupled to the electrons via the pseudo-secular interaction with 𝐵 = 1MHz. The

dipolar interaction between the electrons is varied between 0 < 𝐷 < 500kHz. A

schematic of the spin system is shown in FIG. 4-5.
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Figure 4-5: 5-spin system used to test the Zeeman projection against the full master
equation.

The Zeeman projection and full master equation are compared by their nuclear

polarisations 𝑝ZP and 𝑝FE respectively. The percent difference (Max. % error=

(𝑝FE − 𝑝ZP)/𝑝FE) is calculated at the steady state, where the maximal buildup er-

ror occurs.

In addition to varying the electron dipolar interaction, different temperatures and

microwave irradiation amplitudes are tested. The microwave amplitudes are 5kHz,

10kHz, 15kHz, 20kHz & 25kHz. The temperatures, and corresponding 𝑇1e, are given

in the caption of FIG. 4-8 along with the remaining parameters.

Results of the 5-spin simulations are shown in FIGs. 4-6 & 4-7 for different 𝜔1 with

and without 𝑑 respectively, and in FIGs. 4-8 & 4-9 for different temperatures with

and without 𝑑 respectively. Simulations varying 𝜔1 are performed at 10K, and for the

case with 𝑑 at 1K as well, to demonstrate that at 1K the error is lower. Simulations

varying 𝑇 are performed at 𝜔1 = 10kHz.
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Figure 4-6: Error between Zeeman projection and full master equation for different
microwave irradiation amplitudes and T=1K (dashed lines) & T=10K (solid lines).
Nuclear dipolar interactions are assumed. The remaining parameters are 𝐵0 = 3.4T,
𝑇1e(1𝐾) = 1s, 𝑇1e(10𝐾) = 0.1s, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms, 𝑑 = 10kHz.

Figure 4-7: Error between Zeeman projection and full master equation for different
microwave irradiation amplitudes. No nuclear dipolar interactions are assumed. The
remaining interactions are 𝐵0 = 3.4T, 𝑇 = 10K, 𝑇1e = 0.1s, 𝑇2e = 10𝜇s, 𝑇1n = 100s,
𝑇2n = 1ms, 𝑑 = 0.
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Figure 4-8: Error between Zeeman projection and full master equation for different
temperatures. Nuclear dipolar interactions are assumed. The remaining parameters
are 𝐵0 = 3.4T, 𝜔1 = 10kHz, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms, 𝑑 = 10kHz. The
temperature - 𝑇1e relations are (in pairs of [𝑇 (K), 𝑇1e(s)]): [1, 1], [10, 0.1], [30, 0.03],
[50, 0.01], [70, 0.003], [90, 0.001].

Figure 4-9: Error between Zeeman projection and full master equation for different
temperatures. No nuclear dipolar interactions are assumed. The remaining interac-
tions are 𝐵0 = 3.4T, 𝜔1 = 10kHz, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms, 𝑑 = 0. The
temperature - 𝑇1e relations are (in pairs of [𝑇 (K), 𝑇1e(s)]): [1, 1], [10, 0.1], [30, 0.03],
[50, 0.01], [70, 0.003], [90, 0.001].
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4.2.1 Discussion

In all four cases it is clear that for 𝐷 < 100kHz the error is larger. This is because

if 𝐷 is small, the condition 1 ≪ 𝜂1 becomes more difficult to satisfy. When this con-

dition is not met, the longitudinal and transverse dynamics become mixed by Rabi

oscillations and the adiabatic elimination breaks down, since it assumes that the slow

longitudinal dynamics can be decoupled from the fast transverse dynamics (refer to

Section 3.4.2). ΓSS ≪ 𝑅2e may also no longer be true, so the electron flip-flop jumps

can no longer be represented by incoherent Markovian processes. Furthermore, for

very low values of 𝐷, the CE becomes so weak that the SE becomes the dominant

process. Note that the SE is always present, but is typically negligible compared to

the CE. In FIG. 4-6 the 𝜔1 dependence is shown for both 𝑇 = 1K and 𝑇 = 10K. Re-

call from the discussion in Section 4.1.3 that the most efficient CE DNP temperature

is approximately 10K. However, it is clear from FIGs. 4-6 & 4-8 that the error at

10K is significantly higher than at 1K. Temperature affects the electron longitudinal

relaxation rate. Higher temperatures have higher 𝑅1e, so if 𝑅2e is assumed to be tem-

perature independent, high temperatures make the condition 1 ≪ 𝜂1 ≪ 𝜂 difficult to

satisfy. In this case the saturation of 𝑒1 is inefficient and engenders Rabi oscillations,

which are not captured by the adiabatic elimination. Finally, lower microwave am-

plitudes have smaller errors because they make the condition 1 ≪ 𝜂1 easier to satisfy.

Very strong microwave amplitudes lead to mixing of the longitudinal and transverse

dynamics.

The temperature dependence of the error is non-monotonic and more complex. At

the two extremes of temperature, the two inequalities 1 ≪ 𝜂1 ≪ 𝜂 (for high tempera-

ture) and 𝜂 ≪ 𝜂2 (for low temperature) become difficult to satisfy, and at 𝐷 relevant

for CE DNP they have higher error —albeit still small. The interesting behaviour

at low 𝐷 is testament to the complex interplay between the various interaction and

relaxation parameters in the system.
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In both cases the error is approximately the same for the cases with and without

nuclear dipolar interactions, suggesting that the Zeeman projection accurately cap-

tures the effect of nuclear spin diffusion. This becomes of importance when studying

large spin systems, where the vast majority of nuclei are polarised indirectly by their

neighbours rather than being polarised directly by the electrons.

4.3 Steady State Polarisation and Buildup Time

Ultimately, the two parameters of most interest experimentally are the steady state

nuclear polarisation (𝑝n) and the buildup time. The buildup time 𝜏DNP is usually

taken to be the time constant of the exponential buildup (and will indeed be used

as such later in this chapter), but is defined here as the time 𝜏90% taken to reach

90% of the steady state. Using this definition of the buildup time, 𝜏90% is not limited

to monoexponential buildup curves but can reasonably be applied to biexponential

buildups, which would have two independent 𝜏DNP. The goal of DNP is to increase the

steady state polarisation by orders of magnitude to maximise enhancement (𝜖DNP).

However, this is only useful experimentally if the steady state is reached in a rea-

sonable time. Long buildup times are the consequence of a weak dipolar network in

the bulk. They lead to time consuming experiments and more loss of polarisation in

the transfer process due to nuclear relaxation. The steady state polarisation is more

subtle. It critically depends on the efficacy of the DNP process in the core. The

polarisation in the core must then be efficiently transferred to the bulk, where the

dipolar network propagates it to the outer reaches of the system. If any one of these

steps is ineffective, the steady state polarisation is negatively affected.

To create a truly experimentally relevant DNP model system, there must be a careful

balance between the steady state nuclear polarisation and 𝜏90%. FIGs. 4-10 to 4-

13 show the buildup curves for some select values of 𝐷, 𝐵, 𝑇 & 𝜔1 for the 3-spin

system in Section 4.1. These simulations are all performed at 1K. The polarisation

of the saturated electron is shown in dashed lines, that of the unsaturated electron in

87



dotted lines, and the nuclear polarisation in solid lines. The blue nuclear polarisation

curves across the four plots have consistent parameters. It should be noted that since

only one transfer process is being simulated, the buildup times are very fast. In a

larger spin systems more transfer processes are required to reach the steady state and

the buildup time is longer. The reader is reminded that the electron polarisations

and nuclear polarisation enhancement are always normalised by the electron thermal

polarisation.

Figure 4-10: Buildup curves for the 3-spin system with 𝐷 = 1kHz, 𝐷 = 100kHz, 𝐷 =
250kHz, and 𝐷 = 500kHz. The remaining parameters are 𝐵0 = 3.4T, 𝐵 = 1MHz,
𝜔1 = 10kHz, 𝑇 = 1K, 𝑇1e = 1s, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms. Solid lines are
the nuclear polarisation, dashed lines are the polarisation of the saturated electron,
and dotted lines are the polarisation of the unsaturated electron.

88



Figure 4-11: Buildup curves for the 3-spin system with 𝐵 = 0.1MHz, 𝐵 = 1MHz,
𝐵 = 5MHz, and𝐵 = 10MHz. The remaining parameters are𝐵0 = 3.4T,𝐷 = 100kHz,
𝜔1 = 10kHz, 𝑇 = 1K, 𝑇1e = 1s, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms. Solid lines are
the nuclear polarisation, dashed lines are the polarisation of the saturated electron,
and dotted lines are the polarisation of the unsaturated electron.

Figure 4-12: Buildup curves for the 3-spin system at 𝑇1e = 1s, 𝑇1e = .1s, 𝑇1e = .01s
and 𝑇1e = .001s. The corresponding temperatures are 𝑇 = 1K, 𝑇 = 10K, 𝑇 = 50K,
and 𝑇 = 90K respectively. The remaining parameters are 𝐵0 = 3.4T, 𝐵 = 1MHz,
𝐷 = 100kHz, 𝐵 = 1MHz, 𝜔1 = 10kHz, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms. Solid
lines are the nuclear polarisation, dashed lines are the polarisation of the saturated
electron, and dotted lines are the polarisation of the unsaturated electron.
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Figure 4-13: Buildup curves for the 3-spin system with 𝜔1 = 10kHz, 𝜔1 = 100kHz,
𝜔1 = 250kHz, and 𝜔1 = 500kHz. The remaining parameters are 𝐵0 = 3.4T, 𝐵 =
1MHz, 𝐷 = 100kHz, 𝑇 = 1K, 𝑇1e = 1s, 𝑇2e = 10𝜇s, 𝑇1n = 100s, 𝑇2n = 1ms. Solid
lines are the nuclear polarisation, dashed lines are the polarisation of the saturated
electron, and dotted lines are the polarisation of the unsaturated electron.

4.3.1 Discussion

For low values of 𝐷, 𝐵, and 𝑅1e, the condition 𝜂 ≪ 𝜂2 becomes more difficult to sat-

isfy and 𝑒2, which is off-resonant with respect to the microwave irradiation frequency,

is initially also saturated to some degree. For the microwave irradiation, the oppo-

site is true. The stronger the irradiation, the larger the initial drop in polarisation of

𝑒2. The second electron then recovers its thermal polarisation via relaxation processes.

For low electron dipolar interactions (FIG. 4-10) the buildup time of the nucleus is

slow (green solid line) because the triple spin flip rate Γ̂ISS
𝑘 is low. The CE is also

not as effective as it could be (𝑝n < ∆𝑝e) because in this regime Γ̂ISS
𝑘 < Γ̂SI

𝑘 and

the less efficient SE process dominates. As the dipolar interaction increases, so does

Γ̂ISS
𝑘 , and the buildup time decreases to the point where, at 𝐷 = 500kHz, it is almost

instantaneous. However, increasing 𝐷 also increases the electron cross-relaxation

rate ΓSS so the electron states become strongly mixed. 𝑒2 therefore also starts to
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become saturated. For the case of 𝐷 = 500kHz the interaction is so strong that 𝑒1

becomes less saturated, implying that the condition 𝜂1 ≪ 𝜂 is no longer fully satisfied.

The pseudo-secular hfi (FIG. 4-11) follows a very similar trend. If 𝐵 is too low, the

CE rate is small so the buildup is long. The higher 𝐵, the faster the rate, until at

𝐵 = 10MHz it is almost instantaneous. In this case 𝑒1 is always saturated, since

neither 𝜂 nor 𝜂1 are 𝐵-dependent.

Temperature (FIG. 4-12) affects not only 𝑇1e, but also the electron thermal polar-

isation (EQ. 2.3). As the temperature increases from 1K (blue) to 90K (red), the

thermal polarisation of the electrons drops from ∼ 1 to ∼ 0.03. This decreases the

difference between the flip up and flip down rates (ΓS
1± and the first term in Γ̄S

2±)

of the electrons, in theory making it easier to saturate them. This is true for 𝑒2,

which becomes more saturated at higher temperature, where the condition 𝜂 ≪ 𝜂2 is

more easily achieved. 𝑒1 on the other hand becomes less saturated because, although

ΓS
1+ ∼ ΓS

1−, the condition 𝜂 ≪ 𝜂1 is no longer fully satisfied. The buildup time is only

slightly affected by the temperature and is dictated primarily by the time it takes

𝑒2 to reach its steady state. The position of the 𝑒2 steady state is governed by the

microwave irradiation.

Finally, the effect of the microwave irradiation on the buildup dynamics is studied

(FIG. 4-13). The effect on the dynamics of 𝑒2 are quite simple: the stronger 𝜔1, the

more it tips 𝑒2 away from the Zeeman polarisation axis (second term in ΓS
2±) and

saturates it, leading to efficient DNP (𝑝n ∼ ∆𝑝e) with low enhancement. For high

𝜔1 the saturation of 𝑒2 is almost instantaneous, with the nuclear buildup following

closely. 𝑒1 is easily saturated in all cases.
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4.4 Many-body kMC Simulation

In this section results from the first large-scale kMC simulation are shown. The

choice of geometry will be discussed and the time-savings compared to the full master

equation shown. This simulation was run on a 20-core Intel Xeon E5-2690V2 3.00GHz

processor. The 120-spin simulation took 18 days to run with 100 trajectories of 600s

each per core.

4.4.1 Geometry for Large-scale Simulation

Armed with detailed knowledge of how the DNP parameters affect the nuclear polar-

isation process, the next step is to find an appropriate geometry. The ideal param-

eters identified so far are: 𝐵0 = 3.4T, 𝐷 = 100kHz, 𝜔1 = 10kHz, 𝑇 = 1K, 𝑇1e = 1s

𝑇2e = 10𝜇s, 𝑇1n = 100s and 𝑇2n = 1ms. The static field strength corresponds to

that of the polariser magnet here at the University of Nottingham. 𝐷 is equivalent

to an electron concentration of approximately 3mM, which is in the range of concen-

trations used later in this thesis for experiments run on the polariser. The remaining

parameters are typical of static CE DNP experiments and simulations as presented

in Section 4.1.3.

To prevent loss of generality and to avoid symmetry effects, the nuclear spin ensemble

is formed of a uniform random distribution of 118 protons with the two electrons in

the centre. The random distribution mimics glass formation of the water/glycerol

solutions typically used in solid state DNP experiments. To ensure efficient polarisa-

tion transfer, two of the core protons (one for each electron) are strategically placed

close to the electrons and at the magic angle with the static field. This reduces the

secular hfi coupling to zero (EQ. 2.14), therefore facilitating transfer from that proton

to neighbouring protons. The only condition placed on the random geometry is that

the nuclei should be no closer than 2Å to each other. This is slightly less than the

density of pure water or a 50/50 water/glycerol solution (2.5Å). With this proton

separation, the average nearest six neighbours proton interaction is ∼ 110Hz, and the
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average nearest neighbour interaction ∼ 490Hz. The protons closest to the electrons

are at ∼ 6Å to be sure that the secular hyperfine interaction does not exceed 1MHz.

This can be achieved experimentally by building ‘cages’ around the electrons in the

mono- or biradical molecules. For Carbon-13 NMR, the cages could for example be

formed of bulky aromatic rings such as in Trityl [28]. In proton NMR, the radical

molecules can be deuterated such as in deuterated bTbk [85].

Before starting the full 120-spin simulation, the geometry was checked on a random

selection of 4 and 10 spins (both times including the two positioned spins) to ensure

that it was suitable for efficient CE DNP.

4.4.2 Large-scale Simulation Results

In FIG. 4-14 the spatial distribution of the nuclear polarisation is shown after 10s and

220s. The same simulation as in FIG. 4-14 was run again without nuclear dipolar in-

teractions to demonstrate the importance of spin diffusion in propagating polarisation

through the bulk. This is shown in FIG. 4-15
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(a) Nuclear polarisation after 10s. (b) Nuclear polarisation after 220s.

Figure 4-14: Spatial polarisation of the 120-spin system after 10s (FIG. 4-14a) and 220s
(FIG. 4-14b). Simulation parameters are 𝐵0 = 3.4T, 𝐷 = 100kHz, 𝜔1 = 10kHz, 𝑇 = 1K,
𝑇1e = 1s, 𝑇2e = 10𝜇s, 𝑇1n = 100s & 𝑇2n = 1ms. 2000 trajectories of the system are averaged
to obtain the polarisations at each point in time. The electrons are shown in red. The size
and colour of each proton indicate its polarisation. The 5 protons with magenta centres in
FIG. 4-14a are the core, for which the CE rate is faster than all other rates.
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Figure 4-15: Average nuclear polarisation of the kMC simulation with (black) and
without (red) nuclear dipolar interactions. 𝜀DNP and 𝜏DNP are found by fitting a mo-
noexponential function of the form 𝑝I = 𝜀DNP(1−exp[−t/𝜏DNP]) to the buildup curve.
𝜀DNP and 𝜏DNP are 0.12 and 63s respectively for the case with dipolar interactions and
0.04 and 49s respectively for the case without. The blue curve is the buildup with
protons hyperfine shifted by more than 25kHz removed.

Discussion

Because the spin system consists of both core protons and a significant number of

bulk protons in a random spatial distribution, it can be used to study spin diffusion

in a glassy matrix. To the author’s knowledge this had not yet been possible to the

same extent at the time of publication. Hovav, Feintuch & Vega published a paper in

2011 focusing on DNP-assisted spin diffusion in the SE [24]. However, their system

consisted only of one electron hyperfine coupled to one core nucleus, which in turn

was dipolar coupled to a linear chain of 8 bulk nuclei. With A. Karabanov’s formal-

ism, it is possible to take into account the effect of radical and solvent geometry at a

scale that has not been possible before [29].

The importance of the dipolar network in the bulk is evident in FIG. 4-14. At short

times (FIG. 4-14a), only protons in close proximity to the electrons are polarised.

These are the core protons (magenta centre), polarised directly by the electrons via
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the CE triple spin flip, and their immediate neighbours. The protons next to each

electron that have very high polarisation are the two positioned protons. At later

times (FIG. 4-14b), the polarisation has had time to travel through the dipolar net-

work of the bulk and reach nuclei remote from the electrons. Although virtually all

protons have enhanced their polarisation, the enhancement is not uniform. Protons

that still have a very low polarisation after 220s, when the system has almost reached

the steady state, lie in ‘holes’ in the dipolar network. They are not well-connected

to other protons and therefore struggle to acquire polarisation before it relaxes. The

effect of the dipolar network will be discussed in more detail in the next two sections.

The plots in FIG. 4-15 show the enhancement of the nuclear ensemble’s polarisation

with (black) and without (red) nuclear dipolar coupling. When the dipolar coupling

is zero, the enhancement is much lower and the buildup faster. This scenario cor-

responds to FIG. 4-14a in that only the core protons (and some of their immediate

neighbours) become polarised. Since they are strongly coupled to the electrons, this

process happens quickly and the system soon reaches its steady state. The case with

dipolar coupling is more similar to FIG. 4-14b. The enhancement is much higher be-

cause all spins in the dipolar network receive some enhancement. The buildup time

however, is now much longer because the system is continuously evolving as the po-

larisation moves outwards. The buildup in this case depends mostly on the strength

of the dipolar coupling between protons. If the coupling is strong, transfer is fast and

the buildup short. Pockets of isolated spins however have weak dipolar interactions,

thus slowing the buildup time and decreasing the average enhancement. This will

become clearer in the next sections where the geometry of the bulk is examined in

more detail. Another factor impacting the buildup time is the nuclear relaxation. If

it is fast compared to the dipolar interaction pathways, it relaxes polarisation before

it can be transferred. The buildup curve then becomes more similar to that in the

absence of dipolar coupling.

From an experimentalist’s perspective, it is the behaviour of the bulk polarisation
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that is of interest because this is what is measured. The resonance of nuclei in the

core is strongly hyperfine shifted by the secular hfi and therefore usually falls outside

the receiver bandwidth of the pick-up coil. The blue line in FIG. 4-15 shows the av-

erage polarisation enhancement when protons hyperfine shifted by more than 25kHz

are removed. This corresponds to 5 protons, 3 of which belong to the core. It is evi-

dent that the removal of these protons not only reduces the overall enhancement, but

also leads to a slower buildup, since many of the core protons, which are efficiently

polarised, have been removed.

The ability to perform many-body simulations that encompass a large proportion of

bulk nuclei opens the door to experimentally relevant simulations. It is now possible

to target specific DNP parameters (similarly to the first few sections of this chapter)

and see how they affect the bulk dynamics. In Sections 4.5 & 4.6, the kMC algorithm

will be used to study how solution geometry and biradical design affect static CE

DNP.

4.4.3 Time Saving with kMC Algorithm

To pose an advantage compared to simulation of the full master equation, the simula-

tion time of the kMC algorithm should scale less than exponentially with the number

of spins in the system. If this is the case, it is possible to simulate systems even larger

than 120 spins. The scaling of simulation time with number of spins is found by

simulating 5 to 2000 spins undergoing 500 quantum jumps averaged over 30 trajec-

tories for 19 uniform random geometries. The simulations are averaged over different

systems to smooth out geometry effects. Just like with the previous geometry, two

spins are optimally located to maximise polarisation transfer. FIG. 4-16 was obtained

in a reasonable time frame by simulating over a given number 𝑁 of quantum jumps

(which occur on a fast time scale) rather than simulating over a chosen duration of

experiment. Only 6 geometries were run in parallel on the 20-core processor to en-

sure that it was below capacity. If the computer reaches capacity, memory and power

effects that are unrelated to the efficiency of the algorithm start to contribute to the
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simulation time.

FIG. 4-16 shows exponential and polynomial fits to the scaling of simulation time

with number of spins. All parameters have been kept the same is in FIG. 4-14.

Figure 4-16: Quadratic and exponential fits to simulation time as a function of number
of spins. The fit parameters are for a quadratic fit of the form 𝑦 = 𝑎𝑥2 + 𝑏𝑥 + 𝑐
with 𝑎 = 2.8e−7, 𝑏 = 4.2e−5, & 𝑐 = 10.76, and a monoexponential fit of the form
𝑦 = 𝑎 * exp(bx) + c with 𝑎 = 0.27, 𝑏 = 8.7e−4, & 𝑐 = −10.45. The 𝑅2 value of the
quadratic fit is 0.995 and that of the exponential fit is 0.992.

Discussion

FIG. 4-16 suggests that the polynomial fit is slightly better than the exponential fit

(𝑅2 = 0.995 vs. 𝑅2 = 0.992), although the difference is small and both overestimate

the simulation time for large systems. This may imply that a larger number of spins

and/or quantum jumps should be simulated. Since the number of states in the sys-

tem scales exponentially with system size, polynomial scaling indicates slower growth

than the number of states. Furthermore, if the scaling is quadratic, it is proportional

to the effective number of kMC jumps in each kMC step; at each step, the number

of possible kMC jumps from a particular state is proportional to the square of the

number of spins, since each state can have either a single or double spin flip.
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The simulation time depends not only on the number of states in the system, but

also on the strength of nuclear dipolar interactions. Weak interactions slow down

spin diffusion and decrease the effective rates, thereby increasing simulation time.

4.5 Effect of Solution Geometry on Nuclear Polari-

sation

It is customary in solid state DNP to dissolve DNP radicals in solutions of pure water

and some form of glassing agent such glycerol or dimethyl sulfoxide. This mitigates

inhomogenous distribution of radicals caused by the water’s crystalline lattice push-

ing impurities to its domain boundaries as it freezes [86]. Glassing agents prevent the

formation of a crystal lattice and instead form an amorphous glassy matrix. When

the mole fraction of these compounds is high in an aqueous solution, the hydrogen

bonds that would typically lead to the formation of a large crystal are perturbed. In a

water/glycerol solution for example, the dominant bonds are instead glycerol-glycerol

and water-glycerol, which do not form a lattice [87, 88].

In this section the kMC algorithm is used to study how nuclear polarisation dynam-

ics develop as the spin geometry moves from a perfect cubic lattice to a randomised

one. 5%, 10%, 15%, & 20% linear randomisations are applied to the cubic lattice to

simulate the increasingly broken lattice as more glassing agent is added to a solution.

Only geometry-dependent parameters change between solutions, all other parameters

are constant. Note that although a cubic lattice has been used here, ice actually

forms a hexagonal lattice [89].

Simulations in this section were run on the 20-core processor already mentioned and

an additional 16 cores from an Intel Xeon E5-2643 v2 3.30GHz processor.
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4.5.1 Creation of Grid Geometry

The starting point for these simulations is an optimised 5 × 5 × 5 cubic grid of

protons that is able to accommodate the large separation between electrons while

also providing reasonably good DNP enhancement. The grid was optimised using

the CE efficiency condition (EQ. 3.9) as a guide. If relaxation rates are chosen from

experimental observation and 𝐷 & 𝜔1 by considerations of effective DNP, 𝜂1 & 𝜂2 can

be tuned through the secular hyperfine interaction. At the high fields relevant to DNP,

𝜂2 is dominated by the nuclear Larmor frequency, and is therefore well approximated

by 𝜔2
I /𝜔

2
1. The geometry that best satisfies the CE efficiency condition can therefore

be found by tuning 𝐴1𝑘 only, which in turn is adjusted by changing the grid spacing.

This can be achieved experimentally by deuterating the solvent and/or radical. To

keep the size of the spin grid at a minimum (thereby maximising the nuclear dipolar

interactions), the electrons lie on the diagonal of the grid. The angle between the

𝑒 − 𝑒 vector and the 𝑧-axis is set to 𝜋/3. In the 𝑥𝑦-plane the 𝑒 − 𝑒 vector is at an

angle 𝜋/4.

Optimised Spin Separation

Finding the optimal grid spacing for the nuclear spins was an iterative process. For

each grid spacing 𝜂1 was calculated using the 8 strongest i secular hyperfine cou-

plings. The grid spacing was adjusted until one was found that satisfactorily obeyed

𝜂1 ≪ 𝜂 while providing a suitably strong dipolar network and accommodating the

electrons. An optimal grid spacing of 8.4Å was found. This corresponds to 2% water

in a heavy water and deuterated glycerol solution, which is perhaps a lower nuclear

concentration than would typically be used in low temperature static CE DNP, but

is still experimentally relevant. Because the dipolar interaction is quite weak at such

large spin separations, the buildup times are long, and the system more susceptible

to relaxation losses. This problem can be circumvented by adjusting the relaxation

parameters.

iAfter the 8th strongest interaction, 𝐴1𝑘 was found to drop off and contribute little to the sum
in Δ̂1,Z1

.
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Effect of 𝑇1n

In FIG. 4-17 the nuclear longitudinal relaxation time is increased from 𝑇1n = 120s to

𝑇1n = 1000s to counter the effect of the large grid spacing.

(a) Individual spin dynamics, 𝑇1n=120s. (b) Individual spin dynamics, 𝑇1n=1000s.

(c) Average spin dynamics.

Figure 4-17: Effect of 𝑇1n on polarisation dynamics in the 8.4Å grid spacing geometry.
Non-geometric parameters are 𝐵0 = 3.4T, 𝐷 = 100kHz, 𝜔1 = 10kHz, 𝑇 = 1K, 𝑇1e = 1s
𝑇2e = 10𝜇s, 𝑇2n = 1ms. 1000 trajectories were averaged to obtain FIGs. 4-17a, where
𝑇1n = 120s, & 4-17b, where 𝑇1n = 1000s. In FIG. 4-17c the average nuclear buildup is
shown for the two 𝑇1n.
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FIG. 4-17 is the trajectory representation of FIG. 4-14 (albeit with longer 𝑇1n). Like

in FIG. 4-14a, it is clear from FIG. 4-17 that only a few nuclei, those well-connected

to the electrons, become highly polarised. The vast majority of nuclei have much

lower polarisation. The core is unaffected by an increase in 𝑇1n because it is polarised

very quickly and does not rely on the nuclear dipolar interaction. In the bulk how-

ever, there is a clear change in dynamics with the increase in 𝑇1n. For 𝑇1n = 120s

the bulk nearly reaches its steady state in the 100s simulation time (FIG. 4-17c),

suggesting that the propagation of polarisation has been curtailed by relaxation. For

𝑇1n = 1000s on the other hand,the bulk has clearly not reached the steady state in

100s. Since the relaxation time is a lot longer, polarisation has time to travel to the

further reaches or more weakly connected pockets of the system before it relaxes, the

dynamics therefore continue to develop for much longer.

The other relaxation parameters were also adjusted slightly to give good results for

this geometry. Still within reasonable experimental values they are: 𝑇1e = 0.2s,

𝑇2e = 1𝜇s, 𝑇1n = 1000s, 𝑇2n = 20ms.

Randomisation of Geometry

To create the linear randomisation on the position of the spins, an array of random

numbers from a normal distribution with a mean of 0 and standard deviation of

𝜎ideal =Randomisation × 8.4Å was generated for 𝑥, 𝑦, and 𝑧. This array was then

subtracted from the perfect spin grid to give the randomised coordinates of the nuclear

spins. For each realisation of a geometry, a new set of random numbers was chosen.

Matching of the CE conditions was checked for each realisation, as was the actual

standard deviation (calculated from the spread of spin separations). Electrons were

kept in the same position as for the 0% randomisation case.
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4.5.2 Randomisation Simulations

FIGs. 4-18 to 4-20 show the kMC simulations of the 5 solutions. The perfect grid sim-

ulation was run only once and averaged over 1200 trajectories. The 5%, 10%, 15% &

20% randomisations were each averaged over 12 different realisations of the geometry,

totalling 1176 trajectories. FIG. 4-20b shows the average nuclear polarisations of the

5 solutions. The buildup times are marked by dots and were calculated by applying

a biexponential fit to the average polarisation and extrapolating to 8000s to make

sure the steady state has been reached. The buildup times and nuclear polarisation

enhancements are also shown in TAB. 4.1.

Randomisation End Polarisation Buildup Time (s)

0% 0.49 1051

5% 0.57 789

10% 0.50 1041

15% 0.42 1099

20% 0.39 1058

Table 4.1: End polarisation and buildup time (time to reach 90% of the steady state
polarisation) for the 0% to 20% randomisation cases, calculated from a biexponential
fit of the form 𝑝I = 𝑎(1 − exp(𝑡/𝑏) + 𝑐(1 − exp(𝑡/𝑑)) extrapolated to 8000s to ensure
the steady state has been reached.
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(a) Perfect grid. (b) 5% randomisation.

Figure 4-18: Individual spin polarisation in a 125-spin grid with 8.4Å grid spacing. FIG. 4-
18a: 0% randomisation, FIG. 4-18b: 5% randomisation. The 0% randomisation simulation is
averaged over 1200 trajectories and the 5% randomisation simulation over 1176 trajectories.

(a) 10% randomisation. (b) 15% randomisation.

Figure 4-19: Individual spin polarisation in a 125-spin grid with 8.4Å grid spacing. FIG.
4-19a: 10% randomisation, FIG. 4-19b: 15% randomisation. Both simulations are averaged
over 1176 trajectories.
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(a) 20% randomisation. (b) Average polarisations 0 – 20%.

Figure 4-20: Individual spin polarisation in a 125-spin grid with 8.4Å grid spacing. FIG.
4-20a: 20% randomisation averaged over 1176 trajectories, FIG. 4-20b: average polarisation
buildup for 0% to 20% randomisations. Dots mark the buildup time (time to reach 90% of
the steady state polarisation), calculated from a biexponential fit of the form 𝑝I = 𝑎(1 −
exp(𝑡/𝑏) + 𝑐(1− exp(𝑡/𝑑)) extrapolated to 8000s.

4.5.3 Discussion

In FIG. 4-18 there is clear clustering of spins into two distinct polarisation groups:

one for the core, which is highly polarised with a very fast buildup, and one for the

bulk, which is much larger, has slower buildup and lower polarisation. In FIG. 4-20a,

the core and bulk are indistinguishable. In the perfect grid geometry, the propagation

of polarisation is highly directional, which is why there is such a clear distinction be-

tween the core and the bulk. As the randomisation increases, this distinction starts to

blur, since protons are no longer confined to sets of equal angle 𝜃 to the magnetic field

(EQs. 2.13 to 2.15). At high randomisations, protons previously at an unfavourable

angle can move to a more favourable angle and vice versa. At 5% and 10% randomisa-

tion, the nuclear polarisation is enhanced, and the buildup time shortened compared

to the perfect grid, with 5% randomisation giving the optimal result.

The buildup times and end polarisation are given in TAB. 4.1. From 15% randomi-
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sation onwards, increasing randomisation leads to less favourable DNP again. The

CE efficiency conditions were tested on all 5 geometries and satisfied. To understand

why 5% randomisation yields the best DNP, one must therefore turn to the dipolar

network.

The ideal case is a perfectly isotropic dipolar network with relatively strong interac-

tions. Then the polarisation can travel quickly and there are no pockets of isolated

spins. Clearly, this is not the case for the perfect grid. Although the system is very

ordered, the dipolar interactions are highly directional. Polarisation therefore prop-

agates efficiently in a few specific directions, but poorly everywhere else. In a more

disordered system on the other hand, pockets of isolated spins form. These have long

buildups and low enhancement, thereby reducing the DNP efficiency of the sample.

For intermediate randomisations, the distribution of dipolar interactions lies some-

where between these two extremes. Some spins will have moved in such a way to

encourage transfer between layers, and some will have isolated themselves. However,

since the randomisation is small, the more ‘isolated’ spins in the system are still con-

nected to the rest of the system and the decrease in transfer to these spins is more

than balanced out by the increase in transfer between groups.

This is easier understood by considering the connectivity matrices for the 5 different

solutions (FIGs. 4-21 to 4-23). Each point on these plots corresponds a dipolar

interaction of one spin with another. To create better contrast, the map is truncated

at 600Hz. The number ordering of the protons is shown in FIG. 4-21a.
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(a) Numbering order of protons. (b) Perfect grid.

Figure 4-21: FIG. 4-21a: Numbering order of the protons, FIG. 4-21b: connectivity matrix
for the perfect grid. The colour scale is in Hz.

(a) 5% randomisation. (b) 10% randomisation.

Figure 4-22: FIG. 4-22a: connectivity matrix for 5% randomisation, FIG. 4-22b: connec-
tivity matrix for 10% randomisation. The colour scale is in Hz.
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(a) 15% randomisation. (b) 20% randomisation.

Figure 4-23: FIG. 4-23a: connectivity matrix for 15% randomisation, FIG. 4-23b: connec-
tivity matrix for 20% randomisation. The colour scale is in Hz.

To understand the distribution of dipolar interactions in FIGs. 4-21 to 4-23, it is

instructive to look also at the proton separations (𝑟) and the angle formed by the

vector connecting a proton pair and the static magnetic field (𝜃). As a reminder, the

nuclear dipolar interaction is given by:

𝑑 =
𝜇0

4𝜋

~2𝛾2I
2𝑟3

(1 − 3 cos2 𝜃),

(refer to Section 2.2.2).
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(a) Angle matrix. (b) Distance matrix.

Figure 4-24: FIG. 4-24a: Matrix of proton angles 𝜃 in the perfect grid, where 𝜃 is the angle
between the static field and the vector joining two protons. The colour scale is in degrees.
FIG. 4-24b: Matrix of proton distances in the perfect grid. The colour scale is in Å.

FIGs. 4-21 to 4-23 show that each proton interacts significantly (>600Hz) with some-

where between 3 and 6 other protons. In the grid geometry (FIG. 4-21b) there are

only two significant interactions strengths. The first is relatively strong at 1274Hz

(orange strips), and the second is just over half of this at 637Hz (light blue strips).

From FIG. 4-24 these correspond respectively to the nearest neighbours (8.4Å) at

angles of 0∘ and 90∘. Propagation is therefore efficient within planes parallel and

perpendicular to the static field, but inefficient in all other directions. How quickly

polarisation is transferred between the parallel planes depends on the strength of the

central light blue strips, since these cut across the parallel planes. For the cases of

5% and 10% randomisation, some of the parallel plane nearest neighbour interactions

become slightly stronger, and some slightly weaker (outer strips in FIGs. 4-22a &

4-22b). However, crucially, some of the next nearest neighbours in the perpendicular

planes are now better connected, facilitating propagation between orthogonal planes.

For the high randomisations (FIGs. 4-23a & 4-23b), some of the interactions become

very strong, and some of them very weak. ‘Holes’ of weak interaction start to appear

between nearest neighbours, meaning that some spins are cut off from the rest. These
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stop the polarisation from propagating and lead to less favourable DNP.

This section has shown that the addition of a glassing agent that randomises the

geometry of the nuclear bulk can affect the bulk polarisation. Typically, glassing

agents are used to ensure homogeneous distribution of radical in the sample. The

formation of glass however also changes the dipolar network and can therefore be

used to modulate transfer efficiency in the bulk. Again, it should be noted that

in these simulations a cubic lattice was used, whereas ice forms a hexagonal lattice.

However, results for a hexagonal lattice are expected to follow a similar trend, though

perhaps with a more complex dipolar structure. The absence of powder averaging,

which is so important in MAS DNP simulations, should also be justified. In MAS, the

constant re-orientation of the spin ensemble as it goes through a rotor period means

that at different points in time, different orientations of electron pairs contribute to

signal. In static CE on the other hand, this is not the case, and any electron pairs

not oriented favourably with respect to the static field contribute minimally to the

signal. There is therefore no need to perform a full powder average since many of the

orientations will be negligible in terms of their participation in the DNP enhancement.

4.6 Effect of Radical Geometry on Nuclear Polarisa-

tion

In this section the kMC algorithm is used to take a closer look at radical design.

The very strong secular hyperfine shift of protons very close to electrons both splits

the DNP resonance and quenches spin diffusion. The former can be mitigated by

adjusting the microwae frequency, and the latter by constructing ‘cages’ made of

non-DNP active atoms around the electrons of the radical that prevent solution pro-

tons from coming too close. Examples of this are the large aromatic rings in Trityl

[28] or proton replacement in deuterated bTbk [85]. These ‘cages’ are simulated by

removing protons in pairs (one for each electron) from the immediate environment
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of the electrons and seeing how this affects the polarisation enhancement and buildup.

The electrons are in contact with the nuclear ensemble through the secular and

pseudo-secular hyperfine interactions. The secular hfi, along with the secular part

of the electron dipolar interaction causes a shift in the electrons’ resonance frequency

(EQ. 3.3), therefore affecting their response to the microwave irradiation. Further-

more, 𝐴𝑗𝑘 terms show up in the denominators of the CE rate Γ̂ISS
𝑘 , the SE rate Γ̂SI

𝑘 and

the microwave saturation rate ˆ̄ΓS1 ii. The polarisation efficiency is therefore expected

to be improved if nuclei with high 𝐴𝑗𝑘 are removed. Conversely, the pseudo-secular

interaction appears in the numerator of the above rates. Removing nuclei with high

𝐵𝑗𝑘 is therefore expected to negatively impact DNP.

Simulations in this section were run on both the 20-core and the 16-core processors.

The geometry used is the most efficient (fastest buildup, highest enhancement) of the

5% randomisation realisations from the previous section with all parameters kept the

same. Figures are shown on the perfect spin grid to guide the eye more easily.

4.6.1 Removing Spins

The approximate symmetry of the spin system suggests removal of spins in pairs: one

from each electron. Because they are so far apart (∼4.2nm), it is assumed that there

is no overlap in the spheres of influence of the two electrons. Changing the immedi-

ate environment of one of the electrons should therefore not influence the immediate

environment of the other. First, the 4 pairs with the highest secular interactions are

removed in decreasing order. All of these spins belong to the core, where the core

is defined as those protons for which Γ̂ISS
𝑘 > Γ̂II

𝑘𝑘′ ∀ 𝑘, 𝑘′. This is no surprise since

many of them also have high pseudo-secular interactions (which increase Γ̂ISS
𝑘 ), and

the secular interaction quenches the spin diffusion rate Γ̂II
𝑘 . Next, the 4 remaining

pairs with the highest pseudo-secular couplings are removed in decreasing order. The

order in which the 8 pairs of spins are removed is shown in FIG. 4-25. Magenta
iiThey are also present in the diffusion rate Γ̂II

𝑘𝑘′ , but this is not the point of discussion here.

111



numbers correspond to core nuclei. Only 8 protons are removed from each electron

since after the 8th proton the hyperfine interactions become very weak and removal

of further spins has little effect on the dynamics.

(a) Secular HFI strengths. (b) Pseudo-secular HFI strengths.

Figure 4-25: Spatial dependence of the secular hyperfine (FIG. 4-25a) and pseudo-secular
hyperfine (FIG. 4-25b) interactions. Pairs 1 to 4 correspond to the highest secular hfi, and 5
to 8 to the highest pseudo-secular hfi, in decreasing order. Magenta numbers are core nuclei.
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FIG. 4-26 shows the buildup of the bulk polarisation after each pair of spins is re-

moved.

Figure 4-26: Bulk polarisation buildup of the spin system as each pair of protons is
removed.

The secular hyperfine interaction leads to a discrete, state-dependent distribution of

possible offsets ∆̂1,Z1 and ∆̂2,Z2 that the electrons can have (EQ. 3.3). This offset

shifts them from resonance with the microwave irradiation. Since the secular hfi

contributes to this offset, the distribution is expected to narrow as spins with high

𝐴𝑗𝑘 are removed. This is shown in FIG. 4-27. FIG. 4-27a shows an example frequency

spread of the second electron after 4 pairs of protons were removed. The standard

deviation is calculated by applying a normal fit (red line) to the histogram. FIG.

4-27b shows the average standard deviation between the two electrons as spins are

removed from the system.
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(a) Frequency distribution. (b) Standard deviation distribution.

Figure 4-27: FIG. 4-27a: Frequency distribution (blue) and normal fit (red) for the second
electron after the first 4 pairs of spins have been removed, FIG. 4-27b: average standard
deviation between the two electrons after each pair of spins has been removed. The green
shaded area corresponds to the 4 highest secular interactions removed, and the blue shaded
area to the remaining 4 highest pseudo-secular interactions removed.
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Order A1 × 106 (rad) A2 × 106 (rad) B1 × 106 (rad) B2 × 106 (rad)
1 1.64 .002 2.85 .016
1 .002 1.29 .016 2.75
2 .651 .002 1.37 .008
2 .001 1.16 .008 2.00
3 .643 .005 5.33 .010
3 0.00 .581 .006 .574
4 .624 .002 1.96 .008
4 .002 .460 .008 2.24
5 .133 0.00 1.51 .010
5 .005 .056 .010 3.84
6 .193 0.00 1.17 .011
6 0.00 .147 .010 1.42
7 .430 0.00 .986 .006
7 .001 .256 .010 1.27
8 .185 .001 .802 .007
8 .002 .005 .007 .730

Table 4.2: Order of spins removed including their secular and pseudo-secular hfi
strengths. For each spin, the interaction in bold marks the reason for removing the
spin. Magenta spins form the core.

TAB. 4.2 shows the hyperfine interactions (in radians) of the spins removed. Again,

magenta indicates core protons. The interactions in bold are the reason for removing

a spin.

4.6.2 Discussion

As expected, the removal of pairs of spins with high secular interactions leads to an in-

crease in bulk polarisation, and the removal of pairs of spins with high pseudo-secular

interactions leads to a drastic decrease (FIG. 4-26). In this particular geometry, re-

moving the first pair with strong secular interaction has the largest effect. Removing

the subsequent 3 pairs of spins has little effect. Evidently the first pair strongly

shifts the electrons from resonance, thereby decreasing the DNP efficiency. Once this

pair has been removed, removal of the next 3 pairs has little effect on the polarisa-

tion. This is because for these protons the spin diffusion rate Γ̂II
𝑘𝑘′ is small due to

its 𝐴𝑗𝑘 −𝐴𝑗𝑘′ dependence. This means that even if they have very high polarisation,
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they are ineffective at transferring it to the bulk (which has low 𝐴𝑗𝑘), and therefore

do not influence polarisation dynamics. Once pairs of spins with high pseudo-secular

interactions start to be removed, the bulk polarisation immediately starts to drop

off. By removing these spins, a crucial step in the polarisation transfer from the elec-

trons to the core has been removed, and if the core has low polarisation, so does the

bulk. The importance of the pseudo-secular interaction is captured by the 𝐵𝑗𝑘 de-

pendence of the SE transfer rate Γ̂SI
𝑘 , and the 𝐵̄𝑘 dependence of Γ̂ISS

𝑘 . Note that since

the spheres of influence of the two electrons are assumed to be independent, 𝐵̄𝑘 ∼ 𝐵𝑘.

FIG. 4-27a shows how the removal of spin pairs affects the frequency offsets of the

two electrons. It is evident that removing spins with high pseudo-secular interactions

does not have much of an effect on the standard deviation of the frequency offset.

This is unsurprising since the largest secular interactions have already been removed.

After the first pair (with the highest secular interactions) is removed on the other

hand, there is significant narrowing of the frequency distribution. This is because the

largest term in the sum of EQ. 3.3 has been removed. As more pairs with high secular

interactions are removed, the electrons approach their optimal offsets ∆1 & ∆2 (EQ.

3.2). Their offset is then determined by the electron dipolar interaction only, which

is easier to mitigate since it is not state-dependent.

In this section the kMC algorithm has been used to show that geometry plays an

important role in the CE DNP efficiency of radicals. Protons very close to the elec-

trons with high secular interactions shift the electrons from their optimal offset and

are ineffective at transferring polarisation. It is therefore convenient to remove such

protons from the radical by building ‘cages’ around electrons that prevent protons

from coming too close. Care must be taken however not to remove too many protons

with high pseudo-secular interactions as it is these that propagate polarisation to the

bulk. The transfer process to the bulk is optimised for protons with approximately

the same secular hyperfine interaction. Similar results were found by D. Wiśniewski

for simulations using the SE equivalent of the kMC algorithm [28].
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Chapter 5

Magic Angle Spinning DNP

5.1 Introduction

MAS spectroscopy has in the last few decades become a powerful tool in many fields

of research. It has proven its worth particularly in fields such as biology, where

the study of large, insoluble biomolecules – whose anisotropic interactions cannot be

averaged out by rotational averaging alone – has been made possible by sample spin-

ning. Because it does not rely on fast tumbling of molecules in solution for its high

resolution, MAS NMR is not hampered by molecular size or by entering the solid

state [17]. Nonetheless, like static NMR, it suffers from low sensitivity. This can be

mitigated by lowering the temperature, increasing the magnetic field (and therefore

radio frequency of the tipping pulse), and increasing spinning frequency [90, 91, 92].

Or, more crucially, with MAS DNP. Spinning of the sample relaxes the conditions

for DNP to take place, since periodic variation of anisotropic interaction constants

means that more spins are likely to meet DNP conditions at some point in the rotor

period. Furthermore, the emergent temporal separation of CE resonance and mi-

crowave resonance matching events means that the CE conditions no longer need to

be met simultaneously, so more electron pairs in the system are likely to match them

and participate in the DNP process [17].

The first MAS DNP experiments were performed as early as 1985 by Wind et al. [7]

117



and in 1992 by Schaefer et al. [93, 94, 95]. Early MAS experiments were limited by

the available hardware, required to achieve high spinning & microwave frequencies,

and low temperature. Pioneering work by Griffin and his group however, has pushed

the boundaries to much higher microwave frequencies (and hence magnetic fields)

with the development of gyrotron microwave sources [8, 96]. Efforts by de Paëpe’s

group on the other hand have taken MAS NMR to temperatures as low as 30K [81].

Combined with the enhancement obtained from DNP, these developments have led to

a compelling means to study a wide range of samples. Today, MAS DNP has found

application from the detection of small magnetic moments to the detection of nuclei

in low concentration [17]. However, as with the static case, the development of a

MAS DNP theory has taken much longer.

For many years, the major hold-back of CE MAS theory was that theorists were at-

tempting to build MAS theory from the static theory. Whilst this has been shown to

work well for the solid effect [25, 97, 98, 99], the CE cannot be adapted from the static

case, as the polarisation dynamics are dictated by different interaction dynamics [17].

The first true descriptions of CE MAS that did not rely on the static case dynamics

were presented almost concurrently by Thurber & Tycko [100] and Mentink-Vigier et

al. in 2012 [25]. In 2015 Mance et al. proposed a theory similar to that of Mentink-

Vigier [101]. All three described the dynamics in terms of avoided level crossings.

Mance et al. were even able to predict the nuclear depolarisation observed experi-

mentally and explain the strong dependence of nuclear polarisation enhancement on

spinning frequency. Although taking slightly different approaches, all three groups

used simulations that were built using the full master equation, which in MAS faces

even more severe computational and temporal issues because the dynamics must be

tracked throughout a rotor period. Thurber & Tycko were the first to introduce

large-scale simulations in 2014. Their 3000-spin simulation consisted of 1000 3-spin

systems coupled by the electron dipolar interaction [102]. In 2017 Mentink-Vigier et

al. presented a fast simulation algorithm based on a reduced state space and Landau-

Zener transitions [26]. In 2018 Perras & Pruski simulated MAS DNP using a Monte
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Carlo algorithm [103]. Here a new, highly efficient simulation algorithm developed

by A. Karabanov is introduced and its performance tested.

This chapter starts by revisiting the CE mechanism, this time under MAS conditions

and with particular focus on the rotor events that lead to polarisation exchange.

Next, the Landau-Zener and Krylov-Bogolyubov approximations that simplify the

calculation of the dynamics are discussed, along with the conditions under which

they apply. Finally, A. Karabanov’s fast simulation algorithm is outlined.

5.2 MAS Cross Effect Hamiltonian & Simulation

The form of the MAS CE Hamiltonian is the same as for the static case (EQ. 2.12),

but with time-dependent interaction parameters due to the sample spinning. In the

microwave rotating frame it is given by

𝐻̂ = ∆1(𝑡)𝑆1𝑧 + ∆2(𝑡)𝑆2𝑧 + 𝜔I

∑︁
𝑘

𝐼𝑘𝑧...

+𝐷(𝑡)(2𝑆1𝑧𝑆2𝑧 −
1

2
𝑆1+𝑆2− − 1

2
𝑆1−𝑆2+)...

+
∑︁
𝑘<𝑘′

𝑑𝑘𝑘′(𝑡)(2𝐼𝑘𝑧𝐼𝑘′𝑧 −
1

2
𝐼𝑘+𝐼𝑘′− − 1

2
𝐼𝑘−𝐼𝑘′+)...

+
∑︁
𝑗

∑︁
𝑘

(𝐴𝑗𝑘(𝑡)𝐼𝑘𝑧 +
𝐵𝑗𝑘+(𝑡)

2
𝐼𝑘+ +

𝐵𝑗𝑘−(𝑡)

2
𝐼𝑘−)𝑆𝑗𝑧...

+
∑︁
𝑗

𝜔1

2
(𝑆𝑗+ + 𝑆𝑗−).

(5.1)

The offsets ∆1,2(𝑡) are defined by isotropic (∆0) and anisotropic (∆(𝑔)
𝑗 (𝑡)) terms. The

isotropic part ∆0 = 𝜔̄S𝑗 − 𝜔𝜇w is the offset between the average electron Larmor

frequency (𝜔̄S) and the microwave frequency (𝜔𝜇w). It is equivalent to the offset in

the static case. The anisotropic term depends on the principal components of the

electrons’ 𝑔-tensors and their orientation with respect to the other electron (refer to

FIG. 5-1). Its time dependence arises due to the variation of the angle between the

𝑔-tensor’s principal axis system (PAS) and 𝐵0 as the sample rotates.
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FIG. 5-1 shows a typical setup of a MAS system. The static field is conventionally

oriented along the lab frame 𝑧-axis, and forms the magic angle (𝜃M = arccos(1/
√

3))

with the spinning axis of the MAS rotor. The MAS rotor spins at the MAS frequency

𝜈MAS. For CE DNP to be effective, pairs of electrons (𝑒1 & 𝑒2) participating in the

CE must have differently aligned PAS. In FIG. 5-1, the electrons show the ideal ori-

entation of the principal axes in bTbk, a commonly used MAS DNP biradical [86].

Unless otherwise specified, all simulations have this orientation of the principal axes

with respect to each other.

B0

θM

νMAS

zPAS1

xPAS1
yPAS1

e1

yPAS2

zPAS2

xPAS2

e2

Figure 5-1: Typical MAS DNP setup. The sample is spun at a frequency 𝜈MAS at
the magic angle (𝜃M) with respect to the static field, with 𝐵0 conventionally pointing
along the lab frame 𝑧-axis. 𝑒1 and 𝑒2 show the ideal orientation of the principal axes
in the bTbk molecule, a commonly used MAS DNP biradical [86].

Just as in the static case, the equation of motion in MAS DNP is given by the dissi-

pative Lindblad master equation (EQs. 2.8 & 2.9). However, despite static and MAS

DNP looking almost identical on paper, the mechanisms leading to DNP and the

implementation of the master equation in simulations are very different. In MAS the

time dependence of the Hamiltonian leads to time dependent eigenvalues (the energy

levels), which vary periodically with the rotor motion. These changes in the energy

levels lead to avoided level crossings, which in turn give rise to new ways of polarisa-

tion exchange that are not present in the static case. Furthermore, in MAS DNP an

additional time scale must be taken into account, the rotor period. The rotor period is
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for example pertinent to the dissipators representing relaxation, which can be taken to

be time-independent because the fluctuations in the Hamiltonian due to interactions

with the environment (leading to relaxation), occur on a much faster time scale (on

the order of 𝜔I or 𝜔S, MHz to GHz) than the rotor period (on the order of 10’s of kHz).

The time dependence of the Hamiltonian also changes the way in which MAS DNP

is simulated. The first distinction is that in MAS it is necessary to take into account

the powder average, since at different points in the rotor period different orientations

of a molecule contribute to the enhancement. The first step is therefore to define a

powder averaging protocol. In this and the following chapter, the protocol used is

"circle" in 𝛼 and "repulsion" in 𝛽 & 𝛾, where the angles are given in 𝑧𝑦𝑧 Euler nota-

tion. The repulsion method [104, 105] is highly efficient and converges for a minimal

number of crystallite orientations, which drastically reduces simulation time. It is

so named because it is based on fictive inter-crystallite repulsive forces that, by an

iterative process, evenly distribute a chosen number of points on a sphere. Unless

stated otherwise, 72 angles are averaged, 6 in 𝛼 and 12 in 𝛽 & 𝛾.

The next step is to build the time- and orientation- independent Lindbladians and the

relaxation superoperator in the Zeeman frame so that these are not re-calculated with

each powder and time step loop. Then, the powder loop is started. For each iteration

of the loop, the re-oriented spin geometry in the lab frame is calculated. This is then

the starting geometry for the rotor loop. Only the electrons and core nuclei need to

be powder re-oriented, since the bulk is assumed to be a uniform random distribution

of spins. In the rotor loop, the Hamiltonian is piece-wise integrated with time steps

small enough that the Hamiltonian can be taken to be constant. For each time step

the interaction parameters are re-calculated and the time-dependent Liouvillian built.

This is then added to the time-independent Liouvillian defined outside the rotor loop

to create the propagator for the current loop. Once the desired number 𝑛 of rotor

periods has been reached, the polarisation dynamics from the current powder orien-

tation are added to those of the previous powder angles and the next powder loop
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is started. Finally, after the powder loop is finished, the average of the polarisation

dynamics over all powder angles is taken. A good summary of MAS NMR simulation

is given in REF. [106].

The piece-wise integration of the Hamiltonian to create a propagator 𝑀̂ that is rep-

resentative of the entire rotor loop is possible because the model MAS DNP master

equation given by EQs. 5.1 & 2.9 is a linear system with periodic coefficients in

Liouville space. The periodic (stroboscopic) dynamics can therefore be described by

a system with constant coefficients. Such an approach has already been taken by

Mentink-Vigier et al. in REF. [26]. Let the density matrix after 𝑛 rotor periods (𝑇r)

be given by 𝜌(𝑛𝑇r). If the stroboscopic dynamics can be represented by a system with

constant coefficients, then 𝜌(𝑛𝑇r) can written in terms of the initial density matrix

𝜌(0) and the periodic propagator 𝑀̂ :

𝜌(𝑛𝑇r) = e𝑛𝑀̂𝑇r𝜌(0). (5.2)

Although the equation looks simple, finding the propagator 𝑀̂ is not easy, and often

requires numerical methods, even for small systems. This is where the piece-wise

integration comes in. If the rotor period is divided into small time intervals in which

the MAS Hamiltonian can be assumed to be constant, 𝑀̂ can be found by multiplying

the propagator for each time step with the propagators from the previous time steps,

resulting in the propagator 𝑀̂ describing the dynamics throughout the entire rotor

period. For each powder angle, 𝑀̂ is calculated once only, and the dynamics over

many periods are calculated with EQ. 5.2.

5.2.1 Polarisation Events

In the static case, population exchange between the Zeeman eigenstates is due to

flip-flops by the hyperfine and dipolar interactions. The microwave irradiation also

plays a role and the polarisation transfer is dependent on the CE resonance condition

|𝜔S1 − 𝜔S2| ∼ 𝜔I being met. For polarisation transfer to be efficient, the microwave
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irradiation should additionally be on resonance with one of the electrons. In the

MAS case, Zeeman eigenstates are coupled by the time dependence of interaction

parameters. If conditions are right, polarisation can be transferred during an avoided

level crossing via non-adiabatic quantum jumps known as rotor events. Rotor events

are generally temporally well-separated and occur at specific times in the rotor period,

determined by the electron offsets ∆𝑗(𝑡). Three events lead to the CE mechanism

being active in MAS DNP:

∙ microwave events: lead to microwave saturation of one of the two electron

spins when ∆𝑗(𝑡) = 0. This can happen for medium values of the isotropic

microwave offset ∆0, which can then periodically be matched by the time-

dependent anisotropic offset ∆
(𝑔)
𝑗 (𝑡). Microwave events maximise the polari-

sation difference between electrons as the large 𝑔-tensor anisotropy typical of

CE biradicals causes them to occur at different times for each electron.

∙ electron events: lead to polarisation exchange between pairs of electrons when

their offsets are equal: ∆(𝑡) = ∆1(𝑡) − ∆2(𝑡) = 0. The polarisation transfer is

mediated by the electron dipolar interaction.

∙ CE events: transfer the electron polarisation difference to a nucleus via CE

triple spin flips when |∆(𝑡)| = 𝜔I.

Under the right conditions, all three events demonstrate non-adiabatic jump-like be-

haviour, allowing the use of approximation methods that significantly reduce simula-

tion time. They are furthermore all reversible, and can be represented by a unitary

operator. The periodic polarisation dynamics that lead to enhancement are therefore

a consequence of irreversible processes, engendered by dissipation, accumulating over

many periods.

To examine in more detail the effect of rotor events on the polarisation dynamics, it

is instructive to look first at the simplest CE system: two coupled electrons and a

nucleus coupled to 𝑒1 only. For the sake of simplicity, only spin interactions causing
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transitions will be considered initially. These are the flip-flop (𝑆1±𝑆2∓) part of the

electron dipolar interaction and the nuclear flip part of the pseudo-secular hyperfine

interaction (𝐼±𝑆1𝑧). The Zeeman term causing splitting of the energy levels into 8

product states is also kept. In the discussion that follows, the product states are given

by |𝑒1 𝑒2 𝑛⟩.

Microwave events

When 𝑒1 is saturated at ∆1(𝑡) = 0, its up and down orientations within the four pairs

of states

(|↑ ↑↑⟩ , |↓ ↑↑⟩), (|↑ ↓↑⟩ , |↓ ↓↑⟩),

(|↑ ↑↓⟩ , |↓ ↑↓⟩), (|↑ ↓↓⟩ , |↓ ↓↓⟩),

become equivalent. Microwave irradiation of the first electron (𝜔1𝑆1𝑥) causes population-

equalising mixing in the pairs, thereby saturating it. When ∆2(𝑡) = 0, the microwave

term of the second electron (𝜔1𝑆2𝑥) causes mixing of states that differ only in the ori-

entation of 𝑒2, and 𝑒2 is saturated. The population exchange between pairs of states

occurs when |∆𝑗(𝑡)| ≪ |𝜔1|, and is non-adiabatic if ∆̇𝑗(𝑡) ̸= 0. The former must be

the case for the microwave irradiation to be able to cause mixing between states. If

the latter is true, the system is far from a stable point (refer to the discussion after

EQ. 5.3) and the level crossing is very rapid, with no change of polarisation before

or after the event. As will be elaborated in Section 5.4, the jump-like nature of the

events is well-described within the framework of Landau-Zener transitions.

Electron events

When the two electron offsets match (∆(𝑡) = 0), the up-down and down-up orien-

tations of the electrons have the same energy within the two pairs of states whose

nuclear orientation is the same:

(|↑↓ ↑⟩ , |↓↑ ↑⟩), (|↑↓ ↓⟩ , |↓↑ ↓⟩).
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In this case, state mixing is mediated by the flip-flop part of the electron dipolar inter-

action (−1
2
𝐷(𝑡)[𝑆1+𝑆2− + 𝑆1−𝑆2+]) and leads to an exchange of polarisation between

the electrons. The exchange can occur when |∆(𝑡)| ≪ |𝐷(𝑡)|, and again ∆̇(𝑡) ̸= 0

is required for the system to rapidly cross the mixing interval and experience a non-

adiabatic jump of the electron polarisation difference.

Both electronic jumps rely on the large amplitudes of the offsets ∆𝑗(𝑡) & ∆(𝑡) and

their time derivatives with respect to the microwave irradiation and electron dipolar

coupling to ensure that the quantum jumps are of a non-adiabatic nature. The

large difference in amplitudes arises due to the large 𝑔-anisotropy of the electrons,

particularly at high magnetic fields and relatively high MAS frequencies.

CE events

When the electron offset difference is matched by the nuclear Larmor frequency,

CE triple spin flips mediated by the combined effect of the flip-flop electron dipolar

interaction (−1
2
𝐷(𝑡)[𝑆1+𝑆2− + 𝑆1−𝑆2+]) and the pseudo-secular hyperfine interaction

(1
2
[𝐵1+(𝑡)𝐼+ +𝐵1−(𝑡)𝐼−]𝑆1𝑧) lead to mixing of one of the pairs of states

(|↑↓↓⟩ , |↓↑↑⟩), (|↑↓↑⟩ , |↓↑↓⟩),

where the pair on the left corresponds to ∆(𝑡) = 𝜔I and the pair on the right corre-

sponds to ∆(𝑡) = −𝜔I. Again, non-adiabaticity of this transition requires ∆̇(𝑡) ̸= 0,

and the transition can only occur when |∆(𝑡)| ≪ |𝐷(𝑡), 𝐵(𝑡)|. Just as in the static

case, the triple spin flip 𝑆1+𝑆2−𝐼+ is not present in the Hamiltonian and drops out

of Krylov-Bogolyubov averaging of the CE transition dynamics. The averaging pro-

cedure produces an effective dynamics within a two-level system that can accurately

be treated with Landau-Zener theory.
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5.3 Energy Level Diagram

Figure 5-2: Caption on next page.
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Figure 5-2: Simulation of a basic 3-spin (𝑛 − 𝑒1 − 𝑒2) single crystallite system. The
proton is coupled only to 𝑒1. The principal components of the electron 𝑔-tensors are
𝑔𝑋 = 2.009, 𝑔𝑌 = 2.006 & 𝑔𝑍 = 2.002. PAS1 & PAS2 are oriented as in FIG. 5-1
and the initial Euler angles of the system in the lab frame are (𝜋/3, 𝜋/6, 0) in 𝑧𝑦𝑧
notation. The 𝑒 − 𝑒 distance is 1.22Å, similar to that of bTbk [86]. The 𝑒1 − 𝑛
vector is [sin(𝜋/3), 0, cos(𝜋/3)]×0.3Å. The physical parameters are 𝐵0 = 14.1T,
𝑇 = 100K, 𝑅1e = 103s−1, 𝑅2e = 104s−1, 𝑅1n = 0.1s−1, 𝑅2n = 103s−1, 𝜈MAS = 5kHz,
∆0 = 650MHz, 𝜔1 = 0.6MHz. The three panels show the dynamics within a period.
The top panel shows the 8 energy levels of the system, the central panel shows the
offsets ∆1(𝑡), ∆2(𝑡) & ∆(𝑡) and the bottom panel shows the polarisation dynamics
within the first period. The 3 horizontal lines in the middle panel denote 0 & ±𝜔I.
Vertical lines connect moments in time across the three panels at which a polarisation
exchange takes place.

FIG. 5-2 shows the time dependence of the energy levels (top panel), the time de-

pendence of the offsets ∆1(𝑡), ∆2(𝑡) & ∆(𝑡) (middle panel), and the polarisation

dynamics (bottom panel) within the first period for a single crystallite 3-spin system.

To simplify the dynamics, the nucleus is coupled to 𝑒1 only. The relevant physical

and geometric parameters are in the figure caption. Starting from the highest energy,

the energy levels in the top panel are as follows (in |𝑒1 𝑒2 𝑛⟩ notation): dark blue =

|↑↑↑⟩, orange = |↓↑↑⟩, yellow = |↑↑↓⟩, green = |↓↑↓⟩, purple = |↑↓↑⟩, light blue =

|↓↓↑⟩, red = |↑↓↓⟩, dark blue = |↓↓↓⟩. Although not visible in this figure, matching

of the energy levels is not exact due to perturbations caused by off-diagonal hyperfine

interaction, dipolar, and microwave terms. In the central panel, the 3 horizontal lines

show 0 & ±𝜔I. Polarisation exchanges happen when the offsets cross one of these lines

(as shown by the dots). Blue and orange dots indicate microwave events at ∆𝑗(𝑡) = 0,

when one of the electrons becomes saturated. For 𝑒1, the matching pair of states is

|↑↑↓⟩ ↔ |↓↑↓⟩ and for 𝑒2 it is |↓↓↑⟩ ↔ |↓↑↑⟩. Magenta dots show electron events

at ∆(𝑡) = 0, when the two electrons switch polarisation. For these events the pairs

|↑↓↓⟩ ↔ |↓↑↓⟩ and |↓↑↑⟩ ↔ |↑↓↑⟩ experience an avoided level crossing. Finally, yellow

dots indicate CE events, in which the polarisation difference between the electrons is

transferred to the nucleus. At these times ∆(𝑡) = ±𝜔I and the pair of energy levels

exchanging is |↓↑↓⟩ ↔ |↑↓↑⟩. There is also a solid effect transition at ∆1(𝑡) = 𝜔I.

However, since the SE transition (∼ |𝜔1𝐵(𝑡)|/|𝜔I|) occurs on a much slower time scale

127



than the CE transition (∼ |𝐷(𝑡)𝐵(𝑡)|/|𝜔I|), it is much less effective in the short jump

period and makes a negligible contribution to the polarisation.

5.4 Approximations to the Master Equation

One of the inherent limiting factors of any large-scale DNP simulation is the exponen-

tial complexity scaling of state space with system size. For MAS simulations this is

exacerbated by the need to track parameters over time. However, the non-adiabatic

nature of the polarisation jumps in most relevant cases, means that dynamics within

a rotor period can be calculated using Landau-Zener theory. Subsequent long-time

dynamics can then be calculated stroboscopically at the end of each rotor period

using an average propagator [26, 100]. Combined, these two powerful approxima-

tions greatly simplify the dynamics, allowing simulation of many-body systems. The

Landau-Zener approximation [60, 61] in particular is useful because it relies only on

probabilities of transitions between two relevant levels, which can be calculated very

efficiently. However, since there is no direct 2-level transition describing CE transi-

tions in the Hamiltonian, the CE dynamics must be Krylov-Bogolyubov averaged to

obtain an effective Hamiltonian that is suitable for the Landau-Zener approximation.

Initially, the simplest 3-spin system with only the indispensable interactions will be

studied and the importance of fast coherent decay emphasised. This is later expanded

to include more nuclei and the secular hyperfine interaction.

The Landau-Zener theory for two-level systems was already introduced in the Theory

Toolbox (Chapter 2). In the following it is applied specifically to the rotor events in

MAS.

5.4.1 Non-adiabaticity and Coherent Decay of Electron Events

The adiabaticity of rotor events depends on the instantaneous values of the interac-

tions & offsets, and the spin relaxation rates. The former define the magnitudes of

the jumps, whereas the latter describe relaxation to thermal equilibrium (longitudi-
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nal relaxation) and the decay of quantum coherences (transverse relaxation). MAS

tends to decrease transverse relaxation rates as it averages out homogeneous broad-

ening. Though this is good for increased resolution, it removes one of the relaxation

mechanisms from 𝑇2, which then depends primarily on field inhomogeneity and less

on spin-spin interactions, and is therefore slower. Coherences are then more likely to

persist over multiple jump events and introduce a random phase to the dynamics. If

the coherences are strong enough, different pairs of states participate in a jump event

than predicted by Landau-Zener theory, with different rates. The longitudinal relax-

ation also plays an important role. A very short 𝑇1e prevents the electrons from being

brought out of equilibrium, thus quenching DNP since no polarisation difference is

created between them. Very long 𝑇1e on the other hand means that the system never

resets, and eventually both electrons are saturated, again quenching DNP.

The interval 𝜏 in which 𝛿(𝑡) ≪ Ω(𝑡) and mixing can occur (refer to Section 2.6 for

a definition of the detuning 𝛿(𝑡) and the mixing rate Ω(𝑡)), is calculated from the

Taylor expansion of 𝛿(𝑡) near the jump at 𝑡 = 𝑡0:

|𝛿(𝑡)| ∼ |𝛿̇(𝑡0)
[︀
𝑡− 𝑡0

]︀
| ∼ Ω(𝑡0),

where the first term of the expansion disappears since 𝛿(𝑡0) ∼ 0, and 𝛿(𝑡) must be

∼ Ω(𝑡0) near the crossing for an exchange to take place. The mixing interval 𝜏 is

therefore given approximately by

𝜏 = |𝑡− 𝑡0| ∼
Ω(𝑡0)

𝛿̇(𝑡0)
. (5.3)

At a stable point 𝛿̇(𝑡0) = 0 and the mixing interval is undefined, since it is impossible

for the mixing rate to overcome the energy gap. When the system is far from a stable

point, 𝜏 is short because 𝛿̇(𝑡0) is large, and transitions that take place must have a

jump-like nature. When 𝜏 is large, transitions need not be adiabatic to take place

within the mixing interval.

For the Landau-Zener approximation to be valid, spin relaxation should be negligible
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within 𝜏 and the various jump events should be well separated in time:

|Ω(𝑡0)|
𝛿̇(𝑡0)

max{𝑅1e, 𝑅2e} ≪ 1,
|Ω(𝑡0)|
𝛿̇(𝑡0)

≪ |𝑡+ − 𝑡−|, (5.4)

respectively, where 𝑅1e & 𝑅2e are characteristic electron relaxation rates and 𝑡± are

the time shortly before and after the non-adiabatic event. Together, these two condi-

tions ensure that dynamics remain incoherent and are not characterised by a random

phase. Applying EQ. 5.4 directly to the electron spin transitions, the non-adiabaticity

condition is given by

max

{︂ |𝜔1|
|∆̇𝑗(𝑡0)|

,
|𝐷(𝑡0)|
|∆̇(𝑡0)|

}︂
≪ min

{︂
2𝜋

10𝜈MAS

, 𝑇2e

}︂
. (5.5)

The factor of 10 arises because (as seen in FIG. 5-2) there are ∼10 events within a

rotor period of 𝑇r = 2𝜋/𝜈MAS. The restrictiveness of this and the remaining condi-

tions of the fast simulation algorithm will be discussed in Section 5.5.

For the CE transition, finding the adiabaticity and coherence conditions is not so

simple, as it is not a direct 2-level process. In order to bring it into a form appropriate

for Landau-Zener treatment, the time-dependent Hamiltonian must first be Krylov-

Bogolyubov averaged.

5.4.2 Non-adiabaticity and Coherent Decay of CE Events

This subsection starts by briefly considering the 3-spin energy level diagram first in the

static case and then in the MAS case to determine what terms in the Hamiltonian

contribute to the CE events. Once an appropriate CE Hamiltonian is found, it is

Krylov-Bogolyubov averaged so that the Landau-Zener approximation can be used.

Finally, the Landau-Zener and coherence conditions are given.
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Krylov-Bogolyubov Averaging of CE Events

For a static 3-spin system with the first electron saturated by the microwave irradi-

ation, the four pairs of states differing only in the orientation of 𝑒1 rapidly equalise

(FIG. 5-3). The left hand side of FIG. 5-3 corresponds to the nuclear spin-up state,

and the right hand side to the spin-down state. The top half on the other hand

corresponds to 𝑒2 retaining its thermal polarisation.

ω1Ŝ1x
ba

ω1Ŝ1x

ω1Ŝ1x
d

CE triple spin flip

c
ω1Ŝ1x

Figure 5-3: Schematic of the CE mechanism for a static 3-spin system (|𝑒1 𝑒2 𝑛⟩
notation) with the first electron saturated.

Ideally, the saturation of 𝑒1 should not affect 𝑒2 or 𝑛, which should remain at 𝑝e2 ∼
𝑝e,th = |↑⟩ and 𝑝n ∼ 0 respectively. Saturation of 𝑒1 therefore leads to states 𝑎 & 𝑏 in

FIG. 5-3 dominating over states 𝑐 & 𝑑, since these are the levels in which 𝑒2 remains

polarised. CE triple spin flips 𝑆1+𝑆2−𝐼− subsequently equilibrate the populations of

states 𝑎 & 𝑑. Combined, the saturation and CE flips thus lead to a depopulation of

states 𝑎 & 𝑐, and an increased population of states 𝑏 & 𝑑. The nuclear spin-down

state is therefore enhanced.

One of the key assumptions throughout this chapter is that rotor events are indepen-

dent. Under this assumption, the MAS CE event is well separated from the single

spin microwave event, and at a CE transition |∆𝑗(𝑡)| ≫ |𝜔1|. This means that the mi-

crowave irradiation is ineffective during the CE transition and need not be considered.

Re-examining FIG. 5-3 in the context of MAS, it is clear that the symmetric single
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spin Zeeman order 𝑆1𝑧 +𝑆2𝑧 in EQ. 5.1 is also redundant, as there is no longer a Zee-

man splitting of the electron energies (since at CE events ∆(𝑡) = ∆1(𝑡)−∆2(𝑡) = 0).

It therefore acts trivially on the pairs 𝑎 & 𝑑. Finally, since the double spin electron

Zeeman order 𝑆1𝑧𝑆2𝑧 commutes with the rest of the Hamiltonian, it too can be dis-

carded. The remaining effective CE Hamiltonian is therefore non-secular, 4-level and

2-spin, where the two electrons have been combined to create one fictitious spin 𝐾̂:

𝐻̂CE = 𝜔I𝐼𝑧 + ∆(𝑡)𝐾̂𝑧 −
𝐷(𝑡)

2
(𝐾̂+ + 𝐾̂−) +

1

2
(𝐵+(𝑡)𝐼+ +𝐵−(𝑡)𝐼−)𝐾̂𝑧,

𝐾̂𝑧 =
1

2
(𝑆1𝑧 − 𝑆2𝑧), 𝐾̂± = 𝑆1±𝑆2∓,

where 𝐵+(𝑡) = 𝐵1+(𝑡) − 𝐵2+(𝑡) is the asymmetry of the pseudo-secular hyperfine

interaction. In the rotating frame of the resonance CE Hamiltonian 𝜔I(𝐼𝑧 + 𝐾̂𝑧), the

effective CE Hamiltonian becomes

𝐻̂ ′
CE = 𝛿(𝑡)𝐾̂𝑧 + e𝑖𝜔I𝑡𝐻̂+ + e−𝑖𝜔I𝑡𝐻̂−,

𝐻̂+ = 𝐻̂†
− =

1

2
[𝐵+(𝑡)𝐼+𝐾̂𝑧 −𝐷(𝑡)𝐾̂+], 𝛿(𝑡) = ∆(𝑡) − 𝜔I,

where 𝐻̂± cause transitions between eigenstates. In high magnetic fields, the Zeeman

splitting dominates over all other interactions, so near the non-adiabatic jump (∆(𝑡) =

𝜔I), |𝜔I| ≫ |𝐷(𝑡)|, |𝛿(𝑡)|, |𝐵(𝑡)|. Krylov-Bogolyubov averaging can therefore be

employed to find the average CE Hamiltonian in the rotating frame, given here to

second order

¯̂
𝐻 ′

CE = 𝛿(𝑡)𝐾̂𝑧 +
1

𝜔I

[𝐻̂+, 𝐻̂−] ∼ 𝛿(𝑡)𝐾̂𝑧 + Ω(𝑡)𝐿̂+ + Ω*(𝑡)𝐿̂−, (5.6)

where

Ω(𝑡) =
𝐷(𝑡)𝐵(𝑡)−

4𝜔I

, 𝐿̂± = 𝐼∓𝐾̂±.

Note that the right hand side of EQ. 5.6 is in the same form as the Landau-Zener

Hamiltonian in EQ. 2.42.
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Given that the detuning in this case is 𝛿(𝑡) = ∆(𝑡), the Landau-Zener probability of

a transition between states is given from EQ. 2.43 as

1 − 𝜖 = e−2𝜋Γ, Γ =
|Ω(𝑡0)|2
|∆̇(𝑡0)|

.

If it is assumed that coherent terms have no effect on the dynamics caused by strong

transverse electron relaxation, the observables before (𝐿̂𝑧) and after (𝐿̂′
𝑧) the transi-

tion are related by ⟨𝐿̂′
𝑧⟩ = (1 − 2𝜖)⟨𝐿̂𝑧⟩, where 𝜖 is the probability of staying in the

same state (no transition). Furthermore, if the fictitious electron Zeeman operator

commutes with the averaged Hamiltonian ¯̂
𝐻 ′

CE, the nuclear Zeeman observable after

the transition (⟨𝐼𝑧⟩′) is given by

⟨𝐼𝑧⟩′ = (1 − 𝜖

2
)⟨𝐼𝑧⟩ +

𝜖

2
⟨𝑆1𝑧 − 𝑆2𝑧⟩ + 2𝜖⟨𝑆1𝑧𝑆2𝑧𝐼𝑧⟩. (5.7)

For experimental reasons, MAS DNP is mostly carried out at relatively high tempera-

tures of > 30K [81]. This means that the initial polarisation is very low (⟨𝑆1𝑧𝑆2𝑧𝐼𝑧⟩ ∼
𝑝2e𝑝n ≪ 1), so the triple spin Zeeman operators 𝑆1𝑧𝑆2𝑧𝐼𝑧 have a negligible effect on

the spin dynamics. The evolution is thus dominated by the polarisation difference

between the electrons, and EQ. 5.7 is well-approximated by

⟨𝐼𝑧⟩′ = (1 − 𝜖

2
)⟨𝐼𝑧⟩ +

𝜖

2
⟨𝑆1𝑧 − 𝑆2𝑧⟩. (5.8)

From EQ. 5.8 it is clear that during a CE rotor event, a nucleus gains the polarisation

difference between electrons at a rate 𝜖/2. If the double quantum case (∆(𝑡0) = −𝜔I)

had been considered rather than the single quantum case, the nucleus would have

had opposite polarisation:

⟨𝐼𝑧⟩′ = (1 − 𝜖

2
)⟨𝐼𝑧⟩ −

𝜖

2
⟨𝑆1𝑧 − 𝑆2𝑧⟩.
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Non-Adiabaticity and Coherent Decay

CE rotor events are characterised by an energy difference 𝛿(𝑡) = ±𝜔I and a mixing

rate Ω(𝑡) = 𝐷(𝑡)𝐵(𝑡)−
4𝜔I

. The CE event analog to EQ. 5.5 is therefore

max

{︂ |𝐵(𝑡0)𝐷(𝑡0)|
4𝜔I∆̇(𝑡0)

}︂
≪ min

{︂
2𝜋

10𝜈MAS

, 𝑇2e

}︂
, (5.9)

which ensures that events are well-separated in time and coherences decay quickly.

Again, it is assumed that 𝑇2e ≪ 𝑇1e, 𝑇1n, 𝑇2n, dominating not only over 𝑒 − 𝑒 and

𝑛− 𝑛 coherences, but also over 𝑒− 𝑛 coherences.

5.4.3 Hyperfine and Nuclear Dipolar Interactions

So far, the simplest single-nucleus CE system containing only interactions that are

directly relevant to the rotor events has been examined. The next step is to incor-

porate further nuclei and interactions. Inclusion of the secular hyperfine interaction

leads to the splitting of spin resonance frequencies of the electron-nuclear interaction,

𝐻̂A =
∑︀

𝑗𝑘 𝐴𝑗𝑘(𝑡)𝐼𝑘𝑧𝑆𝑗𝑧. Extending the system to more nuclei on the other hand

introduces the nuclear dipolar coupling 𝐻̂II = −1
2

∑︀
𝑘<𝑘′ 𝑑𝑘𝑘′(𝑡)(𝐼𝑘+𝐼𝑘′− − 𝐼𝑘−𝐼𝑘′+),

responsible for mediating polarisation exchange between nuclear spins. Both of these

effects become important when spin separations (𝑒− 𝑛 for the former and 𝑛− 𝑛 for

the latter) are small.

Hyperfine Splitting

Given the typically high magnetic fields of MAS DNP and the strong 𝑔-anisotropy of

biradicals, the hyperfine splitting of electron dynamics by 𝐴𝑗𝑘 is generally negligible

[26]. An important exception is the presence of spin-1 14N close to the free radical

electrons in nitroxyl biradicals. Here, the nitrogen and delocalised unpaired electron

from the oxygen are close enough that both the Fermi contact term (otherwise gener-

ally negligible in the context of DNP) and the anisotropic dipole-dipole force must be

taken into account [107]. Depending on the orientation of the 𝑒−14N pair, the secular

hyperfine interaction can take values up to ∼ 100MHz, comparable to the electron
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𝑔-anisotropy in static fields less than 5T.

To account for the 14N spins, the hyperfine splitting electron-nitrogen terms𝐴𝑗(𝑡)𝐽𝑗𝑧𝑆𝑗𝑧

should be included in the electron spin Hamiltonian, where 𝐽𝑗𝑧 are the nitrogen spin

operators. Note that each electron interacts only with the nitrogen in its nitroxyl

group, not with both. Since nitrogen has spin-1, the spin operators are given by the

equally probable scalar projections 𝐽𝑗𝑧 = 0,±1. This means that a nitroxide biradical

has 9 possible combinations of nitrogen orientations, each of which produces different

dynamics. A rigorous simulation should therefore average over all 9 combinations of

𝐽1𝑧 & 𝐽2𝑧, making the simulation time 9 times longer.

Nuclear Exchange

Spin diffusion mediated by the nuclear dipolar flip-flop term 𝐻̂II propagates polari-

sation to nuclei far removed from the electrons. In close proximity to electrons, the

diffusion process is quenched by the hyperfine splitting 𝐻̂A, which creates energy

gaps between the |↑↓⟩ − |↓↑⟩ orientations of the interacting nuclear spin pairs that

are larger than the nuclear interaction strength. However, the proximity of these

nuclei to the electrons also means that their pseudo-secular hyperfine interactions are

strong, and that they tend to be polarised directly by CE events. Spin diffusion is also

quenched by the sample rotation at the magic angle (refer to EQ. 2.13), which tends

to average the dipolar interaction to zero. While this is desirable for high resolution

spectroscopy, it hinders the polarisation from propagating, thus limiting the effect of

DNP. Ways to mitigate this include reducing the MAS spinning frequency so that

fewer interactions are averaged out, or recovering the couplings by applying resonant

RF-pulses [108].

The analytic formulae describing the nuclear spin diffusion process including both

dipolar and hyperfine effects are found by considering a projection of the model sys-

tem given by EQs. 5.1 & 2.9 onto the subspace of two arbitrary nuclear spins Î𝑘, Î𝑘′ .

The two spins are coupled by the nuclear Hamiltonian term 𝐻̂II. For the purpose of
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examining the inter-nuclear exchange, the pseudo-secular interaction, Zeeman split-

ting and Zeeman orders of the nuclear dipolar interaction can be omitted, as these

all commute with the rest of the Hamiltonian. Only the transverse relaxation term

is kept, as the longitudinal term acts equally on both nuclei. The Hamiltonian and

dissipator of this simplified system are thus given by

𝐻̂𝑘𝑘′(𝑡) = 𝑎̂𝑘(𝑡)𝐼𝑘𝑧 + 𝑎̂𝑘′(𝑡)𝐼𝑘′𝑧 −
𝑑(𝑡)

2
(𝐼𝑘+𝐼𝑘′− + 𝐼𝑘−𝐼𝑘′+),

𝑎̂𝑠(𝑡) =
2∑︁

𝑗=1

𝐴𝑗𝑠(𝑡)𝑆𝑗𝑧, 𝑠 = 𝑘, 𝑘′ ,

ˆ̂𝒟𝑘𝑘′ = 𝑅2n[
ˆ̂𝒟(𝐼𝑘𝑧) +

ˆ̂𝒟(𝐼𝑘′𝑧)].

(5.10)

The 𝑧-component of the total nuclear spin 𝐼𝑧 = 𝐼𝑘𝑧 + 𝐼𝑘′𝑧 commutes with 𝐻̂𝑘𝑘′ and

therefore does not participate in the exchange process or dissipation. The effective

exchange dynamics are therefore 2-level and fully described in terms of the fictitious

operators

𝐾̂𝑧 =
1

2
(𝐼𝑘𝑧 − 𝐼𝑘′𝑧), 𝐾̂± = 𝐼𝑘±𝐼𝑘′∓

(note the similarity to the treatment of the CE Hamiltonian). This leads to an

effective Hamiltonian

¯̂
𝐻𝑘𝑘′(𝑡) = 𝑎̂(𝑡)𝐾̂𝑧 − 𝑑(𝑡)𝐾̂𝑥

𝑎̂(𝑡) = 𝑎̂𝑘(𝑡) − 𝑎̂𝑘′(𝑡).

𝑎̂(𝑡) is operator-valued due to the electron spins 𝑆𝑗𝑧 in the 𝑎̂𝑠(𝑡) terms of EQ. 5.10,

which have eigenvalues of ±1/2. The magnitude of 𝑎̂(𝑡) in the effective Hamiltonian

therefore depends on the orientation of the electrons and can take 4 different val-

ues. However, since the sign of 𝑎̂(𝑡) bears no consequence on the exchange dynamics,

only two effective values need be considered, and the dynamics averaged over only

these two values. At typical experimental conditions of 𝑇 ∼ 90K and 𝐵0 < 20T,

the electron spin polarisations are 𝑝e ∼ 0.1 (EQ. 2.3). The probability of finding the

electrons in the up or down state is then given by 1
2
(1 ± 𝑝e) ∼ 0.45 or 0.55 ∼ 0.5, so
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the electronic up and down states are more or less equally probable. It is therefore

possible to take an equally weighted average over the two values of 𝑎̂(𝑡). Note that

this is no longer true for Cryo-MAS at 30K, where 𝑝e ∼ 0.3.

Assume that one of the two 𝑎̂(𝑡) values is chosen. The dissipator acts on the spin

components as

ˆ̂𝒟𝐾̂𝑧 = 0,
ˆ̂𝒟𝐾̂± = −𝑅2n𝐾̂±,

and the effective master equation in the subspace of the two nuclei then describes the

free decay of the spin observables ⟨𝑝𝛼(𝑡)⟩, 𝛼 = 𝑥, 𝑦, 𝑧 obeying the Bloch equations

𝑝̇𝑥(𝑡) = −𝑎̂(𝑡)𝑝𝑦(𝑡) −𝑅2n𝑝𝑥(𝑡),

𝑝̇𝑦(𝑡) = 𝑎̂(𝑡)𝑝𝑥(𝑡) + 𝑑(𝑡)𝑝𝑧(𝑡) −𝑅2n𝑝𝑦(𝑡),

𝑝̇𝑧(𝑡) = −𝑑(𝑡)𝑝𝑦(𝑡),

(5.11)

where 𝑎̂(𝑡) and 𝑑(𝑡) have zero time-averages. In the Bloch notation, 𝑝𝑧(𝑡) = ⟨𝐾𝑧⟩
characterises the decay of the polarisation difference between two nuclei i.e. the po-

larisation equilibration process between each pair of nuclear spins. In addition to the

spin diffusion process, there are also coherent dynamics in the form of the transverse

terms 𝑝𝑥,𝑦(𝑡) = ⟨𝐾𝑥,𝑦⟩, generated by the nuclear flip-flop orders.

The value of 𝑎̂(𝑡) dictates whether detailed analysis of EQ. 5.11 is possible. It

is common in MAS DNP to use partially deuterated glassy matrices to mitigate

fast nuclear relaxation [17]. Two common solvents are the so-called DNP juice (𝑑8-

glycerol/D2O/H2O, 60:30:10%) and 𝑑6-dimethyl sulfoxide/H2O [17]. In DNP juice,

the average nuclear separation is 6.18Å (including 3% residual protons from the

deuterated glycerol and water, and if it is assumed that all nuclei are equally dis-

tributed in a cubic lattice). This leads to an average minimum dipolar interaction

between neighbours of around 6Hz and an average maximum of around 660Hz. These

values of 𝑑 were calculated by averaging over 1e4 realisations of a 100 spin system
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with an 𝑛 − 𝑛 separation of (6.18 + 5%)Å and forming a random angle 𝜃 with the

static magnetic field (refer to EQ. 2.13). The secular hyperfine interaction, and con-

sequently 𝑎̂(𝑡), on the other hand can take on a much broader range of values. The

secular hyperfine interaction was calculated in shells of distance (2.8 +𝑛s6.18+ 5%)Å

from an electron, where 𝑛s is the shell number. 𝑛s = 0 corresponds to the average

𝑒 − 𝑛 separation of the structural protons of bTbk [109]. In each shell, the average

difference in the secular hyperfine interaction was calculated for 1e4 random pairs

forming a random angle 𝜃 with the static magnetic field (refer to EQ. 2.14), and with

both electrons oriented in the same direction. In the first shell the average difference

is on the order of 10’s of MHz, in the second 𝑎̂(𝑡) is in the high 100’s of kHz, the

third shell has 𝑎̂(𝑡) in the low 100’s of kHz, and in the fourth it is 10’s of kHz. Even

with such a low concentration of nuclei (13%), the 𝑎̂(𝑡) term dominates for nuclei in

close proximity to the electrons. Too large of a separation between 𝑎̂(𝑡) and 𝑑(𝑡) &

𝑅2n however renders a detailed analysis of EQ. 5.11 impossible. This work will there-

fore focus on low proton concentration solvents such as DNP juice. For reference,

the equivalent values of 𝑎̂(𝑡) in a water/glycerol sample (with an 𝑛− 𝑛 separation of

2.5Å), are (starting from the second shell) mid MHz, low MHz, and 100’s kHz.

Stroboscopic Nuclear Dynamics

The electron stroboscopic dynamics are calculated from the average propagator 𝑀̂

that describes the dynamics within a rotor period. This is however not possible for

the nuclei, whose polarisation dynamics are much slower. A different approach must

therefore be taken.

If the condition

𝑑2max𝑇r ≪ 𝑅2n (5.12)

is met, then
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𝑝𝑧(𝑛𝑇r + 𝑡) ∼ 𝑝𝑧(𝑛𝑇r), 𝑡 ∈ [0, 𝑇r],

where 𝑑max is the maximum nuclear dipolar interaction and 𝑛𝑇r is the 𝑛th rotor

period. In other words, the inter-nuclear exchange has a negligible effect on the nu-

clear spin dynamics within a rotor period. It is therefore possible to coarse-grain

the dynamics and describe them stroboscopically. For typical spinning frequencies of

𝜈MAS <100kHz, typical 𝑅2n of 5000s−1 at 100K [25, 26], and an average maximum

dipolar interaction of 660Hz (as calculated above), the condition in EQ. 5.12 is easily

satisfied.

A further simplification to the dynamics can be achieved by calculating the nuclear

exchange rate numerically. For any given spin pair, the effective nuclear exchange

rate 𝑟𝑘𝑘′ can be found by fitting a monoexponential to the stroboscopic dynamics:

𝑝𝑘,𝛼(𝑛𝑇r) ∼ 𝑝𝑘,𝛼(0)e−𝑟𝑘𝑘′𝑛𝑇r , 𝛼 = 𝑥, 𝑦, 𝑧.

This numerical scheme involves only 3 × 3 operators and is therefore highly efficient.

The nuclear polarisation of the 𝑘th spin after the 𝑛th MAS period is then

𝑝
(𝑛)
𝑘 = 𝑝

(𝑛)
𝑘 +

1

2

∑︁
𝑘<𝑘′

(1 − e−𝑟𝑘𝑘′𝑇r)(𝑝
(𝑛)
𝑘′ − 𝑝

(𝑛)
𝑘 ). (5.13)

EQ. 5.13 is the correction to the stroboscopic nuclear polarisation calculated by the

purely incoherent Landau-Zener approximation (𝑝(𝑛)𝑘 ). It takes into account the nu-

clear dissipation that acts over many periods and modulates the polarisation exchange

between two nuclei by their polarisation difference.

The incoherence condition for the nuclear dynamics is

𝜈MAS

2𝜋
≪ 𝑅2n ≪ | ˙̂𝑎𝑘𝑘′(𝑡)|

|𝑑𝑘𝑘′(𝑡)|
,

when the detuning 𝑎̂(𝑡) is zero.
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5.5 Incoherent Decay in Landau-Zener Theory

For the Landau-Zener approximation to be valid, coherences must decay quickly, par-

ticularly those generated by electronic spin-spin relaxation. If 𝑇2e is longer than the

characteristic temporal separation between rotor events, quantum coherences per-

sisting over multiple events affect the magnitude of the polarisation jump. Since

coherences are highly dependent on the energy difference 𝛿(𝑡), and between jumps

𝛿(𝑡) dominates over the mixing rate, a slow 𝑇2e decay introduces a random phase to

the dynamics. This random phase accumulates between jumps and, in conjunction

with the fact that different pairs of states now participate in the non-adiabatic jumps

with different transition rates, makes the application of the Landau-Zener approxi-

mation impossible.

If however coherences decay quickly, i.e. the relaxation time is much shorter than the

inter-jump length (𝑇2e ≪ 2𝜋/10𝜈MAS), then the coherent terms rapidly decay between

jumps and can be neglected as they have here. Combined, the three conditions

1. Incoherent dynamics:

𝑇2e ≪
2𝜋

10𝜈MAS

,

2. Microwave and electron events:

max

{︂ |𝜔1|
|∆̇𝑗(𝑡0)|

,
|𝐷(𝑡0)|
∆̇(𝑡0)|

}︂
≪ min

{︂
2𝜋

10𝜈MAS

, 𝑇2e

}︂

3. And CE events:

max

{︂ |𝐵(𝑡0)𝐷(𝑡0)|
4𝜔I∆̇(𝑡0)

}︂
≪ min

{︂
2𝜋

10𝜈MAS

, 𝑇2e

}︂
,

lead to purely incoherent spin dynamics represented by a sequence of non-adiabatic

Landau-Zener transitions.
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5.5.1 Application of the Incoherence Conditions

In this section, approximate values for the microwave, electron and CE transition

times are calculated for the model system in FIG. 5-2 to evaluate how restrictive the

incoherence conditions are.

The derivative of the two electron offsets at the microwave exchange (𝜕∆𝑗(𝑡0)/𝜕𝑡) is

on the order of 1.3e13s−2, comparable to values obtained by Thurber & Tycko [100].

The dipolar and pseudo-secular hyperfine interactions are approximately 0.1GHz and

10MHz respectively at the transitions, leading to a transition time of a few nanosec-

onds, while the rotor period is on the order of 10’s of microseconds and the electron

𝑇2e can be expected to be on the order of microseconds [100]. The CE incoherence

condition is therefore easily satisfied. It remains satisfied at spinning frequencies of

up to 100kHz, though at such high frequencies the first condition is violated, and

electron coherences do not have time to decay between events.

The two electron saturation transition times are on the order of tens of nanoseconds

and the electron polarisation exchange is on the order of 0.5𝜇s. The electron exchange

is quite slow compared to the electron 𝑇2e relaxation, which is why the transitions in

FIG. 5-2 are quite smooth.

5.5.2 Dynamics in One Rotor Period

To understand better the effect of violating the incoherence conditions, it is instruc-

tive to examine the electron and nuclear dynamics within a single rotor period (FIG.

5-4). The parameters are given in the caption of FIG. 5-2. The additional proton is

located at [cos(𝜋/3), 0, sin(𝜋/3)]× 0.6Å from 𝑒1. Dynamics are shown in the 9th ro-

tor period, by which time the electrons have reached their stroboscopic steady state.

Once they reach their stroboscopic steady state, the microwave and electron events

are compensated by 𝑇1e and the electrons no longer change polarisation between rotor

periods (though they change polarisation within a period) [110]. Many more periods
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are required for the protons to reach their stroboscopic state.

142



(a) Electron dynamics for 𝑅2e = 1×103s−1. (b) Proton dynamics for 𝑅2e = 1× 103s−1.

(c) Electron dynamics for 𝑅2e = 1× 105s−1 (d) Proton dynamics for 𝑅2e = 1× 105s−1.

(e) Electron dynamics for 𝑅2e = 1×107s−1. (f) Proton dynamics for 𝑅2e = 1× 107s−1.

Figure 5-4: Effect of 𝑅2e on the electron and nuclear dynamics in a 4-spin system.
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Figure 5-4: Dynamics within the 9th rotor period for the 3-spin system in FIG. 5-2,
the second nucleus is located at [cos(𝜋/3), 0, sin(𝜋/3)] × 0.6Å from 𝑒1.

In FIG. 5-4, the electron (a,c,e) and proton (b,d,f) dynamics are shown for different

values of the electron transverse relaxation. 𝑇2e plays an important role in the tran-

sition dynamics and can either carry coherences between events when it is too slow,

violating the condition 𝑇2e ≪ 2𝜋/10𝜈MAS, or act within a rotor event, making the it

less efficient. In FIGs. 5-4a & 5-4b, 𝑇2e is 1ms, while the rotor period is 2ms. In FIG.

5-4a coherences clearly persist between polarisation events, and as a result the nuclear

dynamics are not smooth, albeit high in polarisation. The fast simulation algorithm

(see Section 5.6) however assumes completely incoherent dynamics and is not able

to capture the effect of the random phase, thus incurring an error. In FIGs. 5-4c

& 5-4d 𝑇2e is 10𝜇s and therefore satisfies the incoherence condition. Although the

polarisation is slightly lower, transitions are sharp and the nuclear dynamics smooth.

For the very short 𝑇2e of 0.1𝜇s in FIGs. 5-4e & 5-4f, the adiabaticity conditions are

violated and the relaxation acts within a transition. The transitions are no longer

sharp and the nuclear polarisation is much lower. The Landau-Zener approximation

no longer applies and again, the fast simulation algorithm (Section 5.6) breaks down.

In all cases, the polarisation of the second nucleus, located further away from the

electron, only becomes appreciable after many more periods.

5.6 Fast Simulation Algorithm

The analytic methods outlined in the previous sections pave the way to a highly ef-

ficient simulation algorithm that requires only the indispensable effective dynamics.

In the following paragraphs the fast simulation algorithm will be outlined and the

conditions for its application specified.

The applicability of the fast simulation algorithm is dependent on a stringent set of

conditions on the electron and nuclear dynamics. The dynamics themselves depend

not only on inherent properties of the spins in question, but also on the experimental
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parameters used. Care must be taken to ensure that the algorithm is used only when

appropriate. The conditions are:

∙ Electrons must reach their stroboscopic steady state before nuclei start their

polarisation dynamics.

∙ With the exception of 14N nuclei in nitroxyl groups, nuclear dynamics do not

affect electronic dynamics. It must be possible to treat the two separately.

(Section 5.4.3)

∙ The dominating mechanism by which nuclear spins gain polarisation from the

electrons is the non-adiabatic Landau-Zener jump that occurs at the CE reso-

nances ∆(𝑡) = ±𝜔I. (Section 5.2.1)

∙ Nuclear quantum coherences (transverse dynamics) have a negligible effect on

the polarisation dynamics and the longitudinal spin-lattice relaxation acts on

time scales much longer than a rotation period. (Section 5.5)

∙ The thermal nuclear polarisation is negligible compared to the electron thermal

polarisation and can therefore be neglected. (Section 5.4.2)

The combination of these assumptions and the analytic equations resulting from the

Landau-Zener and Krylov-Bogolyubov approximations, along with the average prop-

agator provide the basis for the fast simulation algorithm detailed below:

1. Numerically find the instances {𝑡1, ...𝑡𝑚}, 𝑡𝑠 ∈ [0, 𝑇r] of CE resonances ∆(𝑡𝑠) =

±𝜔I.

2. Numerically calculate the polarisation difference of the electrons at the CE

resonances for the stroboscopic stationary state. This requires solving the full

master equation of the pair of electrons for only one rotor period:

𝑃𝑠 = ±1(⟨𝑆1𝑧⟩ − ⟨𝑆2𝑧⟩)∆(𝑡𝑠), ∆(𝑡𝑠) = ±𝜔I.
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3. Calculate the Landau-Zener probability of the non-adiabatic CE jumps for the

𝑘th nucleus at 𝑡 = 𝑡𝑠 by

𝜖𝑠𝑘 = 1 − e−2𝜋Γ𝑠𝑘 , Γ𝑠𝑘 =
𝐷2(𝑡𝑠)|(𝐵1𝑘 −𝐵2𝑘)(𝑡𝑠)|2

16𝜔2
I |∆̇(𝑡𝑠)|

4. Apply the recurrent formula

𝑝𝑠𝑘 = (1 − 𝜖𝑠𝑘
2

)𝑝𝑠,𝑘−1 +
𝜖𝑠𝑘𝑃𝑠

2
, 𝑠 = 1, ...,𝑚 (5.14)

within the rotation period for each nucleus 𝑘 to calculate the nuclear polarisation

before and after the 𝑠th CE transition.

5. Let 𝑝𝑘 ≡ 𝑝𝑛−1
𝑘 be the polarisation of the 𝑘th nucleus after the (𝑛− 1)th rotation

period. The polarisation after the 𝑛th period is then calculated using EQ.

5.14. The nuclear spin lattice relaxation is taken into account by letting 𝑝(𝑛)𝑘 ≡
e−𝑟1𝑇r𝑝𝑘𝑚. The nuclear exchange correction in EQ. 5.13 is applied to the values

𝑝
(𝑛)
𝑘 , leading to the nuclear polarisation 𝑝(𝑛)𝑘 at the end of each period.

6. The algorithm starts from 𝑝
(0)
𝑘 and is repeated for 𝑛 rotations. The evolution

interval is therefore 𝑛𝑇r.

5.7 Comparison to Other Groups

To the author’s knowledge only three other groups have attempted large-scale sim-

ulations of MAS DNP systems. Thurber & Tycko were the first in 2014, followed

by Mentink-Vigier et al. in 2017 [26], and finally Perras & Pruski in 2018 [103].

Thurber & Tycko’s model is the simplest, consisting of 1000 3-spin systems coupled

by the electron dipolar interaction. The aim of the large-scale simulation is to study

the effect of electron spin diffusion on nuclear depolarisation. Each 3-spin system is

simulated using the Landau-Zener formula rather than the full master equation. Al-

though suitable for its purpose, this approach is rather limited, as it cannot take into
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account nuclear spin diffusion for example. Mentink-Vigier et al.’s simulation is much

more versatile. It is based on a reduced Liouville subspace that scales linearly with

system size, and two types of events. These are Bloch-type events, in which relax-

ation process cannot be neglected (generally microwave and intra-molecular dipolar

events) and Landau-Zener transitions, which can be considered to be infinitely sharp

(generally SE, CE and inter-molecular events). They then propose a hybrid Bloch-

Landau-Zener propagator that accounts for both types of events. With this approach

they were able to simulate a 30-point field sweep of a 40 biradical system averaged

over 10 realisations in approximately an hour. They also simulated a single birad-

ical with 400 nuclei (60 core, 340 bulk) in 200s, a 20-fold improvement to the full

LvN approach. Because they take into account Bloch-type transitions, they are not

restricted by the condition of non-adiabaticity which is so crucial to A. Karabanov’s

fast simulation algorithm. Finally, Perras & Pruski have presented a Monte Carlo

approach. They treat electron events with the Landau-Zener formalism, and use low-

order correlations in Liouville space to model the spin diffusion. The Monte Carlo

method is then applied to determine the steady state enhancement factor. Because

they are limited to low-order correlations for the spin diffusion, the frequency range in

which their simulation can be applied is restricted to 2.5 to 50kHz spinning frequen-

cies, and spin diffusion times must be short. Nonetheless they were able to study

the effects of spinning frequency on spin diffusion, and solvent/radical deuteration

on the enhancement for systems as large as 87 spins. The fast simulation algorithm

presented here aims to compete with the algorithm proposed by Mentink-Vigier et

al. in terms of efficiency and applicability.
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Chapter 6

Application of MAS Fast Simulation

Algorithm

Following a similar structure to that of Chapter 4, this chapter presents an in silico

study of the CE under MAS DNP conditions. The first section describes the geome-

try used for simulations. In the second section, the fast algorithm is compared with

the full equation for a 3-spin system. The algorithm is tested as a function of spin-

ning frequency and the electron transverse relaxation rate, and the importance of the

number of integration steps and powder angles is highlighted. In the next section, the

accuracy of the nuclear exchange dynamics is tested on a 4-spin system. The fourth

section then starts to use the simulation algorithm predictively. Here, microwave fre-

quency sweeps are presented for different static magnetic field strengths and spinning

frequencies. Using the optimal microwave offset found from these 3-spin simulations,

the first large-scale simulations comprising all 52 structural protons of bTbk are then

performed for a similar set of parameters. Finally, a 152-spin simulation of all 52

structural protons of bTbk and an additional 100 solvent nuclei is used to examine

in more detail the effect of the proton concentration in the solvent on MAS DNP.
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6.1 bTbk Geometry

So far, the choice of electron geometry has been driven by optimisation considerations

rather than true molecular geometries. This is possible in the static CE because there

one can assume that as long as the concentration of electrons is high enough, sufficient

pairs of electrons match the CE condition and give rise to DNP. In the MAS case,

things are more complicated because of the constant re-orientation of molecules due

to the sample spinning. One of the most popular biradicals used in MAS DNP is

the nitroxide-based bis-TEMPO-bisketal (bTbk) [86]. The bisketal tether holding

together the two TEMPO moieties in bTbk gives it a relatively rigid structure, which

leads to increased enhancement since the electrons re-orient as a pair and retain their

orientations relative to each other. The two TEMPO moieties form a dihedral angle

of 82∘, which is just 8∘ off the ideal 90∘ used in all simulations throughout this chapter

[86]. For some simulations, the exact coordinates of the 52 structural protons and the

two electrons are used. These are taken from REF. [109] and were loaded into the

Spinach GUI (SpinDynamics - Southampton, UK) to calculate spin separations. In

FIG. 6-1a the 52 structural protons (blue) and two nitrogen atoms (red) in bTbk are

shown. 24 of the 52 structural protons come from methyl groups in close vicinity to

the electrons. These are the protons closest to the electrons and on average have an

𝑒− 𝑛c distance of 2.8Å. Since the electrons are delocalised over the oxygen-nitrogen

bond, the average 𝑒− 𝑒 distance is calculated from the centre of the two O-N bonds,

and is ∼1.22nm [107]. The relative orientation of the electron 𝑔-tensor principal

axes is taken from REF. [86] and is shown in the 3D structure of bTbk (FIG. 6-

1b). The principal axis components are 𝑔𝑋 = 2.010, 𝑔𝑌 = 2.006, 𝑔𝑍 = 2.002 [26].

Unless otherwise specified, all simulations have 𝑔-tensor orientations & principal axis

components, and 𝑒− 𝑒 & 𝑒− 𝑛c distances corresponding to those of bTbk.
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(a) bTbk coordinates. (b) 3D structure of bTbk.

Figure 6-1: FIG. 6-1a shows the coordinates of the two nitrogen atoms (red) and 52 struc-
tural protons (blue) in bTbk. The geometry is taken from [109]. FIG. 6-1b shows the 3D
structure of bTbk [86]. For the remainder of this chapter the principal axis systems of the
two electrons will have this orientation with respect to each other.

6.2 Error Testing of the Fast Algorithm

The CE efficiency and non-adiabaticity conditions presented in Chapter 5 all depend

on the electron transverse relaxation rate 𝑅2e and the MAS spinning frequency 𝜈MAS.

The fast simulation algorithm is therefore tested against the full master equation

(EQs. 5.1 & 2.8) as a function of each of these parameters. This section starts

however with a study of two additional sources of error in MAS simulations: the

integration time step and the powder averaging protocol. In this section, simulations

are limited to 24 powder angles (except Section 6.2.2), and only one nitrogen spin

orientation (𝐽1𝑧 = 𝐽2𝑧 = 0). Nonetheless, good agreement is observed between the

fast and full algorithms, although averaging over more powder angles and all nitrogen

orientations may be necessary to match experimental data.
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6.2.1 Integration Time Step

The piece-wise integration of the MAS Hamiltonian used to calculate the dynamics

within a rotor period assumes that the integration time step is short enough that the

Hamiltonian is constant in that time. If this is not the case, this approach is no longer

accurate and the dynamics become random and characterised by a low polarisation.

Simulations with low spinning frequencies require a larger number of time steps to

ensure that they are short enough, whereas simulations with high spinning frequencies

can have fewer steps and still be accurate. This is shown in FIG. 6-2, where the

stroboscopic nuclear steady state polarisation calculated by the full master equation

is plotted for different spinning frequencies as a function of 𝑁 , the number of time

steps. When 𝑁 is large enough, the dynamics converge and the polarisation stays

constant. If 𝑁 is too small however, the polarisation is lower than it should be and

the nuclear dynamics show an unphysical dependence on the integration time step.

Care must therefore be taken when setting up simulations to ensure that the time

step is sufficiently short (𝑁 sufficiently large).
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Figure 6-2: Stroboscopic nuclear steady state polarisation as a function of number of
integration steps for different spinning frequencies. The geometry is similar to that of
bTbk: the 𝑒− 𝑒 distance is 1.22nm, the 𝑒1−𝑛 vector is [

√︀
(2/3), 0,

√︀
(1/3)]×0.3nm.

The proton interacts with 𝑒1 only. The electron 𝑔-tensors are oriented as in FIG. 5-1,
and the initial Euler angles are all 0. The principal components of the electron 𝑔-
tensors are 𝑔𝑋 = 2.010, 𝑔𝑌 = 2.006, 𝑔𝑍 = 2.002. The dynamics are averaged over 24
powder angles, but not over the 9 nitrogen orientations (𝐽1𝑧 = 𝐽2𝑧 = 0). The physical
parameters are: 𝐵0 = 14.1T, 𝑇 = 100K, 𝑅1e = 103s−1, 𝑅2e = 1.7 × 105s−1, 𝑅1n =
0.1s−1, 𝑅2n = 103s−1, 𝜈MAS =0.1kHz to 50kHz, 𝑁=500 to 11000, ∆0 = 650MHz,
𝜔1 = 0.6MHz.

6.2.2 Powder Averaging Protocol

Powder averaging is an essential component of MAS simulations due to the periodic

re-orientation of the interaction parameters as the sample rotates. However, the ne-

cessity for averaging over powder angles also drastically increases simulation time. It

is therefore imperative to choose efficient powder averaging protocols that converge

for a minimal number of powder angles. The powder protocol chosen for most sim-

ulations in this chapter is based on the "repulsion" protocol with 72 powder angles

[104, 105]. Another popular protocol is the ZCW protocol [111, 112, 113].

FIG. 6-3 shows the percent difference between the end nuclear polarisation (of the

3-spin system described in Section 6.2.1) of successive 𝛽, 𝛾 pairs for each 𝛼. The red
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line marks 5% difference. From the figure it is clear that averaging over 6 𝛼 angles

and 𝛽, 𝛾 pairs, leads to convergence below 5% for spinning frequencies ranging from

1kHz to 15kHz.

(a) 𝜈MAS = 1kHz. (b) 𝜈MAS = 5kHz.

(c) 𝜈MAS = 15kHz.

Figure 6-3: Surface plots showing the percent difference between successive averages of
𝛽, 𝛾 pairs for each alpha. FIG. 6-3a: 𝜈MAS = 1kHz, 𝑁 = 7e3, FIG. 6-3b: 𝜈MAS = 1kHz,
𝑁 = 5e3, FIG. 6-3c: 𝜈MAS = 15kHz, 𝑁 = 5e3. The remaining parameters are as in FIG.
6-2.
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6.2.3 Electron Relaxation Rate Scan

FIG. 6-4 shows the stroboscopic nuclear steady state polarisation as a function of

the electronic transverse relaxation for MAS frequencies of 0.1kHz, 5kHz, & 10kHz

calculated with the full (dashed) and fast (solid) algorithms. The error stays below

10% over the entire range of relaxation rates except for very fast relaxation at low

spinning frequency. Lines are to guide the eye only.

Figure 6-4: Stroboscopic nuclear steady state polarisation as a function of the elec-
tron transverse relaxation 𝑅2e for the full (dashed) and fast (solid) algorithms at
𝜈MAS =5kHz & 𝑁 =5e3 (black squares), 𝜈MAS =10kHz & 𝑁 =1e3 (blue triangles)
and 𝜈MAS =0.1kHz & 𝑁 =1e4 (red triangles). See caption in FIG. 6-2 for the system
parameters.

At 𝜈MAS =5kHz, the error between the full and the fast algorithms is negligible over

the entire range of relaxation rates. When 𝜈MAS =10kHz, there is an increase in error

for slow relaxation rates because the incoherence condition in EQ. 5.5 is violated.

When electron relaxation times are long and the rotor period short, coherences do

not have time to decay between rotor events. The dynamics at the events therefore

pick up a random phase which not only tends to decrease the polarisation, but is also

not captured by the fast algorithm, thus incurring an error. The faster the spinning

frequency, the faster relaxation rates must be for the dynamics to remain incoherent.

However, relaxation rates faster than ∼ 106s−1 are not experimentally relevant for

155



the systems studied here [100]. Focus will therefore be on spinning frequencies of

40kHz or less. For very low spinning frequencies, when the transitions are slow, the

error is larger for fast relaxation. This is because in this regime, relaxation acts

within a rotor event. When this happens, as was shown in FIG. 5-4e, the polarisation

jumps become smaller and lose their jump-like nature. They are therefore no longer

accurately captured by the Landau-Zener formalism, and would require treatment

using the Bloch-like formalism introduced by Mentink-Vigier et al. [26].

6.2.4 MAS Frequency Scan

FIG. 6-5 shows the stroboscopic nuclear steady state of the full (dashed) and fast

(solid) algorithms as a function of the spinning frequency. The electron transverse

relaxation rate is kept fixed at 𝑅2e = 1.7 × 106s−1, although in theory it should

decrease with increasing 𝜈MAS as more dipolar interactions are averaged out. The

number of integration steps was adjusted according to FIG. 6-2 for each spinning

frequency.

Figure 6-5: Stroboscopic nuclear steady state polarisation as a function of the spinning
frequency 𝜈MAS for the full (dashed) and fast (solid) algorithms. 𝑅2e = 1.7 × 105s−1,
refer to Fig. 6-2 for the remaining parameters.

The fast simulation algorithm shows very good agreement with the full equation
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for 𝜈MAS <10kHz. Notably, it captures the non-monotonic behaviour of the nuclear

polarisation as a function of the spinning frequency, which arises from the electronic

longitudinal relaxation. For very low spinning frequencies, the longitudinal relaxation

time is much shorter than the rotor period, 𝑇r/𝑇1e ≫ 1, so the electrons reach their

(equal) thermal polarisation at the beginning of the MAS period, and remain there

for the rest of it. Since the CE transfers the polarisation difference of the electrons to

the nuclei, the nuclear polarisation is low in this regime. As the spinning frequency

increases, the electrons spend more of their time with different polarisations, thus

increasing CE DNP. However, if the spinning frequency is too fast, and 𝑇r/𝑇1e ≪ 1,

the electrons never reach thermal equilibrium. This leads to both of them being sat-

urated because the system never resets, thereby again quenching CE DNP because

no polarisation difference is created between the electrons. Furthermore, for very fast

spinning frequencies transverse coherences are more likely to persist over multiple

jump events, introducing a random phase that makes the dynamics non-smooth, and

tend towards lower polarisation. This is seen in FIG. 6-5 for spinning frequencies

above 10kHz. Above 10kHz, the fast simulation algorithm is no longer as accurate

for this combination of spinning frequency and 𝑅2e because it cannot describe well

the coherent dynamics.

The optimal spinning frequency for MAS CE DNP depends on the electron relax-

ation times and thus varies from system to system. In the ideal case, the electron

polarisation difference is maximised for a significant part of the MAS period and the

electronic transverse relaxation does not affect the dynamics.

6.3 Nuclear Exchange Dynamics

In this section, the nuclear exchange dynamics in the fast algorithm are tested against

the full master equation for a single crystallite 4-spin system.
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6.3.1 Geometry

The 4-spin geometry used is shown in FIG. 6-6. In the lab frame, the electron pair

is fixed along the 𝑥-axis with a separation of 1.22nm and the 𝑒1 − 𝑛c pair is fixed

along the 𝑦-axis with a separation of 0.28nm. The 𝑒1 − 𝑛b pair has fixed separation

of 0.9nm and forms a variable angle 𝜑 with the 𝑒1 − 𝑛c pair in the 𝑥𝑦-plane. The 𝑛c

and 𝑛b distances are typical of bTbk in DNP juice, where the core (𝑛c) corresponds

to the average 𝑒 − 𝑛 distance to the methyl group protons and the bulk (𝑛b) to the

average distance to the first shell of solvent protons (refer to Section 5.4.3).

zPAS1

xPAS1
yPAS1

e1 nc

nb

φxy

yPAS2

zPAS2

xPAS2

e2

Figure 6-6: 4-spin system used to study nuclear exchange dynamics. The 𝑒1 − 𝑛c

vector is [0, 1, 0] × 0.28nm, the 𝑒1 − 𝑛b distance is 0.9nm.

6.3.2 Simulations

FIG. 6-7 shows the stroboscopic nuclear polarisation of the core (blue) and bulk

(black) protons for the full (dashed) and fast (solid) simulation algorithms for a

14.1T static field, with 𝑅2e = 1 × 105s−1, 𝑅2n = 2 × 104s−1, and 𝜈MAS =1kHz, 5kHz,

10kHz & 20kHz.
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(a) Enhancement for 𝜈MAS=1kHz. (b) Enhancement for 𝜈MAS=5kHz.

(c) Enhancement for 𝜈MAS=10kHz. (d) Enhancement for 𝜈MAS=20kHz.

Figure 6-7: Single crystallite core (blue) and bulk (black) enhancement for the full (dashed)
and fast (solid) algorithms as a function of the angle 𝜑 between the 𝑒1 − 𝑛c and 𝑒1 − 𝑛b

vector. The geometry is shown in FIG. 6-6. 𝑅2e = 105s−1, 𝑅2n = 2×104s−1. The remaining
parameters are as it FIG. 6-2.

6.3.3 Discussion

Effect of 𝜑

When the angle 𝜑 between the two nuclei is large, they are far apart and spin dif-
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fusion is inefficient because the nuclear dipolar interaction is weak. Since the bulk

proton is polarised primarily by spin diffusion, it thus has low polarisation. As 𝜑

decreases, the dipolar interaction increases and 𝑛b becomes more polarised. However,

because even at their closest the two protons are still relatively far apart (0.68nm),

the bulk is never able to achieve the same polarisation as the core, since much of the

polarisation relaxes before reaching it. Decreasing the angle further, an interesting

feature is observed as 𝜑 approaches zero. When 𝜑 = 0, the unit vectors of 𝑒1 − 𝑛c

and 𝑒1−𝑛b have the same angular dependence. As a consequence, the time 𝑡𝑘𝑘′ when

the energy gap between the nuclear states (𝑎̂(𝑡)) is zero coincides with the time the

dipolar interaction (𝑑(𝑡)) is zero. Therefore, no transition takes place. However, for

higher spinning frequencies, the coherences that are carried over from the electron

events alter the energy level diagram in such a way that even when 𝜑 = 0, the bulk

receives some polarisation. This is seen in the full simulation algorithm, but not the

fast algorithm.

Effect of 𝜈MAS

By changing the spinning frequency, the effects of coherent decay on the nuclear dy-

namics can be examined. When the spinning frequency is relatively low (FIG. 6-7a),

transitions are diabatic, and all coherences, both nuclear and electronic, decay be-

tween jump events and do not carry over into the next event. The fast simulation

algorithm is therefore able to accurately capture the nuclear dynamics of the bulk,

although it tends to overestimate the polarisation of the core. This is possibly because

for short 𝑒−𝑛 distances, the pseudo-secular hyperfine interaction is very strong, thus

potentially violating the incoherence condition for CE transitions (EQ. 5.9), especially

when the spinning frequency is high. As the spinning frequency increases, the polar-

isation of both the core and the bulk decreases, as expected. However, while the full

algorithm shows the non-smooth dynamics due to electron and nuclear coherences,

the dynamics of the fast algorithm retain the same angular dependence for all four

spinning frequencies. Nuclear coherences become particularly relevant in FIG. 6-7d,

where the nuclear transverse relaxation is equal to the 20kHz spinning frequency, vi-
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olating the condition 2𝜋/𝜈MAS ≪ 𝑅2n.

In any full MAS simulation, the dynamics are powder averaged, and thus the detailed

geometry dependences described in this section disappear. Nonetheless, the impor-

tance of incoherent dynamics has once again been shown, and the accuracy of the

fast simulation algorithm verified in an appropriate parameter regime.

6.4 bTbk Core Simulations

This section is the first to use the fast simulation algorithm for predictive purposes.

Here the geometry first returns to the 3-spin system to simulate frequency sweeps of

the microwave irradiation 𝜔𝜇w (manifested in the offset ∆0) for different static field

strengths and spinning frequencies. The optimal microwave offset found using these

small-scale simulations is then used to inform simulations of the 52 structural protons

of bTbk, also for different static field strengths and spinning frequencies. The 3-spin

simulations are averaged over 72 powder angles and all 9 nitrogen orientations and

will be used to demonstrate the time-savings achieved by using the fast simulation

algorithm. The single proton is attached to the 𝑒1 by the vector [
√︀

2/3, 0,
√︀

1/3]×
0.5nm. The 52-spin simulations are averaged over 72 powder angles but not the 9

nitrogen orientations (𝐽1𝑧 = 𝐽2𝑧 = 0).

6.4.1 Static Field Sweep

FIG. 6-8a shows the the offset sweeps for static fields ranging from 2.5T to 20T with

(solid) and without (dashed) nitrogen averaging. For the case without nitrogen aver-

aging, 𝐽1𝑧 = 𝐽2𝑧 = 0. For each static field, the powder & nitrogen averaged simulation

over all microwave offsets, with 1e3 integration steps and 100 MAS periods took only

∼6 hours. In contrast, simulation over a single microwave offset of a single crystallite

for the same number of integration steps and periods using the full equation takes

∼2.5s. Multiplying this by 72×9 for the powder & nitrogen averages yields 27 minutes

for each microwave frequency. The 46-point frequency sweep would then take about

161



21 hours. Due to the exponential complexity scaling of system size with number of

spins, the difference in simulation times between the fast and full algorithms becomes

even more pronounced for larger spin systems.

FIG. 6-8b shows the buildup of the 52 structural protons of bTbk over the same range

of magnetic fields and using the optimal offset seen in FIG. 6-8a.

(a) 3-spin system. (b) 52 spin system.

Figure 6-8: FIG. 6-8a: Stroboscopic nuclear steady state enhancement of a 3-spin system as
a function of the offset Δ for different 𝐵0 using the fast algorithm with (solid) and without
(dashed) nitrogen averaging. The 𝑒−𝑛 vector is [

√︀
2/3, 0,

√︀
1/3]×0.5 nm. 𝑇 = 95K, 𝑅1e =

3 × 103s−1, 𝑅2e = 106s−1, 𝑅1n = 10s−1, 𝜈MAS=5kHz. The hyperfine tensor components of
nitrogen are 𝐴𝑥 = 17MHz, 𝐴𝑦 = 20.5MHz, 𝐴𝑧 = 95.9MHz [26]. Other parameters are the
same as in FIG. 6-2. FIG. 6-8b: Average stroboscopic nuclear steady state enhancement of
the 52 structural protons of bTbk for different 𝐵0 using the optimal Δ observed in FIG. 6-8a
using the same parameters. These simulations are not nitrogen averaged (𝐽1𝑧 = 𝐽2𝑧 = 0).
Dashed lines show a monoexponential fit to the polarisation dynamics. In both cases 72
powder angles are averaged. Remaining parameters are as in FIG. 6-2.

6.4.2 Discussion

3-spin Simulations

From FIG. 6-8a it is evident that the strength of the static magnetic field affects not

only the position of the optimal microwave offset, but also the maximum enhance-

ment. The electron Zeeman splitting ∆𝑗(𝑡) is dependent on the electron Larmor
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frequency, which is in turn dependent on the static field as 𝜔S = 𝛾S𝐵0, where 𝛾S

is the electron gyromagnetic ratio. Larger offsets are therefore required to achieve

resonance at higher magnetic fields. The reduction in enhancement at high fields is

due to increased inhomogeneous broadening of the EPR spectrum. This accelerates

the transverse relaxation and increases the passage velocity (𝛿̇(𝑡) in EQ. 2.43). Since

the Landau-Zener transition probability is inversely proportional to the passage ve-

locity, polarisation exchange at avoided level crossings becomes less probable and the

enhancement decreases. Nonetheless, MAS DNP is often performed at high magnetic

fields (the MAS DNP facility at the University of Nottingham for example has a

magnetic field of 14.1T) because this increases the NMR resolution [17].

Near the peaks of the offset sweeps, the simulations without nitrogen averaging

(dashed) overestimate the nuclear enhancement. This is because the chosen nitro-

gen orientation 𝐽1𝑧 = 𝐽2𝑧 = 0 is such that the nitrogen has no effect on the electrons.

However, in the remaining 8 configurations, one or both of the electrons are hyper-

fine shifted by their respective nitrogen atom and therefore no longer on resonance.

This diminishes the efficiency of the DNP process since they are no longer fully satu-

rated by the microwave field. This effect is much more pronounced at low magnetic

fields, where the hyperfine shift due to the nitrogen is proportionally larger. At high

magnetic fields however, the Zeeman splitting is so large that the hyperfine shift has

minimal effect. Indeed, for 𝐵0=20T there is barely any difference between the two

simulations. This suggests that for simulations with large magnetic fields it is not

necessary to average over all 9 nitrogen orientations to obtain reasonably accurate

nuclear dynamics. The choice of nitrogen orientation for the non-averaged case also

causes the enhancement to drop to zero at much smaller positive offsets at low fields.

With only a single orientation, the system loses resonance much faster than if all

combinations, each with a different resonance, were taken into account.

Finally, it is noted that the 𝐵0 = 5T offset sweep with nitrogen averaging closely

matches the experimentally observed bTbk spectrum at 𝐵0 = 5T [86].
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52-spin Simulations

In FIG. 6-8b, the optimal offsets observed in FIG. 6-8a are used to simulate the po-

larisation dynamics of the 52 structural protons of bTbk. In these simulations the

enhancement has a peak somewhere between 2.5T and 5T that is not observed for

the 3-spin system. This is possibly because, with a compact molecule like bTbk (the

furthest protons are 0.8nm from an electron), if the Zeeman splitting of the energy

levels is too small, the secular hyperfine interaction creates unfavourable degeneracies.

Small static fields therefore have a reduced enhancement.

For high magnetic fields the buildup is well-fit by a monoexponential, suggesting that

the proton polarisation equilibrates across the entire molecule before approaching the

steady state. At low fields, where the monoexponential fit is not as good, different

protons approach the steady state at different rates. This may be because when the

magnetic field is low, the Zeeman splitting is small, and the detuning due to the sec-

ular hyperfine interaction is more significant. Since large differences in the hyperfine

shifts quench the nuclear exchange, nuclei in the further reaches of the bTbk molecule

may no longer be polarised as effectively, and thus have a slower buildup time. At

high fields, the same hyperfine shift is smaller compared to the energy gap, and the

nuclear exchange is more active.

6.4.3 MAS Frequency Sweep

FIG. 6-9a shows the offset sweeps for MAS spinning frequencies ranging from 1 to

40kHz with (solid) and without (dashed) nitrogen averaging for the 3-spin system.

As before, for the case without nitrogen averaging the orientations are 𝐽1𝑧 = 𝐽2𝑧 = 0.

FIG. 6-9b shows the average buildup for the 52 structural protons of bTbk over the

frequency range 5kHz to 30kHz. In both cases the static field strength is 5T.
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(a) 3-spin system. (b) 52-spin system.

Figure 6-9: FIG. 6-9a: Stroboscopic nuclear steady state enhancement of a 3-spin system as
a function of the offset Δ for different 𝜈MAS using the fast algorithm with (solid) and without
(dashed) nitrogen averaging. 𝐵0=5T. FIG. 6-9b: Average stroboscopic nuclear steady state
enhancement of the 52 structural protons of bTbk for different 𝜈MAS using the optimal
Δ observed in FIG. 6-9a using the same parameters. These simulations are not nitrogen
averaged (𝐽1𝑧 = 𝐽2𝑧 = 0). Dashed lines show monoexponential fits to the polarisation
dynamics. In both cases 72 powder angles are averaged. Remaining parameters are as in
FIG. 6-8.

6.4.4 Discussion

3-spin Simulations

The decrease in nuclear polarisation at high spinning frequencies was already observed

in FIG. 6-5 and is observed again in FIG. 6-9a. In comparison to FIG. 6-8a though,

the shape of the offset sweep for different spinning frequencies is different. Firstly,

the optimal offset is not frequency dependent, as the frequency does not affect the

energy level structure of the system but the transition probabilities. Also in contrast

to FIG. 6-8a, the peaks all have similar shape, the only difference being a reduction

in the enhancement as the spinning frequency increases. As was already discussed

in Section 6.2.4, for high spinning frequencies CE transitions become less probable

and are more likely to be encumbered by coherences carrying over from previous ro-

tor events. Because the static field does not change, in FIG. 6-9a the case without
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nitrogen averaging significantly over-estimates the enhancement for all spinning fre-

quencies.

52-spin Simulations

As the spinning frequency increases, the 52-spin steady state is increasingly accu-

rately predicted by the nitrogen averaged 3-spin model. Higher spinning frequencies

average out more of the nuclear dipolar interactions, thus quenching spin diffusion,

so that the only nuclei to become polarised are those polarised directly by the CE

process. It may then be possible to represent the core nuclei with a single represen-

tative nucleus. This will be discussed in more detail in the next section. The fact

that the 52-spin enhancement matches the nitrogen averaged enhancements of the

3-spin model is likely a coincidence. It could however suggest that an 𝑒− 𝑛 distance

of 0.5nm is too short for a representative core nucleus. From a geometric stand point,

a smaller enhancement is typically indicative of larger 𝑒−𝑛 or 𝑛−𝑛 separations. The

matching of the 52-spin model with the lower-enhancement, nitrogen-averaged 3-spin

model may therefore suggest that a larger 𝑒− 𝑛 separation is required.

6.5 Simulations of bTbk in Solvent

In this final section, a large-scale simulation of the 52 bTbk protons and 100 solvent

protons is used to study in more detail the effect of the proton concentration in the

solvent on the MAS DNP dynamics.

6.5.1 Geometry

The solvent is formed of a uniform random distribution to model the lack of crys-

talline structure due to glassing agents. 5 concentrations of protons were studied: 2Å,

4Å, 6Å, 8Å, & 10Å, corresponding approximately to proton concentrations of 207M,

25M, 8M, 3M, & 1.7M respectively. For reference, a 50/50 water/glycerol mixture is

approximately 111M, and DNP juice is approximately 5M. The molarity is reduced

experimentally by deuteration.
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6.5.2 Simulations

These simulations were distributed over the 20-core and 16-core processors (refer to

Chapter 4). However, due to the enormity of the propagation matrices, only 15 and

10 cores respectively were used, and the simulations offset, to avoid having multiple

large matrices stored at the same time. For a system of 152 spins, the matrices used

to calculate the propagators have dimensions 92416×153×153, equating to approxi-

mately 16.1GB each. Although the matrices are only stored temporarily, the available

RAM must be enough to handle this memory usage. The average simulation time for

each powder angle with 1e3 integration steps was 3.3 hours.

Two sets of simulations were run. In parameter set 1, the parameters are 𝐵0 = 5T,

𝑅1e = 3 × 103s−1, 𝑅1n=10s−1, 𝑅2e = 106s−1 (FIG. 6-10a). In parameter set 2,

the parameters are 𝐵0 = 14.1T, 𝑅1e = 104s−1, 𝑅1n=0.1s−1, 𝑅2e = 106s−1 (FIG. 6-

10b). The simulations are powder averaged but the nitrogen orientations are fixed

at 𝐽1𝑧 = 𝐽2𝑧 = 0. This is justified because although the nitrogen spins have an

effect on the overall enhancement by changing the electron offsets, they do not affect

spin diffusion. The spinning frequency, however, does affect spin diffusion, so the

simulations were run for spinning frequencies from 1kHz to 30kHz.
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(a) Parameter set 1. (b) Parameter set 2.

Figure 6-10: Steady state enhancement of the 52 structural protons of bTbk (solid), and
100 solvent protons (dashed). The minimum separation between protons in the solvent is
2Å, 4Å, 6Å, 8Å& 10Å. In FIG. 6-10a the parameters are 𝐵0 = 5T, 𝑅1e = 3 × 103s−1,
𝑅1n=10s−1, 𝑅2e = 106s−1. In FIG. 6-10b the parameters are 𝐵0 = 14.1T, 𝑅1e = 104s−1,
𝑅1n =0.1s−1, 𝑅2e = 106s−1. The remaining parameters are as in FIG. 6-2.

6.5.3 Discussion

Following from the discussion in Section 6.4.2, the enhancement is expected to be

lower for the second parameter set, where 𝐵0 is 14.1T, than for the first, where 𝐵0 is

5T. Also as expected, the enhancements of both bTbk and the solvent decrease with

increasing spinning frequency, and the solvent enhancement decreases as the proton

concentration decreases. In the next paragraphs the two parameter sets will be ex-

amined separately to see how the above trends, combined with different electron and

proton longitudinal relaxation rates affect the bTbk–solvent dynamics.

Parameter Set 1

Parameter set 1 has ideal parameters for enhancement of the bTbk protons, but is

not optimal for the solvent protons. In addition to the small 𝐵0, another contribu-

tor to the bTbk enhancement is the electron longitudinal relaxation time, which is

longer than in parameter set 2. This means that the CE process is more efficient,
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since the electrons spend more time out of equilibrium, and therefore with different

polarisation. The faster nuclear longitudinal relaxation time means that the bTbk

enhancement becomes independent of the solvent enhancement at higher proton con-

centrations. The solvent protons are assumed to be polarised primarily via spin

diffusion, which is affected both by the proton separation, which in turn determines

the dipolar interaction strength, and the spinning frequency, which determines how

many of the dipolar interactions are averaged out. When the 𝑅1n is fast, 𝑑(𝑡) must

be strong in order for the polarisation to diffuse before it relaxes. The system there-

fore quickly loses enhancement as the spin separation and spinning frequency increase.

Parameter Set 2

The smaller 𝑅1n in this parameter set causes the bTbk and solvent dynamics to be

more co-dependent. For proton separations less than 4Å, bTbk and the solvent are

strongly coupled and achieve the same enhancement. The dip at 4Å occurs because

the bTbk protons are losing some of their polarisation to the solvent. Beyond 4Å,

the nuclear exchange is no longer strong enough to equilibrate the polarisation of the

entire spin system and the dynamics decouple. As with parameter set 1, the bTbk

protons recover the polarisation they were losing to the solvent and eventually become

independent of the solvent dynamics. The solvent protons however retain some en-

hancement even for large proton separations, particularly at low spinning frequencies.

The simulations in FIG. 6-10 emphasise the importance of spin diffusion, even in

MAS, where dipolar interactions are averaged out by the sample spinning. The effect

of the solvent geometry and spin relaxation rates has been examined, and shown to

have a significant impact on the enhancement of a system. Finally, a useful property

of the bTbk-solvent dynamics can be gleaned from the large-scale simulations: for the

spin separations typical of MAS DNP (6Å or higher), the bTbk and solvent dynamics

evolve quite separately. This suggests that it may be possible to replace the full bTbk

core with a single, representative core proton, thus further reducing the simulation

time.
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Chapter 7

Experiment Toolbox

This chapter marks the beginning of the experimental part of this thesis. The first

section focuses on the NMR hardware and software. This is followed by a section

describing data acquisition and the pulse sequence used for NMR data. Section 3

discusses error propagation and sources of error, and the final section briefly describes

the EPR magnet and EPR pulse sequence.

7.1 Hardware & Software

All NMR experiments were performed using a custom-built polariser magnet (Oxford

Instruments - Abingdon, UK) and an NMR probe built by R. Shakhovy. Shakhovy

also made the Temperature Controller software used to control the temperature of

experiments. Data was processed with Topspin 1.3 (Bruker GmBh - Karlsruhe, Ger-

many) and a home-made programme written in Python 3.7 (Anaconda Inc.). This

section describes the hardware and software.

Polariser Magnet

The 3.35T shielded polariser magnet is able to perform both NMR and DNP ex-

periments. The high magnetic field is generated by a superconducting solenoid kept

below its critical temperature by a 4.2K helium dewar, which is in turn insulated by

a nitrogen dewar. A needle valve allows liquid helium to flow from the dewar into
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the variable temperature insert in the bore of the magnet, allowing experiments to

be performed at liquid helium temperatures. The bore of the magnet is kept under

a constant vacuum (∼ 2 × 10−4mbar pressure) by a Trivac D 65 B (Leybold GmBh -

Cologne, Germany) rotary vane vacuum pump. Pumping on the system removes high

energy particles on the liquid-gas interface and reduces the boiling point of helium,

such that temperatures as low as ∼1K can be achieved. The NMR probe sits inside

the variable temperature insert.

Figure 7-1:

Figure 7-2: Schematic diagram of the polariser magnet. a) NMR probe b) Helium bath
for experiments at liquid helium temperatures c) Needle valve opening into the variable
temperature insert from the helium dewar d) Capacitor to measure liquid helium level e)
Waveguide for microwave irradiation (DNP). Parts d) and e) are not relevant for the exper-
iments performed here.

NMR Probe & Spectrometer

The NMR sample sits inside a 4-loop coil that acts both as transmitter and receiver.

The sample is contained in a ∼ 60𝜇L teflon cup that fits snugly in the coil thus

maximising sensitivity in receiver mode. The 𝐵1(𝑡) field created in transmitter mode

is orthogonal to the static field 𝐵0. The temperature at the sample is controlled by

changing the current flowing through a heating element that sits directly below the

sample. This is done via the Temperature Controller software. The sample tempera-

ture is measured with a CERNOX (Lake Shore Cryotronics Inc. - Westerville, USA)

temperature sensor located behind the coil and no further than 5mm from the fur-
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thest parts of the sample. The temperature sensor can accurately read temperatures

down to 2.6K. The probe is interfaced with the Temperature Controller software via

a DAQ board (National Instruments Corporation - Austin, USA), and connects to

the spectrometer via a pre-amplifier and amplifier. The NMR probe is tuned to the

proton frequency (∼ 142.64MHz at 3.35T) by a resonant circuit (FIG. 7-3b) com-

posed of the receiver coil (inductor), and two trimmer capacitors, one in series and

one in parallel with the inductor. The parallel capacitor tunes the circuit’s resonance

frequency to the proton resonance, and the series capacitor matches the circuit by

changing its Q-factor [32]. The NMR probe is shown in FIG. 7-3a.

a)

b)

c)

d)

(a)

Cm

Ct

Spectr.

(b)

Figure 7-3: FIG. 7-3a: a) Sample cup b) Receiver/transmitter coil c) CERNOX temperature
probe d) Heating element. FIG. 7-3b: Tuning and matching circuit. The receiver coil acts
as the inductor, the trimmer capacitor in series with it (𝐶m) matches the circuit and the
capacitor in parallel tunes it (𝐶t).

The pulse sequences are applied through a Bruker Avance DSX 400 console (Bruker

GmBh - Karlsruhe, Germany) interfaced with Topspin 1.3 (Bruker GmBh - Karl-

sruhe, Germany).
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Software

The Temperature Controller software (Microsoft Visual Studio, Microsoft) is based on

a PID feedback loop [114]. This monitors the difference between a user-input desired

temperature and the temperature measured by the temperature sensor on a secondly

basis and adjusts the current through the heating element accordingly. With this

setup it is possible to keep the temperature at the sample stable to within 0.1K over

the range 2.6K to 30K (FIG. 7-9). The Temperature Controller is interfaced with the

current source for the heating element and the Lake Shore temperature monitor via

the DAQ board.

The NMR pulse programmes and data files are handled by Topspin 1.3. However,

although Topspin can perform data analysis, this was done using a self-made Python

script. Processing included zero-filling, line-broadening, phase correction & calcula-

tion of 𝑇1n [115]. The phase correction was found automatically by finding the phase

for which the integral of the real part of the spectrum is maximised and that of the

imaginary part minimised. Where necessary, the phase was further adjusted manu-

ally. Topspin is interfaced with the probe via the spectrometer.

A schematic of the NMR setup is shown in FIG. 7-4.
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Figure 7-4: Schematic diagram of the NMR setup.

7.2 NMR measurement

Magnetic resonance experiments measure the signal induced in a receiver coil by the

coherent precession of spins in a magnetic field. It is the transverse component of

this precession, arising from a disturbance from equilibrium, that creates the signal.

In the rotating frame and at thermal equilbrium, the magnetisation is aligned with

𝐵0 and cannot be detected. However, when 𝐵1(𝑡) is applied, the magnetisation starts

to tip onto the transverse plane, with the transverse component precessing about 𝐵0

at the Larmor frequency. This precession is coherent for the duration of 𝐵1(𝑡) and

only starts to dephase after the end of the pulse. The change in magnetic flux due

to the precession causes, via Faraday’s law of induction, an electromotive force in

the receiver coil. This in turn creates a voltage across the terminals of the coil that

oscillates at the frequency of precession. The amplitude of the oscillation depends on

the magnitude of the transverse magnetisation, thus decreasing as the spins dephase

and giving rise to the typical shape of the NMR signal, known as the Free Induction

Decay (FID) [116], shown in FIG. 7-5. Note that because the receive and transmit

coils are one and the same, the NMR signal is measured after the termination of the
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RF-pulse, with some instrumental dead-time allowed to protect the highly sensitive

pick-up electronics from the high power pulses.
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Figure 7-5: FIG. 7-5a: Decay of sample magnetisation (𝑀⃗) in the transverse plane of the
rotating frame after removal of 𝐵1. FIG. 7-5b: Free induction decay induced in the receiver
coil by the decaying transverse magnetisation.

RF-pulses

In general it is assumed that the𝐵1(𝑡) field is on resonance with the spins and therefore

appears static along the 𝑥-axis in the rotating frame (𝐵1(𝑡) → 𝐵1). In this resonant

case, 𝐵0 is effectively eliminated from the rotating picture and the only magnetic field

affecting the spins is 𝐵1 (FIG. 7-5a). RF-pulses exploit the much slower precession

of spins about 𝐵1 (generally 𝐵1 ≪ 𝐵0) to tip the magnetisation by a specific amount

in the 𝑦𝑧-plane. For example, applying a pulse for 1/4 of the precession period (𝜋/2-

pulse) flips the magnetisation onto the 𝑦-axis, whereas applying a pulse for 1/2 a

period (𝜋-pulse) inverts the magnetisation onto the −𝑧-axis. The flip angle (𝜃flip) is

given in the lab frame by [32]

𝜃flip = −𝛾𝐵1(𝑡)𝑡p,

where 𝑡p is the duration of the pulse.
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Spectrum

The FID is acquired in the time domain and is then zero-filled, Fourier transformed

and phase corrected to yield a spectrum in the frequency domain [115]. The shape

and integral of the spectrum contain spectral information about chemical groups [32].

The observed transverse relaxation 𝑇 *
2 for example, is inversely proportional to the

full-width-half-maximum of the spectrum. 𝑇1 on the other hand can be measured

by tracking how the integral of the spectrum changes as the sample magnetisation

recovers towards equilibrium.

Saturation Recovery Pulse Sequence

All 𝑇1 data in Chapter 8 was collected using a saturation recovery pulse sequence [32].

The simplest saturation recovery sequence consists of a train of closely spaced 𝜋/2-

pulses alternating along 𝑥 and 𝑦 (the saturation loop), followed after some recovery

time 𝜏r by a single 𝜋/2-pulse along 𝑥 (the acquisition pulse). The saturation loop

completely destroys the longitudinal magnetisation and the acquisition pulse tips it

onto the transverse plane for measurement. As 𝜏r increases, the magnetisation has

more time to recover before the acquisition pulse, thus increasing the amplitude of

the FID and hence the integral of the spectrum. The longitudinal relaxation time

𝑇1 is then found by acquiring many FIDs with different 𝜏r and fitting EQ. 7.1 to the

integrals (𝐼(𝑡)) of the spectra:

𝐼(𝑡) = 𝐼0
[︀
1 − exp(−𝑡/𝑇1)

]︀
, (7.1)

where 𝐼0 is the integral at thermal equilibrium and the time 𝑡 starts after the end

of the saturation loop. Although rigorous, calculating 𝑇1 using this approach is time

consuming, since after each acquisition pulse the longitudinal magnetisation must be

allowed to fully recover before starting the next saturation loop with a new 𝜏r.

A faster approach is to tip only a fraction of the magnetisation onto the 𝑦-axis, leaving

the rest to recover normally [117]. Because most of the magnetisation survives the
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acquisition pulse, another acquisition pulse can be applied after some delay time

𝜏d, and another after 2𝜏d, and so on. With this method the entire 𝑇1 buildup can

be observed with only one saturation loop, followed by a train of small flip angle

acquisition pulses, making it much faster than a 𝜋/2-pulse saturation recovery. The

measured 𝑇1 however, now depends on the flip angle and number of pulses:

𝐼𝑛(𝑡) = 𝐼0
[︀
1 − exp(−𝑡/𝑇1) cos𝑛(𝜃flip)

]︀
, (7.2)

where 𝐼𝑛(𝑡) is the integral after the 𝑛th acquisition pulse. The cos𝑛(𝜃flip) term ac-

counts for the unrecoverable magnetisation lost with each acquisition pulse.

The pulse sequence used for NMR experiments in Chapter 8 consisted of a saturation

loop with 50 closely spaced 𝑥- & 𝑦-pulses, followed by 16 acquisition pulses with a 2∘

flip angle (FIG. 7-6). With this flip angle only 0.1% of the magnetisation is lost by

the 16th pulse, so EQ. 7.1 can be used to calculate 𝑇1 without incurring significant

error.

RF

50

(π/2)x,y 2◦ 2◦ 2◦ 2◦ 2◦

τd τd τd τd τd

×16

Figure 7-6: Pulse sequence for the NMR saturation recovery. The saturation loop is
formed of 50 𝑥- & 𝑦-pulses. After saturation, the 16-pulse acquisition train starts, with
2∘ pulses applied at regular intervals 𝜏d. With each successive pulse, the longitudinal
magnetisation, and therefore the FID (blue), grows.

FIG. 7-6 shows how with each successive acquisition pulse the FID grows, since the

magnetisation has had more time to recover. To accurately capture this buildup, 𝜏d
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should be ∼ 𝑇1/3, so that it samples both the initial buildup, and the start of the

plateau as 𝐼(𝑡) approaches 𝐼0. Since 𝜏d depends on 𝑇1, it depends on temperature and

radical concentration, and for the work presented here ranges from 3s at high tem-

peratures and concentrations, to over 900s at low temperatures and concentrations.

Magnetisation Buildup

FIG. 7-7 shows examples of processed 30mM buildups at 3K (FIG. 7-7a) and 30K

(FIG. 7-7b). They are normalised to 1 to facilitate curve-fitting. Points on the

buildup are separated by 𝜏d and track the increasing integrals of the spectra as the

longitudinal magnetisation recovers (refer to the increasing amplitude of the FIDs in

FIG. 7-6). 𝑇1 is calculated by fitting EQ. 7.1 to the buildups. The error shown is the

standard deviation.

(a) (b)

Figure 7-7: Buildup curve at 3K (FIG. 7-7a) and 30K (FIG. 7-7b) for the 30mM sample.

7.3 Error Analysis and Uncertainty

The list of error sources in NMR experiments is long, and contains several errors that

are difficult to quantify such as thermal noise, temperature instability, & low signal-

to-noise ratio (SNR) [115]. One easily quantifiable error however, is that incurred
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from the fitting of data with EQ. 7.1.

Most 𝑇1 times shown in Chapter 8 are calculated from an average over 𝑁runs experi-

ments. The error on the averaged 𝑇1 (𝑇1) is then given by

𝛿𝑇1 =
1√
𝑁runs

√︃∑︁
𝑟𝑢𝑛𝑠

(𝛿𝑇1)2, (7.3)

where 𝛿𝑇1 is the standard deviation of the fit with EQ. 7.1 for each experiment. 𝛿𝑇1

increases when the SNR is low (at high temperatures) and when the temperature is

not constant throughout the buildup i.

FIG. 7-8 shows the processed spectra (zero-filled & line-broadened) of a 50mM Tem-

pol sample at 3K and 30K. At 3K the signal much stronger because the thermal

polarisation is higher, and thermal noise is negligible. Thermal (Johnson-Nyquist)

noise is inherent to any circuit, has zero average and increases with increasing tem-

perature [118], compounding the issue of low SNR at high temperatures, where the

signal is reduced anyway due to the lower thermal polarisation. The Johnson-Nyquist

noise is seen clearly in FIG. 7-8b.

Another source of error in the data is temperature instability. FIG. 7-9 shows the

temperature history over a set of four 3K experiments. The inset shows the tem-

perature history over that entire day of experiments. The red lines mark the ±0.1K

limits.

iSince 𝑇1 is temperature dependent, each point on the plot then represents a different tempera-
ture, and thus buildup curve.
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(a) (b)

Figure 7-8: Processed spectra of a 50mM Tempol sample at 3K (a) and 30K (b). The noise
seen clearly in the 30K spectrum is Johnson-Nyquist noise from the hardware.

Figure 7-9: Temperature history over four 3K experiments. The red lines mark
the ±0.1K limits. The inset shows the entire temperature history for that day of
experiments.
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7.4 Electron Paramagnetic Resonance

All 𝑇1e data was acquired by R. Shakhovy using the EPR magnet. The principles

of EPR measurement are largely the same as those of NMR, with some exceptions

due to the typically broad spectra in EPR and the fast decay of EPR FIDs. Most

EPR experiments for example make use of the spin echo rather than the FID. This is

because the (in most cases) very large inhomogeneous broadening of the EPR spec-

trum causes the FID to decay very quickly, often within the instrumental dead-time

required to protect the receiver from the strong RF-pulse [119]. This adjustment is

reflected in the pulse sequence used for EPR measurement.

EPR magnet

The EPR magnet (Oxford Instruments - Abingdon, UK) is a 3.4T superconducting

magnet. Like the polariser its bore can be cooled below 4.2K by opening a needle

valve to allow liquid helium to flow into the sample space and pumping on it with a

rotary vane vacuum pump (Leybold GmBh - Cologne, Germany). The sample tem-

perature is measured by a CERNOX temperature sensor (Lake Shore Cryotronics

Inc. - Westerville, USA) mounted on the probe, and controlled by an ITC console

(Intelligent Temperature Controller ITC503, Oxford Instruments - Abingdon, UK).

Unlike with the NMR probe, the heating element of the ITC is not located on the

EPR probe, but on the magnet itself. The sample temperature is therefore much

more difficult to control. The microwave field for 𝐵1(𝑡) (94.895GHz) is generated

by a Krymov microwave bridge that also acts as the receiver. The pulse sequences

and data collection are controlled with a home-written LabVIEW program (National

Instruments Corporation - Austin, USA).

EPR Saturation Recovery

The longitudinal relaxation of electrons is fast even in the low temperature regime.

This means that the magnetisation can be tipped by a 𝜋/2-pulse without much loss of

time since the longitudinal magnetisation recovers quickly. Furthermore, temperature
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stability is less of an issue because experiments are much shorter. FIG. 7-10 shows

the pulse sequence used to acquire EPR data. It differs from the NMR sequence

in that it measures the decay of the echo (a pair of back-to-back FIDs as the spins

refocus and then dephase again) rather than the FID. The saturation loop consists

of 1000 𝑥- & 𝑦-pulses and lasts about 100𝜇s. This is followed by a 𝜋/2-pulse after

a given recovery time 𝜏r. The spins are then allowed to dephase for a fixed time 𝑇e

before applying a rephasing 𝜋-pulse. The echo is acquired at 2𝑇e. The whole process

is then started again with a different 𝜏r to acquire the next point. Unlike with the

NMR sequence, the recovery time 𝜏r (𝜏d in FIG. 7-6) is not fixed, but is given by

𝜏r = 𝑁 × 𝑡block,

where 𝑡block is a fixed time block e.g. 400𝜇s at 2K and 10𝜇s at 30K, and 𝑁 is an

array of numbers that samples frequently at the beginning of the buildup and more

sparsely as the plateau is reached: 𝑁 = 1, 2, 3, 4, 6, ...16384, 23170, 32768.

RF

1000

(π/2)x,y π/2 π Echo

τr Te Te

×30

Figure 7-10: Pulse sequence for the EPR saturation recovery. The saturation loop
is formed of 1000 𝑥- & 𝑦-pulses. The experiment is repeated 30 times with different
recovery times 𝜏r. The recovery times are such that the beginning of the buildup is
sampled more frequently than the plateau. As 𝜏r increases, the signal increases as
does the echo (blue). A time 𝑇e after the 𝜋/2-pulse, a 𝜋-pulse is applied to refocus
the spins. The echo forms a time 2𝑇e after the 𝜋/2-pulse.
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Chapter 8

NMR Experiments

In this penultimate chapter, experimental results are presented. First, the sources of

paramagnetic centres in the samples used are discussed. The chapter is then divided

into four further sections, one for each investigation. In the first section, the temper-

ature and concentration dependence of nuclear 𝑇1 in Tempol-doped water/glycerol

mixtures is examined. In the next section, a water/glycerol sample is degassed to

study the effect of oxygen in solution on the nuclear 𝑇1. At the end of this section

there is a detailed interpretation of the effect of paramagnetic centres on the Tempol

and degassed samples. The third section examines the inherent nuclear relaxation

by looking at water/glycerol samples in which the water, glycerol, or both have been

deuterated. In the final section, the nuclear 𝑇1 collected in Section 8.2 is combined

with EPR data collected by R. Shakhovy to examine the correlation between electron

𝑇1e and nuclear 𝑇1n.

To the author’s knowledge there has been no such in-depth study of proton relaxation

dynamics in the presence of Tempol spanning to such low temperatures. Shimon et

al. [120] studied the nuclear 𝑇1 of degassed 10mM and 40mM Tempol samples as

well as a non-degassed 40mM Tempol sample. However, the 10mM 𝑇1 was measured

only for temperatures between 60K to 80K, and the 40mM samples between 6K to

50K. Chen & Tycko [121] studied the 𝑇1n behaviour for temperatures below 10K, but

were using 5mM, 10mM & 15mM concentrations of the nitroxide triradical DOTOPA
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rather than Tempol.

Understanding how 𝑇1n is affected by DNP parameters such as temperature and rad-

ical concentration is important because it plays a crucial role in the efficiency of DNP

enhancement; even the most efficient DNP process can have minimal enhancement if

the nuclear matrix relaxes before the polarisation propagates. It is also helpful to have

a broad understanding of the behaviour of nuclear 𝑇1 when choosing the relaxation

parameters for DNP simulations such as the two presented in this thesis.

8.1 Paramagnetic Centres

There are two sources of paramagnetic centres in the samples: Tempol, and the

natural presence of oxygen in solution. Both will be discussed briefly.

8.1.1 Tempol

Nitroxides such as Tempol and bTbk are popular in DNP experiments for their high

enhancement factors, high solubility in water, and cost-effectiveness. They are futher-

more non-toxic, making them amenable for use with biological samples [122]. Over

half a dozen nitroxide mono-, bi-, & tri-radicals exist, each catering to particular sys-

tems and experimental conditions [123]. Like bTbk, Tempol (4-hydroxy-TEMPO) is

a TEMPO derivate, and its molecular structure (FIG. 8-1) is similar to that of bTbk.

As with bTbk, the spin density of the unpaired electron on the nitrogen bonded oxy-

gen is spread over the O-N bond, with virtually no delocalisation over the rest of the

molecule, causing it to be strongly hyperfine shifted by the nitrogen [107]. Tempol is

both light and temperature sensitive and should be kept in the dark between 2∘C &

8∘C [124].
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Figure 8-1: Molecular structure of Tempol [124].

8.1.2 Dissolved Oxygen

Molecular oxygen (O2) is naturally non-polar, but can become polarised in the pres-

ence polar molecules such as water. When this occurs, the resulting dipole-induced

dipole force creates a weak attraction between the two molecules that causes the

oxygen to dissolve in the water. Because the attraction is only weak, the amount of

oxygen that can be dissolved is highly temperature and pressure dependent [125, 126].

At 0∘C and atmospheric pressure, the maximum oxygen in solution in distilled water

is ∼14.6mg/L, or ∼0.91mM [127, 128]. Though to a lesser degree, dissolved oxygen

is also present in glycerol, with distilled water at 20∘C and atmospheric pressure sat-

urating at ∼9mg/L, while glycerol saturates at ∼2mg/L [129]. If it is assumed that

once the sample freezes the oxygen concentration remains unchanged, a ball park esti-

mate of the amount of oxygen dissolved in a 50/50 water/glycerol mixture is 0.5mM.

The dominant source of paramagnetic centres in non-degassed samples is therefore

Tempol.

8.2 Tempol Experiments

In this section the effect of temperature and Tempol concentration on the 𝑇1n relax-

ation of a 50/50 water/glycerol mixture is studied.
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8.2.1 Sample Preparation

The six samples used in this section are 10mM, 20mM, 30mM, 40mM, & 50mM of

Tempol (Sigma Aldrich; Missouri, USA; 176141) dissolved in a 50/50 water/glycerol

(water: distilled in-house, glycerol: Fischer Scientific; Loughborough, UK; G/0600/08)

(v/v) solution, as well as a 50/50 water/glycerol (v/v) sample without Tempol (0mM

sample). Samples were prepared by mixing appropriate proportions of 0mM stock

and 50mM stock to minimise error in the Tempol concentrations. Samples were kept

in the dark at ∼ 5∘C to mitigate sample degradation.

8.2.2 Experiment Procedure

Loading the Sample

To ensure an even distribution of Tempol in the sample, samples were mixed with a

vortexer and left to rest until gas entering solution in this process bubbled out before

being loaded into the sample cup. This in turn was filled completely to maximise sen-

sitivity. After inserting the NMR probe in the magnet it was left to cool to ∼100K

before slowly engaging the vacuum pump. This guarantees that the sample is frozen

and cannot be sucked out of the sample cup when the vacuum is applied.

Temperature Profile

A significant concern with low temperature NMR measurements is temperature sta-

bility. It affects the cooling rate and order of experiments, and can have a considerable

effect on the 𝑇1 relaxation. In this and the next section, experiments were performed

in the order 5K, 7K, 10K, 15K, 20K, 30K & 3K. This temperature ordering is easy to

achieve and allows fast cooling of the sample at a rate of approximately 3.8Kmin−1.

The 3K experiment is left until last to give the elements surrounding the sample

space time to cool, thus making the experiment more stable. Temperature stability

is particularly important at 3K because experiments are up to 45min long, and the

low temperature 𝑇1 is highly temperature dependent.
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The temperature at the sample space was monitored throughout all experiments to

ensure fluctuations did not exceed ±0.1K. For optimal temperature stability, the

system must be given time to equilibrate at each new temperature before starting

experiments. The temperature was changed by manually adjusting the needle valve

and/or adjusting the heating current via the Temperature Controller. For tempera-

tures above 7K, the temperature remained stable for all 4 runs of an experiment. For

3K and 5K on the other hand, heat entering the sample space by thermal conduction

through the NMR probe frequently required the needle valve to be opened more be-

tween runs. When this was the case, the magnet was given 5 minutes to re-stabilise

before starting the next run. Where possible, experiments were performed on a single

day to minimise variability in the temperature environment.

𝑇1n Measurement

The nuclear longitudinal relaxation time was measured for each concentration (0mM

to 50mM) at each temperature (3K to 30K) using the saturation recovery pulse se-

quence described in Section 7.2. Recall from this section also that to accurately

capture the 𝑇1 buildup, 𝜏d should be approximately 𝑇1/3, and is therefore tempera-

ture and Tempol concentration dependent. In this set of experiments, 𝜏d ranges from

under 5s at high temperatures and concentrations to over 100s at low temperatures

and concentrations. A table of relevant acquisition parameters can be found in Ap-

pendix B.

For each sample, 4 experiments (with adjusted 𝜏d if necessary) were performed con-

secutively at each temperature. For the 0mM and 10mM concentrations, experiments

were performed on two different samples from different stocks. These two concentra-

tions therefore have a total of 8 experiments at each temperature (four each for the

two samples).
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8.2.3 Results

𝑇1n was calculated for each sample and temperature using Python’s non-linear least

squares curve-fitting algorithm to fit EQ. 7.1 to the buildup curves. The average 𝑇1n

(𝑇1n) was then calculated for each temperature and the error propagated using EQ.

7.3 to yield FIG. 8-2.

Figure 8-2: 𝑇1n times averaged over all experiments at each temperature and concen-
tration (4 experiments for 20mM to 50mM, 8 experiments for 0mM & 10mM).

To capture the temperature dependence of the average nuclear relaxation, biexpo-

nential fits of the form

𝑎e−𝑏𝑇 + 𝑐e−𝑑𝑇 + 𝑒 (8.1)

were applied to the data for each sample, where 𝑇 is the temperature in Kelvin. The

fitting parameters 𝑎− 𝑒 along with the 𝑅2 value of the fits are shown in TAB. 8.1.
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Sample a b c d e R2

0mM 3307.9 0.9 165.2 0.3 13.1 0.999

10mM 6864.6 1.0 195.7 0.3 13.4 0.999

20mM 9804.6 1.2 291.6 0.3 11.9 0.999

30mM 13116.2 1.4 190.1 0.3 10.0 0.999

40mM 3354.0 1.0 112.9 0.3 8.6 0.999

50mM 1463.9 0.9 6.4 0.2 5.9 0.999

Table 8.1: Fitting parameters for the biexponential fit (EQ. 8.1) to the temperature
dependence of 𝑇1n for different concentrations of Tempol.

There was significant variability in the measured relaxation times, despite all efforts

to keep the sample temperature consistent between runs. The origin of the variability

is unkown, but it is possible to shed light on its nature using a statistical approach.

However, though useful to get an overview of the data, the statics should not be given

undue importance because the sample sizes (4 or 8 data points) are so small. FIG. 8-3

shows the excursion (in %) of the 𝑇1n measured in each experiment from the average

nuclear relaxation time at that temperature and concentration. When the measured

value is equal to the mean, the excursion is 0%, whereas if it is 10% greater than

or smaller than 𝑇1n, the excursion is +10% or −10% respectively. The orange line

shows the median of the data, the edges of the box are the first and third quartiles,

the whiskers extend to 1.5 times the interquartile range and the circles show outliers.
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(a) 0mM. (b) 10mM.

(c) 20mM. (d) 30mM.

(e) 40mM. (f) 50mM.

Figure 8-3: Effect of temperature and concentration on the variability of the 𝑇1n data.
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8.2.4 Discussion

Temperature Dependence

From FIG. 8-2 it is evident that below 15K there is a steep rise in the temperature

dependence, with 𝑇1n more than doubling as the temperature is decreased from 5K

to 3K. At such low temperatures many of the relaxation mechanisms are frozen out

[64], but clearly any mechanisms remaining are highly temperature dependent. Above

15K, the relaxation appears to become virtually temperature independent, and is off-

set by the concentration of Tempol; the 50mM sample plateaus at 6s while the 0mM

& 10mM samples plateau at 13s. The near perfect fits of the biexponential curves in

FIG. 8-2 suggest that the temperature dependence is well described by two competing

mechanisms, one which dominates at low temperatures (𝑏 in EQ. 8.1), and one that

becomes relevant at higher temperatures (𝑑 in EQ. 8.1).

FIG. 8-4 shows the low temperature (blue) and high temperature (red) exponential

fits for the 0mM and 50mM samples. In all 6 samples, the 𝑇1n dependence above

15K is modelled accurately by the high temperature exponent (𝑑, red) only, while

the low temperature exponent (𝑏, blue) consistently underestimates the plateau tem-

perature. The fitting at low temperatures on the other hand is more subtle. As the

concentration of Tempol increases, the low temperature part of the curve is increas-

ingly well described by the low temperature exponent alone, suggesting that some

mechanism related to the electrons dominates in this regime. For low Tempol con-

centrations however, a good fit is only obtained if both the low temperature and high

temperature exponents contribute. From this it can be concluded that the mecha-

nism represented by the high temperature exponent is always present and accurately

captures the plateau, while the mechanism represented by the low temperature ex-

ponent is only accurate at low temperatures, and becomes increasingly dominant as

the concentration of paramagnetic centres increases.
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(a) 0mM Sample (b) 50mM Sample

Figure 8-4: Low temperature (blue, 𝑏 exponent) and high temperature (red, 𝑑 exponent)
components of the biexponential fit (black) of the 𝑇1n temperature dependence given in EQ.
8.1.

It is noted that the temperature dependence of the 40mM sample is comparable to

that obtained by Shimon et al. in REF. [120]. They found the nuclear 𝑇1 to be ∼63s

at 6K and ∼10s at 50K.

Tempol Concentration Dependence

The non-monotonic behaviour of the temperature curves with respect to the con-

centration of Tempol is unexpected. In theory the addition of any concentration of

paramagnetic centres should lead to a decrease in the nuclear 𝑇1. Instead, the data

show that below 15K, the 10mM & 20mM 𝑇1n is in fact higher than for 0mM. Above

15K, the 20mM curve falls below 0mM, while the 0mM & 10mM samples become in-

distinguishable, and remain that way to 30K. This non-monotonic behaviour will be

discussed in more detail shortly. The ratio of the 10mM & 50mM 𝑇1n decreases from

2.8 at 3K to 2.2 at 30K, indicating that at even higher temperatures the relaxation

time becomes concentration independent.
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Variability

Before entering a discussion, it is reiterated that the statistics in FIG. 8-3 are from 4 or

8 data points only, and should therefore not be overinterpreted. Nonetheless, FIG. 8-3

has some interesting features: firstly, the variability seems to be neither particularly

concentration nor temperature dependent, and secondly, the mean and median tend

to be quite close. The latter suggests that the data is normally distributed, which is

consistent with the assumption, corroborated by the former, that the nature of the

variability is random. To further check this, the Shapiro-Wilk normality test [130]

was applied to each box-and-whisker plot. This test was chosen because it is one of

the few tests appropriate for sample sizes below 10 [131]. As expected, the normality

test was successful in over 90% of cases.

8.3 Degassed Samples

In this section the effect of dissolved oxygen on the nuclear 𝑇1 in a 50/50 wa-

ter/glycerol sample is examined.

8.3.1 Sample Preparation

The degassed sample was prepared from the 0mM stock using a Schlenk line [132].

A small quantity of the stock was poured into a vial, which was then connected to

the Schlenk apparatus via a flexible tube. The vial, vacuum manifold, nitrogen gas

supply & vacuum pump must form a hermetically sealed system for the degassing

to work. Once this was verified, the sample was placed in a bath of liquid nitrogen

until fully frozen and then pumped on until a pressure 10−3mTorr was achieved. The

vacuum pump was then switched off and the sample allowed to defrost while being

flushed with nitrogen gas. As the sample defrosts, oxygen comes out of solution to

equilibrate with its new partial pressure in the oxygen-poor Schlenk line. The freeze-

thaw process was repeated until there were no visible bubbles during thawing. To

minimise re-oxygenation of the sample during transfer to the sample cup, the transfer

was done under a constant flow of nitrogen gas. Once loaded, the NMR probe was
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immediately inserted in the magnet.

8.3.2 Experiment Procedure

This set of experiments follows the procedure outlined in Section 8.2.2. The only

differences are that longer 𝜏d were required (refer to Appendix B), and only one

exeriment was performed at each temperature.

8.3.3 Results

The plots in FIG. 8-5 show the temperature dependence of 𝑇1n in the degassed sample

and the averaged 0mM sample. 𝑇1n, the temperature fit, and error were obtained in

the same way as for FIG. 8-2.
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Figure 8-5: Temperature dependence of nuclear 𝑇1 for 50/50 water/glycerol and a
degassed sample from the same stock.

The fitting parameters for the biexponential fits (EQ. 8.1) are given in TAB. 8.2. The

0mM parameters are shown again for comparison.

Sample a b c d a R2

Degassed 5072.9 0.8 58.9 0.2 16.1 0.999

0mM 3307.9 0.9 165.2 0.3 13.1 0.999

Table 8.2: Fitting parameters for the biexponential fit to the temperature dependence
of 𝑇1n relaxation for a 50/50 water/glycerol mixture and a degassed sample of the
same mixture.

8.3.4 Discussion

Despite the very low concentration of oxygen in solution (0.5mM or less, refer to

Section 8.1.2), it has a significant effect on the relaxation of the 0mM sample, with

the 𝑇1n increasing by 230s at 3K when it is degassed. This suggests that the oxygen

is able to efficiently relax the nuclei, even in very small concentrations. It also implies

that the spin diffusion relaxation mechanism is highly effective, since with such a
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low concentration of paramagnetic centres only a small fraction of the nuclei directly

experience paramagnetic relaxation.

8.3.5 Non-monotonicity of Tempol Concentration Dependence

It was already mentioned in Section 8.2.4 that the non-monotonic concentration de-

pendence of 𝑇1n is unexpected. However, the drastic effect the removal of < 1mM

oxygen in solution has on the nuclear relaxation could be a key to understanding why.

Although a hypothesis is provided in the paragraphs below, it is emphasised that the

ensuing discussion is qualitative only, and requires experimental evidence to validate

it.

Comparing FIGs. 8-2 & 8-5, it is observed that the increase in 𝑇1n due to the removal

of < 1mM oxygen in solution (∼ 230s) is greater than the decrease in 𝑇1n due to the

addition of 50mM Tempol (∼ 180s), suggesting that oxygen is a better source of para-

magnetic relaxation. The non-monotonic behaviour may therefore arise from Tempol

(a weaker source of paramagnetic relaxation) kicking oxygen (a stronger source of

paramagnetic relaxation) out of solution. Despite the concentration of Tempol being

in the mM range, this could be plausible since the oxygen is only weakly attracted

to the water molecules, and is present in small concentrations compared to Tempol.

Assuming then that as Tempol is added to the sample, oxygen comes out of solution,

the non-monotonic behaviour is expected, with monotonic behaviour only starting

once the loss of oxygen has been compensated with (a much larger) concentration of

Tempol. From FIG. 8-2, this appears to be somewhere bewteen 20mM and 30mM.

This hypothesis could corroborated by data collected by Shimon et al. for a non-

degassed 40mM Tempol sample, and degassed 10mM and 40mM Tempol samples

(FIG 8-6, FIG. 3(b) in REF. [120]). Data were collected in a similar magnetic field

(3.38T), but using DMSO as a glassing agent rather than glycerol (DMSO/water

56/44 (w/w%)). At 20∘C and atmospheric pressure, DMSO can dissolve 71mg/L

[133], much more than either water or glycerol. If this persists to low temperatures,
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it is therefore expected that degassing a DMSO solution has a much greater effect on

the nuclear relaxation than degassing a glycerol solution.

Figure 8-6: 𝑇1n (filled symbols) relaxation times and the buildup times 𝑇bu (open
symbols) as a function of temperature of the degassed 40mM (circles), non-degassed
40mM (squares), and degassed 10mM (diamonds) samples. The buildup measure-
ments were conducted at 94.952 GHz. Error bars represent the 95% confidence inter-
vals of the time scale parameters resultant from the fitting procedure of the buildup
and saturation recovery curves. Lines are to guide the eye only. This is FIG. 3b)
from [120].

Assuming that a non-degassed 10mM Tempol sample in DMSO/water would follow

a similar trend to the non-degassed 40mM sample in FIG. 8-6, or indeed the non-

degassed data collected in this work (FIG. 8-2), then it is evident that degassing the

10mM sample (filled diamonds, FIG. 8-6) has a much more drastic effect on the nu-

clear 𝑇1 than degassing the 40mM sample. This is expected in the framework of this

hypothesis, since a 10mM sample still contains much more oxygen in solution than

a 40mM sample. Furthermore, since a DMSO/water mixture can absorb much more

oxygen than a glycerol/water mixture, degassing of DMSO mixtures is expected to

have a greater effect on 𝑇1n than degassing glycerol mixtures. A possible explanation

for the molecular oxygen being more efficient at relaxing nuclei than Tempol is its

smaller size. Tempol is a much larger molecule, which may cause its free electron to

be shielded from the matrix such that nuclei are unable to approach it as closely as

in O2. Since paramagnetic relaxation requires interaction between the electrons and
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nuclei, this could curb paramagnetic relaxation by Tempol.

Combined, the data collected here and that of Shimon et al. may suggest that the

non-monotonic dependence of the nuclear longitudinal relaxation time on the Tempol

concentration could be due to Tempol pushing oxygen out of solution. However, more

detailed experiments are required to validate this hypothesis. It is for example possible

that mM concentrations of Tempol are too small, and much larger concentrations of

Tempol would be necessary to have a significant effect on the concentration of oxygen

in solution.

8.4 Deuterated Experiments

In this section, focus is on the inherent nuclear relaxation. This is studied by exam-

ining the 𝑇1n behaviour of 3 deuterated samples in which the proton concentration is

halved with respect to the 0mM sample. Many MAS experiments are conducted with

deuterated solutions to increase nuclear 𝑇1, which is very fast at the temperatures

typical of MAS DNP and therefore not conducive to good enhancement.

8.4.1 Sample Preparation

Three half-protonated samples were prepared by replacing some of either the water

(H2O), glycerol (Gly), or both with their deuterated counterpart (D2O (Sigma Aldrich

- Missouri, USA; 151882) and d8-Gly (Sigma Aldrich - Missouri, USA; 447498) re-

spectively). The proton molarity of water is 111Molpr (since it has Molarity 55.5Mol

and 2 protons) and that of glycerol is 109.6Molpr (since it has Molarity 13.7Mol and 8

protons). Because they have approximately equal Molpr, halving the proton concen-

tration is easily achieved, since they provide protons in equal proportion. The sample

compositions are given in TAB. 8.3.
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Sample D2O H2O d8-Gly Gly

H2O/Gly - 50% - 50%

D2O/Gly 50% - - 50%

H2O/d8-Gly - 50% 50% -

D2O/H2O/d8-Gly/Gly 25% 25% 25% 25%

Table 8.3: Composition of samples used to study the inherent nuclear relaxation.

Since the proton separation is calculated from the proton Molarity, the average sep-

aration of protons is ∼2.5Å in both water and glycerol. By halving the proton con-

centration, this is increased to ∼3.1Å. Consequently, the maximum dipolar coupling

is decreased from ∼1220Hz to ∼640Hz. A decreased dipolar coupling leads to slower

relaxation [37].

8.4.2 Experiment Procedure

Loading the Sample

The loading procedure was already described in Section 8.2.2, though for this set

of experiments the sample cup was rinsed with acetone between samples instead of

water since experiments were sensitive to residual water. Acetone was the solvent of

choice because it evaporates quickly and is miscible with both water and glycerol [134].

Temperature Profile

Experiments in this section are significantly longer than in previous sections and

therefore require better temperature stability. In an attempt to achieve this, the

cooling rate was decreased and measurements started at 30K decreasing monotoni-

cally to 3K, giving the magnet more time to cool and equilibrate with the sample

space. Experiments were also performed at 2.6K, but this was always done on a sep-

arate day due to their long duration. The magnet was allowed to cool for ∼2.5hrs to

3hrs before attempting 2.6K experiments.
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𝑇1 Measurement

For these experiments the 𝜏d was increased significantly and was as long as 900s at

low temperatures (refer to Appendix B).

𝑇1n was averaged over 10 experiments for temperatures 5K to 10K, 8 experiments at

3K and 2 to 3 experiments at 2.6K, depending on how stable the temperature could

be kept.

8.4.3 Results

FIG. 8-7 shows the average temperature dependence of the nuclear 𝑇1 for the 3 deuter-

ated samples and the fully protonated 0mM sample. Results were obtained in the

same way as FIGs. 8-2 & 8-5.

Figure 8-7: Averaged nuclear 𝑇1 times for the 3 deuterated and 1 protonated samples.
Note that the D2O/Gly sample is present at 2.6K but is very similar to D2O/H2O/d8-
Gly/Gly (906s and 910s respectively).

In FIG. 8-8 the nuclear longitudinal relaxation rate of each sample is plotted as a

function of temperature along with a BPP model fit [66]. EQ. 2.45 was used as a

fitting model, with fitting parameters 𝑎− 𝑐:
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𝑅1,BPP =
𝑑20𝜏

1 + 𝜔2
I 𝜏

2
=

𝑎e𝑏/𝑇

1 + 𝑐e2𝑏/𝑇
, 𝜏 = 𝜏0e𝑇0/𝑇 (8.2)

where 𝑎 = 𝑑20𝜏0, 𝑏 = 𝑇0, and 𝑐 = 𝜔2
I 𝜏

2
0 . 𝑑0 is proportional to the average dipolar

coupling, 𝜏0 is the tumbling correlation time in the high temperature limit (𝑇 ≫ 𝑇0),

and 𝜏 is the correlation time.

Figure 8-8: BPP fit of the nuclear longitudinal relaxation rates for the 3 deuterated
and 1 fully protonated water/glycerol samples.
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The fitting parameters and their physical interpretation are given in TAB. 8.4.

Sample 𝑎 𝑑0 (Hz) 𝑏 (K) 𝑐 𝜏0 (ns) 𝑅2

H2O/Gly 0.069 4382 17.2 0.270 3.59 0.997

D2O/Gly 0.095 3959 14.0 0.777 6.08 0.998

H2O/d8-Gly 0.044 3705 17.5 0.217 3.22 0.994

D2O/H2O/d8-Gly/Gly 0.063 3671 14.7 0.459 4.68 0.999

Table 8.4: Fitting parameters for the BPP model fit (EQ. 8.2) of deuterated and
undeuterated water/glycerol samples. 𝑑0 is proportional to the average dipolar cou-
pling, 𝜏0 is the tumbling correlation time in the high temperature limit, and 𝜏 is the
correlation time.

8.4.4 Discussion

Temperature Dependence

In the absence of paramagnetic centres, the nuclear relaxation is dominated by dipolar

relaxation mechanisms (refer to Section 2.7.1). Since the samples were not degassed,

oxygen in solution, which was shown to have a significant effect on the matrix relax-

ation in Section 8.3, is also present. Nonetheless, the dependence of 𝑇1n on the proton

concentration in FIG. 8-7 is clear. This suggests that as well as intra-molecular inter-

actions, which are unaffected by the deuteration, inter-molecular interactions between

the water and glycerol play a crucial role in the relaxation. This role is nuanced, with

the removal of water protons having a greater effect on the relaxation time than the

removal of glycerol protons.

At 2.6K the data is ambiguous because it is averaged over only 2 to 3 experiments

and the temperature was difficult to keep stable over the long experimental duration.

From 3K onward however, the ordering, from highest to lowest, of the relaxation

times is clearly D2O/Gly, D2O/H2O/d8-Gly/Gly, H2O/Gly, H2O/d8-Gly. Although

the difference between the deuterated samples is small, it is present, corroborating

the premise in Section 8.3.5 that different molecules have a different effect on the
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relaxation time. Just as with the previous two sets of experiments, the temperature

dependence is very strong for low temperatures, but becomes negligible at tempera-

tures above 15K. The ordering however largely remains, with some scattering between

the two D2O samples. There is a slight decrease in the ratio between the D2O/Gly

and H2O/Gly 𝑇1n as the temperature rises, suggesting that at even higher tempera-

tures the relaxation might become completely independent of proton concentration.

BPP model Fit

In FIG. 8-8, a BPP model fit to the nuclear relaxation rates is shown. Recall from

Section 2.7.1 that the BPP model is best applied to relaxation that is dominated by

a thermally activated process. Parameters can be found that yield a good BPP fit

at temperatures above 7K. Below this however, the BPP model converges more than

the data and underestimates the relaxation rate.

From the fitting parameters in TAB. 8.4 it appears that the activation temperature

for the BPP-like relaxation is around 14K for samples containing H2O and 17K for

samples with D2O. This is consistent with the general trend discussed in previous

sections of the temperature dependence changing around 15K. It is beyond the scope

of this work to discuss in detail what process is activated at 𝑇0, however, at such low

temperatures it is possible that it could be hopping on the water or glycerol molecule,

a sort of quantum equivalent to molecular tumbling [135, 136, 137]. The two H2O

samples have higher 𝜏0, suggesting that they are more ‘active’. However, this activity

appears to be disturbed by the glycerol, as in both the H2O and D2O samples, the

high temperature correlation time is shorter when the glycerol is deuterated. Finally,

as expected, the removal of protons from the glycerol decreases 𝑑0 more than the

removal of protons from H2O, simply because it is a larger molecule and therefore

leaves larger gaps in the matrix.

The BPP-model fits to the data appear to be quite good, the R2 values ranging from

0.994 to 0.999. However, with little information on physical values for parameters,
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it is difficult to establish whether the fits work well because there are many fitting

parameters, or if they have a genuine physical meaning. More focused experiments

would be necessary to establish this. Assuming that the fits are physical, they imply

that the dynamiccs are random and dominated by a single process fully character-

isable by its correlation time 𝜏 . This process appears to become active at around 15K.

The presence of paramagnetic centres from the oxygen in solution has been ignored

thus far. However, it appears from the quality of the fits that, at least above the

activation temperature, it is not the dominant process in the nuclear relaxation. This

is in agreement with the discussion in Section 8.2.4, where it was shown that the low

temperature dependence is affected by some paramagnetic process (which becomes

dominant for high Tempol concentrations) that becomes a background process at

higher temperatures.

8.5 Fitting the Proton Relaxation Rate

In 1961 Bloembergen and Morgan showed that electron-proton dipole-dipole interac-

tions, as formulated by Solomon, could be used to reasonably accurately describe the

effect of 𝑇1e on 𝑇1n in dilute aqueous solutions of iron group ions [138]. This section

seeks to find a solid state equivalent. Data from the previous sections and electron

relaxation data gathered by R. Shakhovy will be used to fit the proposed model.

The observed relaxation rate (𝑅1n) can be separated into three contributing rates:

matrix relaxation (𝑅0,1n), paramagnetic relaxation (𝑅PM), and spin diffusion (𝑅SD)

𝑅1n = 𝑅0,1n +𝑅PM +𝑅SD. (8.3)

𝑅0,1n is given by the 0mM Tempol data. 𝑅PM and 𝑅SD on the other hand are found

by fitting the experimental data and are given explicitly by

𝑅PM =
⟨𝐵2⟩
4𝜔2

I

(1 − 𝑝2e)𝑅1e,
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and

𝑅SD =
𝜎

𝑁

respectively. The paramagnetic relaxation rate is that proposed by Abragam and

Goldman in REF. [38], where ⟨𝐵2⟩ is the average squared pseudo-secular hyperfine

interaction in the bulk, 𝜔I is the nuclear Larmor frequency and 𝑝e is the electron

thermal polarisation given by EQ. 2.3. 𝑅1e is found experimentally.

The spin diffusion rate is derived by A. Karabanov. 𝜎 is the core-bulk exchange rate,

which describes how well the core nuclei can exchange polarisation with the bulk. It

is given by

𝜎 =
𝑛𝑑20
𝑅c,2n

, 𝑅c,2n = 𝐴2𝜏

where 𝑛 is the number of spin pairs participating in the core-bulk exchange, 𝑑0 is pro-

portional to the nuclear interaction strength and is the same as 𝑑0 obtained in Section

8.4, 𝑅c,2n is the nuclear transverse relaxation rate of the core, 𝐴 is the average secular

hyperfine interaction in the core, and 𝜏 is the Arrhenius-type correlation time given

in EQ. 8.2. It is assumed that the core protons interact much more strongly with

the electron than with each other and therefore experience fast transverse relaxation.

Finally, 𝑁 is the number of bulk nuclei served by each electron. It is given by the

ratio of the nuclear to electron concentrations 𝑐n/𝑐e.

Both the paramagnetic and the spin diffusion rates increase with increasing electron

concentration as this decreases the number of nuclei served by each electron. This in

turn increases ⟨𝐵2⟩ and decreases 𝑁 . 𝑅PM further favours fast electron relaxation and

low thermal polarisation, both of which occur at high temperature. For the core-bulk

exchange to be effective, there must be a strong dipolar matrix (large 𝑑0) and the

transverse relaxation should be minimised.
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8.5.1 Electron Relaxation Rate

FIG. 8-9 shows the temperature dependence of 𝑅1e for a 10mM Tempol sample at

94.895GHz. The data was collected by R. Shakhovy with the EPR magnet and pulse

sequence described in Section 7.4. The data is not averaged.

Figure 8-9: Relaxation rate for a 10mM Tempol sample measured at 94.895GHz.
This data was collected by R. Shakhovy on the EPR magnet. The fit is a power law
Raman fit (𝐴Ram𝑇

𝜆) with 𝐴Ram = 0.015 and 𝜆 = 3.053.

Of the electron relaxation processes described in Section 2.8, the best fit was found

to be the two-phonon Raman process with a coefficient 𝐴Ram = 0.015 and power

𝜆 = 3.053 (refer to EQ. 2.48). The power is slightly higher than that found for DNP

radicals in literature (∼2.5) [139], although values of up to 5.5 have been reported for

NMR-active molecules at low temperatures [140].

8.5.2 Nuclear Relaxation Rate

Using the 0mM Tempol data 𝑅0,1n, the remaining Tempol data 𝑅1n, parameters from

the BPP fit to the protonated sample in Section 8.4, and the Raman fit of the electron

relaxation, the nuclear relaxation rate can be fitted with
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𝛿𝑅1n = 𝑅1n −𝑅0,1n = 𝑅PM +𝑅SD =
𝑎1

4𝜔2
I

(1 − 𝑝2e)𝐴Ram𝑇
𝜆 +

𝑎2𝑑
2
0

exp(𝑎3/𝑇 )

𝑐e
𝑐n
. (8.4)

𝑎1 = ⟨𝐵2⟩, 𝐴Ram and 𝜆 are given by fit to the electron relaxation rate, 𝑎2 = 𝑛/𝐴2𝜏0,

𝑑0 is taken from the BPP fit to the protonated sample (TAB. 8.4) since the dipolar

interaction within the matrix is not expected to change between samples, 𝑎3 = 𝑇0,

𝑐e is the Tempol concentration in Molar and 𝑐n is 110M. The fit of EQ. 8.4 to the

30mM to 50mM samples is shown in FIG. 8-10. The 10mM & 20mM samples have

been omitted since for some temperatures they relax slower than the 0mM sample

and therefore, by EQ. 8.4, have unphysical negative relaxation rates.

Figure 8-10: Fit of EQ. 8.4 to the experimentally measured relaxation rates for the
30mM to 50mM samples. The 10mM & 20mM samples have been omitted since for
some temperatures they relax slower than the 0mM sample and therefore, by EQ.
8.4, have unphysical negative relaxation rates.
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The fitting parameters are given in TAB. 8.5.

Sample 𝑎1 𝑎2 𝑎3

30mM 1e6 8.8e-6 22.8

40mM 1e6 9.7e-6 19.7

50mM 1e6 1.7e-5 21.5

Table 8.5: Fitting parameters 𝑎1 through 𝑎3 of EQ. 8.4 used to generate FIG. 8-10.

8.5.3 Discussion

Paramagnetic Relaxation Contribution

Although included in the fitting equation used for FIG. 8-10, the paramagnetic re-

laxation makes no contribution. The values for 𝑎1 shown in TAB. 8.5 are simply the

initial values given to the fitting algorithm. This is not entirely unexpected since

at low temperatures the electron relaxation is long, and the thermal polarisation is

high. Furthermore, the electron concentrations are relatively low, each electron in

the 30mM and 50mM samples serving ∼3700 and ∼2200 nuclei respectively. With

an average separation of 2.5Å between nuclei in the bulk, this leads to very small

⟨𝐵2⟩. If the electron relaxation rate is also small, the 1/4𝜔2
I term dominates and

𝑅PM is on the order of 10−7s−1 at 30K and 10−12s−1 at 3K. It should be noted that

𝑅1e is in fact concentration dependent and should increase with increasing electron

concentration. However, a change in concentration of 40mM is not going to provide

the orders-of-magnitude change in 𝑅1e required for 𝑅PM to become significant [72].

Spin Diffusion Relaxation Contribution

Below 10K, 𝑅SD converges to zero much faster than 𝛿𝑅1n and does not capture the

concentration dependence that persists down to 3K. This suggests that the model

EQ. 8.4 is missing some mechanism that describes the low temperature behaviour of

𝛿𝑅1n. Above 10K on the other hand, the spin diffusion rate seems to be a good fit

for all concentrations. The activation temperature 𝑎3 is similar for all three samples,
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with an average of 21.3K. This is slightly higher than the activation temperatures

calculated from the BPP fits to the H2O samples in Section 8.4, which are around

17K. Again, it is not possible to say what exactly is activated by 𝑇0 without further

investigation. However, it is plausible that the electrons affect 𝑇0 just like the removal

of protons from water affects 𝑇0, the effect of the latter being to decrease 𝑇0 from

17K to 14K.

For the fit to be physical, it must be possible to recover 𝑎2 using physical values

for 𝑛, 𝐴 and 𝜏0. An approximate value for 𝑛 can be obtained from the chemical

structure of Tempol (FIG. 8-1). Tempol has 13 structural protons whose proximity

to the electron makes them all core protons. Letting the solvent protons form the

bulk, and allowing each structural proton to interact strongly with just one solvent

proton, the number of nuclei participating in the core-bulk exchange is 𝑛 = 26. 𝐴 can

be found by assuming that the approximate distance between the electron and the

four methyl groups is the same in both bTbk and Tempol. The structural bTbk data

used in Section 6.1 can then also be used to calculate the average secular interaction

in Tempol. With this approach, 𝐴 ∼ 2MHz for the 12 methyl group protons. In-

cluding the 13th proton, which is located further from the electron and is not present

in bTbk, does not change 𝐴 significantly. With 𝑛 = 26 and 𝐴 = 2MHz, the high

temperature correlation time is 𝜏0 = 6.5𝜇s. This is 3 orders of magnitude higher

than 𝜏0 calculated for the deuterated samples, but still falls within the reported range

of correlation times in water [135, 136, 137]. Nonetheless, experiments focused on

studying the molecular dynamics should be performed before conclusive statements

are made about the applicability of EQ. 8.4.

Of course, different values of 𝑛, 𝐴 and 𝜏0 could be reasonably argued. For example,

the core-bulk distinction made above could be too simplistic, as it neglects to take

into account that some of the solvent protons are too strongly hyperfine shifted by 𝐴

to be detectable experimentally, and should therefore be included in the core. The

observable bandwidth in an experiment is given by the inverse of the tipping pulse
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duration. In the experiments presented here, the pulse length was 4𝜇s, and the band-

width therefore 250kHz. The core can thus be defined as all protons hyperfine shifted

from the reference frequency by more than ±125kHz. Using the approach outlined in

Section 5.4.3 to calculate the average 𝐴 for each shell of solvent protons, the first shell

must therefore also be included in the core i, reducing the average secular hyperfine

interaction of the core to ∼1MHz. Including the first shell of solvent protons in the

core also increases its surface area, so 𝑛 is expected to increase, though not by an

order of magnitude. Therefore, even with these considerations, 𝜏0 remains on the

order of 𝜇s.

The spin diffusion model appears to capture the temperature dependence of 𝛿𝑅1n at

temperatures above 10K, but fails to give accurate results below 10K. This could be an

indication that the model is missing a mechanism that describes the low temperature

relaxation. Paramagnetic relaxation in the form used in EQ. 8.3 is shown to have

no effect for the temperature and concentration regime studied, although it is known

from the previous sections in this chapter that the presence of electrons strongly

affects the nuclear relaxation. Furthermore, although the spin diffusion fit is good,

further corroborating evidence is needed. Such proof could come for example from

molecular dynamics studies or experiments that find 𝜏0 or 𝑇0.

i𝑒− 𝑛 ∼ 2.8Å, 𝑛− 𝑛 ∼ 2.5Å. Shell 1: 𝐴 ∼ 270kHz.
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Chapter 9

Conclusion

The theory of DNP has recently undergone significant progress, particularly in its

quantum mechanical description. This thesis aims to contribute to these develop-

ments by introducing two new, highly efficient simulation algorithms for CE DNP

under static and MAS conditions, and by presenting a detailed relaxation study of

the DNP radical Tempol. In this final chapter, results are summarised and avenues

for further research explored.

9.1 Static Cross Effect DNP

The kinetic Monte Carlo algorithm developed for the static CE has unprecedented

efficiency, and is thus uniquely placed for simulations of large spin systems. The

algorithm was shown to be very accurate within the parameter regime applicable to

adiabatic elimination, and was used to study the effect of solvent and radical ge-

ometries on the nuclear polarisation enhancement in a 125-spin system. Because the

algorithm is based on classical rather than quantum dynamics, it scales favourably

with system size and therefore lends itself to simulation of even larger systems. Such

simulations could be used to generate parameter maps or to assist in system design

for optimised DNP.

In Section 4.5, the effect of randomising the geometry of a solvent forming a cubic
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lattice was examined. 5%, 10%, 15% & 20% linear randomisations were applied to

the lattice to mimic the increasing disorder in the solvent as glassing agent is added.

Optimal nuclear dynamics were obtained for moderate randomisations of 5% to 10%,

for which the rearrangement of spins is enough to bridge the dipolar gap between

unconnected planes in the lattice, but not enough to create pockets of spins that are

poorly connected to the rest of the lattice. Spin diffusion is thus able to propagate

nuclear polarisation to the extremes of the system effectively. These findings suggest

that, while glassing agents are necessary to ensure an even distribution of radical

in the sample, their effect on the lattice geometry may actually negatively impact

DNP. For a more representative study, a hexagonal lattice should be used to more

accurately represent the lattice formed by ice. Furthermore, the randomisations used

here were arbitrary and not linked to proportions of glassing agent added. A more

complete study should determine the percent randomisation in typical DNP solvents

such as DNP juice.

Section 4.6 is a first attempt at using the kMC algorithm to assist in radical design. It

was shown that the removal of certain nuclear spins in the immediate environment of

the electrons can have a positive effect on the nuclear enhancement if they have high

secular hyperfine interactions, and a negative effect if they have high pseudo-secular

hyperfine interactions. In practice the removal of particular spins can be achieved by

deuterating the radical, or building ‘cages’ around the electrons (such as the aromatic

rings in Trityl). No particular radical geometry was used for the simulations in this

section. However, there is no reason not to use exact radical geometries as was done

in the MAS case. Simulations using exact geometries could then assist chemists in

engineering radical molecules for specific applications

9.2 MAS Cross Effect DNP

In Chapters 5 & 6 a fast simulation algorithm for MAS CE DNP was outlined and

applied. Provided the polarisation dynamics are accurately captured by incoherent
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Landau-Zener transitions, the fast algorithm was shown to be in good agreement

with simulations using the full master equation. Large-scale simulations of the 52

structural protons of bTbk radical and an additional 100 solvent protons, including

72 powder averages, took just a few days. This is remarkably fast considering that

dynamics must be tracked within a rotor period as well as stroboscopically. Just

like with the static case, the computational time-savings obtained by using the fast

algorithm make it ideal for predictive simulations of the MAS CE DNP dynamics.

Simulations in Chapter 6 however, are still more in the developmental stage.

In Section 6.4 the microwave offset, static field strength, and microwave irradia-

tion amplitude were swept on the 52 structural protons of bTbk. These simulations

demonstrate that the fast simulation algorithm is appropriate for generating param-

eter scans. They also suggest that at high magnetic fields, it is not necessary to

average over the 9 possible nitrogen orientations in nitroxide radicals, thus signifi-

cantly reducing simulation time.

Section 6.5 studies in more detail the interaction between the 52 structural protons

of bTbk and 100 solvent protons. Results suggest that, under certain conditions, the

bTbk and solvent protons evolve quite separately. It should therefore be possible

to replace the large bTbk molecule in simulations with a single representative core

nucleus, thus again greatly cutting back on computation time. Nonetheless, even in

its current state, the fast algorithm could be used to study in detail the effects of

radical and solvent geometry on the MAS DNP dynamics, as was done in the static

case. Mentink-Vigier et al. [141] have already used their 3-spin model to help them

engineer the radical AsymPol.

9.3 Tempol Experiments

The final part of this thesis steered away from theory, and explored the temperature

& concentration dependence of nuclear 𝑇1 relaxation in Tempol monoradical. Relax-
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ation plays a critical role in DNP and must be well-understood in order to optimise

the performance of DNP experiments. A new formalism relating the paramagnetic

and spin diffusion contributions to the observed relaxation is presented.

The experiments performed are unique in that they extend from 30K to temperatures

as low as 2.6K. Experiments down to such low temperatures are few and far between

in the DNP literature, and thus give insight to new relaxation behaviours. Tem-

pol is shown to become highly dependent on temperature and radical concentration

for temperatures below 10K. Surprisingly however, the temperature dependence was

shown to be much stronger for oxygen in solution, which is present in much smaller

quantities than any of the Tempol concentrations studied. It is hypothesised that this

may be because oxygen is a smaller molecule, and may therefore be more effective at

relaxing a surrounding nuclear ensemble. To really test this hypothesis, more experi-

ments should be carried out in which different concentrations of Tempol samples are

degassed. If the hypothesis holds, degassing should have a decreasing effect as the

Tempol concentration increases. 50% protonated experiments where either the water,

glycerol, or both were deuterated demonstrate that the removal of water protons is

not equivalent to the removal of glycerol protons. The data are well-fit by the BPP

model, but it is unclear what mechanism is activated at ∼14K & 17K. This would

require further experiments and possibly also simulations of molecular dynamics.

Finally, in the very last section, a relaxation theory was presented that attempted to

relate the observed nuclear longitudinal relaxation to spin diffusion and paramagnetic

relaxation. A reasonably good fit to the temperature and radical concentration data

is obtained with the new model for temperatures above 15K and concentrations above

20mM. Below 15K the model converges to zero much faster than the data, suggesting

that there is some low-temperature mechanism missing.

Even where the fit is good, derivations of parameters were mostly qualitative, and

should be corroborated by specifically designed experiments. For example, although
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the model is fit to radical concentrations of 30mM, 40mM & 50mM, EPR data for a

10mM sample was used to fit the data, when really the EPR data should match the

NMR data.
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Appendix A

Theory Toolbox Appendix

In the text EQ. 2.28 stated that

∫︁ ∞

0

∫︁ 𝑡

0

e−𝜖𝑡 ˆ̂
𝐾(𝑡− 𝜏)𝜌S(𝜏)𝑑𝜏𝑑𝑡 = 𝑙𝜌S(𝜖) · 𝑙 ^̂

K
(𝜖), (A.1)

where the 𝑙𝜌S(𝜖) and 𝑙 ^̂
K

(𝜖) are the Laplace transforms of 𝜌S(𝑡) and the kernel function

respectively. The derivation of this equality is not trivial, and makes use of the

diagonal form of the memory kernel

ˆ̂
𝐾(𝑡− 𝜏) =

∑︁
𝑘

ˆ̂
𝐾𝑘e𝜖𝑘(𝑡−𝜏), (A.2)

where ˆ̂
𝐾𝑘 are its eigenfunctions and 𝜖𝑘 are its eigenvalues.

The first step is to substitute the diagonal form of the kernel function into the left

hand side of EQ. A.1:

∑︁
𝑘

∫︁ ∞

0

e(𝜖𝑘−𝜖)𝑡

(︂∫︁ 𝑡

0

e−𝜖𝑘𝜏 ˆ̂
𝐾𝑘𝜌S(𝜏)𝑑𝜏

)︂
𝑑𝑡. (A.3)

This is then integrated by parts using
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𝑢′ = e(𝜖𝑘−𝜖)𝑡 𝑢 =
e(𝜖𝑘−𝜖)𝑡

𝜖𝑘 − 𝜖

𝑣 =
∑︁
𝑘

∫︁ 𝑡

0

e−𝜖𝑘𝜏 ˆ̂
𝐾𝑘𝜌S(𝜏)𝑑𝜏 𝑣′ =

∑︁
𝑘

(︀
e−𝜖𝑘𝑡 ˆ̂

𝐾𝑘𝜌S(𝑡)
)︀
.

(A.4)

The derivative of 𝑣 is obtained using the Leibniz rule [142]

𝑣′ =
∑︁
𝑘

(︂
e−𝜖𝑘𝑡 ˆ̂

𝐾𝑘𝜌S(𝑡) · 𝑑
𝑑𝑡
𝑡− e0

ˆ̂
𝐾𝑘𝜌S(0) · 𝑑

𝑑𝑡
0 +

∫︁ 𝑡

0

𝜕

𝜕𝑡
e−𝜖𝑘𝜏 ˆ̂

𝐾𝑘𝜌S(𝜏)𝑑𝜏

)︂
, (A.5)

where the last two terms are trivially zero.

Starting the integration by parts,

𝑢𝑣 =
∑︁
𝑘

e(𝜖𝑘−𝜖)𝑡

𝜖𝑘 − 𝜖

∫︁ 𝑡

0

e−𝜖𝑘𝜏 ˆ̂
𝐾𝑘𝜌S(𝜏)𝑑𝜏

⃒⃒⃒⃒𝑡=∞

𝑡=0

=
∑︁
𝑘

e(𝜖𝑘−𝜖)∞

𝜖𝑘 − 𝜖

∫︁ ∞

0

e−𝜖𝑘𝜏 ˆ̂
𝐾𝑘𝜌S(𝜏)𝑑𝜏 −

∑︁
𝑘

e1

𝜖𝑘 − 𝜖

∫︁ 0

0

e−𝜖𝑘𝜏 ˆ̂
𝐾𝑘𝜌S(𝜏)𝑑𝜏 = 0,

(A.6)

where the first term is zero because the eigenvalues 𝜖𝑘 are assumed to be large and

negative, and the second integration is trivial.

The second term of the integration by parts is

−
∫︁
𝑣′𝑢 = −

∑︁
𝑘

∫︁ ∞

0

e(𝜖𝑘−𝜖)𝑡

𝜖𝑘 − 𝜖

(︂
e−𝜖𝑘𝑡 ˆ̂

𝐾𝑘𝜌S(𝑡)

)︂
𝑑𝑡 = −

∑︁
𝑘

∫︁ ∞

0

e−𝜖𝑡

𝜖𝑘 − 𝜖

(︂
ˆ̂
𝐾𝑘𝜌S(𝑡)

)︂
𝑑𝑡.

(A.7)

Therefore,

∫︁ ∞

0

∫︁ 𝑡

0

e−𝜖𝑡 ˆ̂
𝐾(𝑡− 𝜏)𝜌S(𝜏)𝑑𝜏𝑑𝑡 =

∑︁
𝑘

ˆ̂
𝐾𝑘

𝜖𝑘 − 𝜖
·
∫︁ ∞

0

e−𝜖𝑡𝜌S(𝑡)𝑑𝑡

= 𝑙 ^̂
K

(𝜖) · 𝑙𝜌S(𝜖).

(A.8)
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Appendix B

Acquisition Parameters

B.1 Delay Times & Other Parameters

Table B.1: Delay times (in seconds) for experiments in Section 8.2 testing the depen-
dence of 𝑇1n on temperature and concentration of Tempol.

Temperature (K) 0mM 10mM 20mM 30mM 40mM 50mM

3 120 135 111 90 60 60

5 35 20 28 23 23 18

7 20 15 13 12 8 8

10 10 10 9 7 5 5

15 7 6 5 4 3 3

20 5 5 4 3 3 3

30 5 5 4 3 2 2

Table B.2: Delay times (in seconds) for experiments in Section 8.3, where a degassed
0mM Tempol sample was used.

Temperature (K) 3 5 7 10 15 20 30

Delay Time (s) 250 120 30 15 10 7 5
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Table B.3: Delay times (in seconds) for experiments in Section 8.4, where either the
water, glycerol, or both were deuterated in a 50/50 water/glycerol sample.

Temperature (K) 2.6 3 5 7 10 15 20 30

D2O/Gly 925 200 43 23 12 8 7 7

H2O/d8-Gly 300 165 37 23 12 9 7 7

D2O/d8-Gly 870 150 45 23 12 8 7 7

The spectral width is 1MHz, and there are 512 points in each FID.

B.2 Saturation Recovery Pulse Sequence

FIG. B-1 shows the saturation recovery pulse sequence used in the NMR experiments.

The only parameter that changes between experiments is the delay time (D10 in the

figure). The saturation pulse has a duration of 7𝜇s and a power level of 10dB, the

acquisition pulse has a duration of 4𝜇s and a power level of 5dB.

Figure B-1: Saturation recovery pulse sequence for NMR experiments.
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