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Abstract

Autonomous road vehicles are an increasingly popular research topic due

to their potential to reduce the number of road deaths and road accidents

while increasing energy efficiency of the vehicle and reducing congestion.

To ensure a successful implementation of driverless cars, it is necessary that

the vehicle’s behaviour is acceptable to its occupants; that they feel as safe

and comfortable as reasonably possible. What the resulting behaviour and

driving style is like is different for different people and so it is necessary

that an autonomous vehicle can change its performance accordingly.

This thesis presents an investigation into how existing human factor

models can be incorporated into a control framework. This hierarchical

Model Predictive Control (MPC) framework is evaluated in simulation for

a constant speed, Active Steering Control (ASC) implementation. This

aspect of autonomous behaviour is demonstrated as it represents a typical

scenario, motorway driving, and it is illustrative of the effect that human

factors can have on controller design and implementation. Published driv-

ing study data is used to create different percentile drivers, allowing for the

evaluation of different driving styles. The resulting behaviour is analysed

and evaluated quantifiably so that the effect that human preferences have

on system performance can be understood.

Vehicle models are implemented in software and validated against estab-

lished results. These models are used as both the system plant in the MPC

formulation and as simulation models of the vehicle itself. It is demon-

strated that the lower fidelity models have good agreement with more ad-

vanced, and complex, vehicle models. This allows for a simpler design

process, as the vehicle-controller behaviour can be simulated much more
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quickly.

A standard linear MPC formulation is then presented and its perfor-

mance is demonstrated for the active steering control task. The ability

to effectively constrain the vehicles lateral acceleration is shown, along

with MPC’s flexibility, by demonstrating All-Wheel Steering (AWS) perfor-

mance. The necessity of providing suitable reference trajectories is demon-

strated, which leads to the development of a hierarchical control framework,

which creates reference trajectories for the ASC to track.

This developed framework is then used to implement human factor

aware driving behaviour. Human factor parameters from the literature

are included directly into the MPC formulation.

It is shown that incorporating human factor models of lateral accelera-

tion preference, solely as constraints in the MPC steering module, does not

provide a large differentiation in driving styles. This is because changes

only occur at edge cases in driving scenarios and the human factor de-

rived constraint is ‘active’. Incorporating the models into the MPC cost

function, in conjunction with constraints, increases the differences in per-

formance by allowing for a trade-off between reference tracking of system

states and lateral acceleration.

To allow for this trade-off for a range of longitudinal velocities and

human acceleration tolerance, a penalty model is presented that determines

the relative influence of the lateral acceleration penalty in the cost function.

Although the method is attractive due to its ease of implementation, it is

shown that its effectiveness is limited in scenarios where other concerns

dominate, such as respecting road bound limits. Nevertheless, the models

presented in this thesis, along with the results and conclusions obtained

from them, provide a demonstration of how human factor issues can be

included explicitly into a control framework for autonomous driving.
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Chapter 1

Introduction

Road vehicles equipped with autonomous driving capability have been a

much discussed, and a much researched, idea for several decades. They

offer an opportunity to revolutionise human transportation with their an-

ticipated safety benefits saving lives, and their ability to maximise energy

efficiency needed more than ever in a world affected by climate change in-

duced by human activity. Either issue alone would warrant the pursuit

of driverless cars, and the effect on the UK’s economy is forecast to be in

excess of £60 billion by the year 2030 [1].

For any successful implementation of driverless vehicles, the autonomous

behaviour must be acceptable to its human occupants, who are now, by

definition, exclusively passengers rather than drivers. Therefore, the occu-

pants must feel as safe and ideally as comfortable as they do currently. A

driverless vehicle must therefore choose its behaviour to not just satisfy the

physical limitations of the system, but the expectations of its passengers.

This task is made all the more difficult, as there is no single driving style

or behaviour that would be satisfactory to all passengers. Consequently,

the autonomous vehicle must be able to adapt its driving style depending

on human preference. From a design perspective, the control methodology

implementing the autonomous behaviour must be flexible and robust to

changes in the parameters that modify the driving behaviour. This allows

for the necessary changes in vehicle behaviour without the need to de-

sign specific controller behaviour for different human preferences or driving
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CHAPTER 1. INTRODUCTION

styles.

Automation of road vehicle behaviour began in the 1980s [2], although

the focus was on improving the capabilities of individual subsystems, such

as the development of the Anti-lock Braking System (ABS) and later

Electronic Stability Program (ESP) (also known as Electronic Stability

Control (ESC)). While at first such systems may not be thought of as au-

tonomous in the common sense, they represent an important first step as

the vehicle determines a control input, such as brake pressure to individual

wheels, based on both the driver input and additional sensor measurements.

Such was the effectiveness of these active safety systems, so called because

they attempt to prevent rather than provide protection in the event of a

collision, that they are mandatory on all cars manufactured for EU, US

and other markets since the early 2010s [3, 4]. It has been reported that

the introduction of ESP reduced single-vehicle accidents by 30-50% for

cars and by 50-70% for Sports Utility Vehicles (SUVs) [5, 6]. These were

later augmented by the development of more advanced techniques such

as Adaptive Cruise Control (ACC) or Collision Avoidance System (CAS).

CAS operates autonomously by applying the brakes if it detects that the

driver has not taken action quickly enough to prevent a collision with an

obstacle in front of the vehicle, detected using radar or lidar sensors along

with cameras using object recognition techniques.

When considering how such active safety systems have been developed,

the approach of traditional automotive manufacturers can be contrasted

to those that have entered via a computational or software background.

There, the attempt has been to develop an autonomous functionality that

requires little intervention from the driver, and with frequent updates to

control software provided by over-the-air updates [7–9]. The differences

in research philosophy can perhaps be explained by their respective back-

grounds; established automotive manufacturers wish to update their exist-

ing vehicle products incrementally, only introducing features when they are

technologically mature and there is a clear economic case for doing so. In

contrast, new competitors wish to disrupt the existing market by introduc-
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CHAPTER 1. INTRODUCTION

ing transformative products, mitigating the lack of a strong manufacturing

and supply chain experience. One goal is to develop an autonomous driv-

ing system that can be integrated into existing vehicle platforms, allowing

the system developer to focus on their strengths of computer vision, object

recognition and computer hardware [10, 11].

The development of both control theory and computer hardware have

allowed for the implementation of advanced control technologies, in a man-

ner that would not have been achievable in previous decades. This pro-

gression allows for the specification and regulation of advanced control

laws, necessary for the complex behaviour required to implement driverless

vehicles. The availability of cheap, powerful, computer hardware that is

compact and energy efficient enough to be installed within vehicles, have

made it possible to implement advanced driving technologies for the first

time.

In trying to implement human aware driving behaviour in a control

framework, it makes sense to study how human drivers change their be-

haviour in different driving conditions and how this behaviour can be char-

acterised. By understanding how humans change their driving style, it

is possible to implement autonomous behaviour that mimics specific be-

haviour. This human factor aware control framework would then be able

to provide autonomous driving behaviour, characterised identified mod-

els parameterised by both system parameters such as vehicle speed, and

those which identify human preference that can vary among the population.

Even if the specific, numerical, parameter values differ for human passen-

gers, rather than human drivers, a successful control implementation would

be able to adapt to moderate changes in said values.

For the evaluation of control strategies for autonomous driving be-

haviour, simulation models offer a method of rapidly prototyping and as-

sessing performance. In using models with a lower complexity compared

to physical prototypes or even advanced multi-body models, it is possible

to give a more general judgement on the control performance rather than

for a single vehicle design. For this reason, such models are popular eval-
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uation tools within the vehicle dynamics research community and form a

solid basis for the design and verification of autonomous control behaviour.

In this thesis, control methods that can incorporate human driving pref-

erences, explicitly in their design, are investigated. One such method,

Model Predictive Control (MPC), is then used to develop an active steer-

ing controller that uses human factor models of acceleration to modify its

driving behaviour. This controller is then evaluated, using vehicle simula-

tion models that are implemented and verified, by navigating a standard

evaluation course. The results are evaluated, and the changes in driving

behaviour is quantified, allowing for the inclusion of human factors into the

control problem to be objectively analysed.
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Chapter 2

Literature Review

2.1 Introduction

To allow for the study of autonomous driving behaviour and considerations

of how human factor preferences can be accommodated within a control

strategy, this chapter presents the history, along with the current state-of-

the-art technology, of autonomous functionality in the automotive research

field. Alongside this, human factor models are reviewed to determine how

they might be incorporated into a control framework.

The developments in control theory, particularly the emergence of Model

Predictive Control (MPC), that allow for the implementation of the pro-

posed control design are presented in this chapter. An emphasis on matters

concerning the closed-loop stability of the system, imperative for any suc-

cessful control specification, are discussed and the subsequent implications

on the implementation of human factor issues are raised.

So that the proposed control methodology can be assessed effectively,

potential vehicle models and modelling methods are reviewed.

This literature review is then used to determine the aims and objectives

upon which this thesis is built. From these objectives, a thesis outline is

presented with a short summary of its chapters.
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CHAPTER 2. LITERATURE REVIEW

2.2 History and Recent Developments

The advances made in autonomous behaviour are summarised and work

concerning human driving performance is reviewed. Control techniques for

autonomous driving behaviour implementation and vehicle models available

for use as simulation models are discussed.

2.2.1 Autonomous Driving Behaviour

Before examples of autonomous driving research and implantations are dis-

cussed, it is beneficial to define what it meant by autonomous behaviour.

In order to provide a consistent categorisation of autonomous capability,

the professional organisation and standards body SAE International de-

fined six levels of autonomy, summarised in Table 2.1 [12]. This includes

level 0, in which no assistance is provided to the human driver. For lev-

els 2 and below, the human driver is responsible for monitoring the driving

environment, and being ready to immediately react to any changes in the

Dynamic Driving Task (DDT). With the aforementioned legislation for

road vehicles, all modern cars have at least level 1 autonomy, with many,

particularly premium vehicles, offering level 2 features such as Adaptive

Cruise Control (ACC) and Collision Avoidance System (CAS).

In 2017, the first production vehicles with level 3 autonomy were intro-

duced [8, 13]. In a level 3 vehicle, it is responsible for controlling the vehicle

and monitoring the environment in specific driving conditions. The driver

must remain alert and be aware of their surroundings incase of the vehicle

encountering a situation it cannot deal with. For a level 4 vehicle, human

interaction is not necessary because the vehicle can always bring itself to

a stop safely, even if it cannot proceed with the driving task. The final

stage of full automation, level 5, requires that the vehicle does not need

any human intervention for any driving scenario, and it is always able to

determine suitable decision, regardless of its environment. While there are

claims of level 4 or 5 vehicles being ready for the mass market in the near

6
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Table 2.1: Summary of levels of autonomy, adapted from [12]

SAE
level

Name Definition Fallback
of

Driving
Task

System
Capability

Human driver monitors the driving environment and performs part or
all of the Dynamic Driving Task (DDT)

0 No
Automation

The full-time performance by the
human driver of all aspects of the
dynamic driving task, even when

enhanced by warning or
intervention systems.

Human
Driver

N/A

1 Driver
Assistance

The driving mode-specific
execution by a driver assistance

system of either steering or
acceleration/deceleration using
information about the driving

environment and with the
expectation that the human driver
perform all remaining aspects of

the dynamic driving task.

Human
Driver

Some
driving
modes

2 Partial
Automation

The driving mode-specific
execution by one or more driver

assistance systems of both steering
and acceleration/deceleration using

information about the driving
environment and with the

expectation that the human driver
perform all remaining aspects of

the dynamic driving task

Human
Driver

Some
driving
modes

Automated driving system monitors the driving environment and per-
forms the DDT while engaged

3 Conditional
Automation

The driving mode-specific
performance by an automated

driving system of all aspects of the
dynamic driving task with the

expectation that the human driver
will respond appropriately to a

request to intervene.

Human
Driver

Some
driving
modes

4 High
Automation

The driving mode-specific
performance by an automated

driving system of all aspects of the
dynamic driving task, even if a
human driver does not respond
appropriately to a request to

intervene.

System Some
driving
modes

5 Full
Automation

The full time performance by an
automated driving system of all

aspects of the dynamic driving task
under all roadway and environment
conditions that can be managed by

a human driver.

System All driving
modes

7
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future [14, 15], this belief is not held by all experts [16, 17]. In a recent

interview of industry experts in the UK, the accountancy firm KPMG, on

behalf of The Society of Motor Manufacturers and Traders (SMMT), re-

ported that level 4 functionality was not anticipated until 2025, with level 5

vehicles being introduced sometime after 2030 [1]. Either way, it is clear

that there will be a large research effort required for the foreseeable future,

before the autonomous driving environment is fully matured.

While the study of how human drivers react to handover events, that is,

when a driver must resume driving in a scenario that a level 3 autonomous

vehicle cannot handle itself ,is worth of study in itself such as [18], it is not

necessary for the successful study of incorporating human factors directly

into the control problem. For this reason, in this thesis it is assumed that

in the driving scenarios considered, the vehicle and controller is always

capable of performing the driving task and so could be considered to be a

level 4 or 5 vehicle.

The term ‘driverless cars’ is used colloquially when discussing autonomous

driving. With reference to Table 2.1, driverless cars correspond to either a

level 4 or 5 vehicle, i.e., vehicles that can complete a given driving scenario

without a driver, and without a human monitoring the environment. In this

thesis, the proposed autonomous driving behaviour will take place without

the need for human intervention, and so the phrase ‘driverless cars’ may be

used in reference to the simulation vehicle equipped with the human factor

aware controller.

Autonomous Driving Trials

Along with the many theoretical advances in autonomous vehicle function-

ality and behaviour, there have been a number of technology demonstrators

that implement some level of autonomous driving or functionality. Some of

the more prominent examples are listed below in an approximate chrono-

logical order.
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The PATH Program

The Program on Advanced Technology for the Highway (PATH) [19] was

a Californian collaboration between researchers in the Institute of Trans-

portation Studies at UC Berkeley and the California Department of Trans-

portation. The project began in 1986, and had a number of objectives

with the aim of reducing the traffic congestion issues that the Californian

freeway network was suffering in the 1980s [20].

One notable aspect of PATH was its experimental vehicles studies, with

a demonstration of automatic vehicle control, which used permanent mag-

nets embedded in the roadway to detect vehicle position from measure-

ments of the magnetic field. While this is an important demonstration of

autonomous behaviour, the necessary investment in updating infrastruc-

ture renders this technique infeasible for large scale deployment.

More modern methods of road positioning utilise existing infrastructure,

e.g. detection of lane markings with object recognition and computer vision

such as [21], to minimise the cost of large scale deployment.

PROMETHEUS

The PROgraM for European Traffic with Highest Efficiency and Unprece-

dented Safety (PROMETHEUS) [22] was an industry-led program initiated

in 1987. Like the PATH program, it had many objectives focussed around

improving drivers situational awareness, developing active safety systems,

cooperative driving and traffic management. The program aimed to place

an emphasis on an integrated approach with its sub-programs claiming

that earlier research had suffered due to the lack of consideration of overall

system design.

PROMETHEUS resulted in the ‘VaMoRs–P vehicle, developed by the

Bundeswehr University Munich. A twin was developed, VITA 2, by Daimler-

Benz [23]. The work was based on even earlier work involving a 5 ton

van ‘VaMoRs‘ equipped with computer vision for lane-keeping autonomous

driving [24]. They demonstrated autonomous behaviour in typical motor-

way driving in France, Germany and Denmark in 1994 [25]. Equipped with
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forward and rear facing bifocal cameras, it had a detection range of up to

100 m in both directions. It was reported that the vehicles were capable of

high-speed (130 km/h) driving, and were able to change lane, if permission

was given by the supervising driver. A 1600 km trip from Germany to Den-

mark was undertaken, in which it was reported that 95% of the distance

could be driven automatically. Dickmanns et al. summarised that, thanks

to advances in computer hardware and machine vision, real world problems

were now being solved in real-time [25].

From a modern perspective, the technology demonstrators that were

part of PROMETHEUS were remarkably advanced for their time. It is

perhaps an indication of the complexity and unforeseen implementation

issues in bringing, what is a level 3 autonomous feature, from development

to market.

DARPA Grand Challenge

In an attempt to accelerate the progress into the development of autonomous

vehicles, an American competition was launched by Defense Advanced Re-

search Projects Agency (DARPA) in 2004. The goal was to develop au-

tonomous vehicles that could navigate off-road dirt tracks at high speed,

with a $1 million prize offered as an incentive. As none of the vehicles that

entered were able to finish the course set, the competition was held again

in 2005, this time with an increased prize of $2 million. This time, the

competition was won by ‘Stanley’, a vehicle developed by a team based at

Stanford University, who used their experience of the competition in the

previous year to improve the robustness of their autonomous vehicle [26].

The researchers noted that as the route was provided to them before the

start of the race, the task was primarily high-speed road finding along with

obstacle detection and avoidance in desert terrain.

DARPA Urban Challenge

Following the success of the Grand Challenge in 2005, DARPA organised

the Urban challenge, which was held in 2007. The vehicles had to navigate a

closed urban environment without human interaction; obeying Californian
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driving laws, with no longer than ten seconds of time to stop and consider

a given environment. The competition was won by a team from Carnegie

Mellon University. Their vehicle ‘Boss’ used model predictive trajectory

generation to dynamically create feasible paths to track from a given start-

ing point [27]. It was able to detect a number of driving contexts, such

as encountering intersections, merge planning or in-lane driving, and iden-

tifying appropriate driving behaviour for a given context. Boss was also

equipped with a number of error recovery modes, to account for specific

errors in the motion planning or unaccounted for anomalous scenarios.

Mercedes-Benz INTELLIGENT DRIVE

In 2013, Mercedes-Benz completed a 100 km journey autonomously, across

country, driving on rural roads through villages and through major cities

[28]. The route was chosen to mark the 125th anniversary of the worlds

first long-distance journey taken by Bertha Benz, wife of Carl Benz.

The Mercedes-Benz S-class INTELLIGENT DRIVE prototype vehicle

(Bertha Benz) successfully completed the journey in an autonomous fash-

ion. The vehicle exhibited level 4 autonomy, as by design there were sit-

uations it could not enter: it was not allowed to enter the opposite road

lane by more than one metre. Therefore, when the vehicle encountered a

parked car in its lane, it came to a complete stop. The supervising driver

then had to navigate the parked car before the autonomous driving mode

could restart. The 2013 S-class used the standard production sensors along

with an additional six radar sensors, two wide-angle cameras and a mod-

ified stereo vision camera. In [28], the authors emphasise that, compared

to successful competitors in the earlier DARPA events, the S-class made

extensive use of computer-vision and radar for vehicle perception. The

earlier vehicles had relied on lidar, which is a much more expensive sys-

tem. Because of this, the INTELLIGENT DRIVE project represents a step

towards a more cost-effective mass producible system.

For this thesis, what is of more interest than the perception aspects

of autonomous driving, is the motion planning and trajectory control of
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the vehicle. In the Bertha Benz vehicle, the top level of motion planning

was behaviour generation. This module handled mapping perceived ob-

jects into geometric constraints. Trajectory planning is then performed by

solving a nonlinear geometric problem via Sequential Quadratic Program-

ming (SQP). One potential drawback of this method is that if the nonlinear

optimisation problem is non-convex, then SQP has to solve a sequence of

quadratic approximations iteratively, which makes it struggle to meet the

real-time requirements needed for control [29]. Many nonlinear trajectory

problems are non-convex, due to the nature of the obstacle constraints.

Once a trajectory (which penalised deviation from the centre of the fea-

sible road space, speed deviation from the current road limit and excessive

acceleration and jerk) was determined, it was passed to separate lateral and

longitudinal control modules. Longitudinal control was handled by an MPC

controller [30], while for lateral control a mixture of feedforward control is

used for disturbance compensation, with proportional-based feedback used

for lateral displacement stabilisation [28].

In summarising the performance of the vehicle, the authors in [28] noted

that, by design, it had a defensive driving style in that it took preventative

action to avoid entering potentially dangerous driving scenarios. It was

also reported that some passengers reported the driving to be akin to a

human learner driver taking lessons and that overall the vehicle behaviour

was far inferior to an attentive human driver. Nevertheless, the route is

an impressive demonstration of the current capabilities of state-of-the-art

driverless cars.

Autonomous Driving Trial Conclusions

In these autonomous driving trials, a common finding from the researchers

is the effort required and emphasis on a robust testing framework for the

software implementation, and a software design that is ready to handle

unexpected hardware or sensor failures [26, 27]. This highlights that while

the simulations of autonomous controller behaviour and resulting vehicle
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response are a useful tool for researchers, there are implementation issues

that remain and therefore physical prototypes and testing will be required.

This is echoed by Guanetti et al. in their review [31], who noted a lack

of experimental validation for many proposed driving technologies. This

was attributed to difficulties on testing on public roads, but the increased

funding costs of developing prototype vehicles must also be a factor in the

lack of experimental validation of proposed technology.

Connected and Automated Vehicles

Vehicle-to-Vehicle (V2V) and Vehicle-to-Infrastructure (V2I), which are

examples of Connected and Automated Vehicle (CAV) implementations,

are an exciting research avenue. Using upcoming technology, such as 5G

wireless communication devices and Internet of Things (IoT) protocols,

autonomous vehicles further improve their performance by sharing infor-

mation about their current vehicle state and driving intent. In their re-

view article, Guanetti et al. [31] highlight that CAVs have the potential to

improve autonomous driving far beyond the implementation of driverless

features on individual cars alone.

By sharing sensor data, and broadcasting their own intent, it is possible

for CAVs to improve environmental awareness far beyond that capable than

a single autonomous vehicle, or more importantly, a single human driver.

These benefits only begin to be realised when there is a large uptake of

CAVs so that they represent a significant proportion of vehicles on the

road network. While CAVs have an important role in realising the full

potential of driverless cars, they are a separate development concern to the

primary research question of this thesis, and are so not considered in their

own right for the remainder of this work.

2.2.2 Human Factor Studies of Ride Comfort and

Driving Behaviour

In the study of human driving performance, the perception of vehicle be-

haviour and subsequent response in driver control action are critical when
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evaluating the ride comfort and handling performance of the vehicle. Ride

comfort regards the physical sensation and perception of a passenger in a

moving vehicle. It is a subjective issue, as it regards the classification of

vehicle ride as comfort or discomfort and is reliant on numerous complex

and interdependent factors [32].

These factors are dependent on both environmental sources, such as the

smoothness of the road surface and the vehicle itself, such as the quality of

the suspension system and its ability to supress vibration induced by road

surfaces. Vehicle vibration is one of the most well studied aspects of ride

comfort, particularly with regards to the vehicles response. This is so that

suspension systems, whether they be passive, active or semi-active, have

optimal parameter values to minimise the effect of road-induced vibration.

In these papers, it is common to define a ride performance index and

then perform a parameter study or optimisation routine to determine op-

timal suspension parameters. Simple vehicle models are used as they can

provide insight into fundamental design trade-offs [33, 34]. For example,

two common ride indexes are the root mean square body vertical accelera-

tion and the root mean square dynamic tyre load parameter [33, 35]. The

dynamic tyre load index is a measure of the road-holding capability of the

vehicle and is predominantly a vehicle safety issue; the design task is to

ensure that there is always a large normal force acting upon each tyre to

maximise the lateral and longitudinal response. The body vertical acceler-

ation is more relevant when considering ride comfort as it can be perceived

by humans exposed to it; at higher frequencies this vertical acceleration is

referred to as vehicle vibration.

Ride comfort measured as exposure to vibration of time, has been ex-

tensively studied in both academic and industrial environments. ISO 2631

[36] and BS 6841 [37] are two standard methods used to evaluate whole

body exposure to vibration. These use a weighted frequency response, to

account for differing human sensitivities to specific frequencies and direc-

tion of vibration, to determine a scalar value as a ride comfort index. These

can then be compared to thresholds that have been derived from subjective
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evaluation to determine if the vehicle is comfortable.

Along with exposure to whole body vibration, other dynamic factors,

such as vehicle pitch and roll oscillation determine a persons perception

as to whether a vehicle is comfortable or not. For example, Wyllie and

Griffin [38] showed that people perceive low frequency (0.2 - 1.6 Hz) tran-

sient lateral acceleration and roll oscillation differently, and that while both

components contribute to the inertial lateral acceleration of the vehicle, roll

oscillation results in greater discomfort than pure lateral acceleration of the

same magnitude.

Additionally jerk, being the derivative of acceleration with respect to

time, is an important factor of ride comfort and indeed is viewed as a

critical aspect of ride comfort when evaluation vehicle vibration [39, 40].

Studies have attempted to quantify jerk thresholds for discomfort [41], and

have found values ranging from 0.5 - 0.9 m/s3 [42, 43]. While these studies

focussed on seated rail passengers it is reasonable to assume that similar

thresholds exist in road vehicles, but additional testing would be welcome

in this area as it is less well studied than the effect of acceleration. The

reason for the relative paucity of jerk studies compared to acceleration

studies when evaluating ride comfort is that it cannot be measured directly.

Instead it must be approximated via the numerical differentiation of a noisy

acceleration signal, which results in large errors in the jerk calculation, even

for small noise values [44].

There is clearly a multitude of personal, environmental and vehicle fac-

tors that determine the perceived comfort and safety of a vehicle. For a

full implementation of human factor aware autonomous vehicle behaviour,

it would be beneficial to consider all the above aspects in a control frame-

work. Such an implementation is beyond the scope of this thesis and so

instead a focus is placed upon the lateral acceleration of the vehicle. One

reason for this is that it has a larger body of published literature from which

appropriate human factor models can be identified. Another critical factor

is that, unlike roll comfort, changing the lateral acceleration behaviour of

the vehicle changes its ability to track a reference path. Therefore, when
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Figure 2.1: The mean lateral acceleration chosen by the drivers, in the

Ritchie study [46]. The mean value, along with the 5th and 95th percentiles.

evaluating the effectiveness of incorporating human factor constraints di-

rectly into a control scheme, it is vital to characterise the consequent path

tracking ability which is fundamental to a autonomous vehicles ability to

safely navigate its surroundings.

Human behaviour in curve driving

The human factor discipline concerning drivers’ driving style and tolerance

to lateral acceleration, is referred to as curve driving. This may arise from

the initial studies identifying the relationship between road curvature and

longitudinal velocity. The first paper to study driver lateral performance

when negotiating curves appears to be by Taragin and Leisch [45], before

a more thorough investigation by Ritchie et al. [46, 47].

In [46], 50 drivers (25 men, 25 women) were asked to drive the same

110 miles of Ohio highway, with 227 curves. They were asked to drive

‘normally’ and their speed and lateral acceleration was recorded around

each of the curves. They found a linear relationship between the vehicle’s

longitudinal velocity and lateral acceleration, with the drivers controlling

the vehicle with a lower cornering acceleration when travelling at higher

speeds.

In this experiment, no measure was made of the road curvature (presum-
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Figure 2.2: The Herrin exponential fitting [48], which modelled how a driver

modifies their behaviour when driving a well-known route.

ably due to the technology available at the time) so instead this relationship

between acceleration and speed is presented with no information on how

‘tight’ the curves are. There is the presumption that at higher speeds the

curvature was lower, but there is no empirical link between curvature and

a driver’s acceleration tolerance.

The benefit of this simple empirical model is that it can give simple

upper and lower bounds on the lateral acceleration based on the forward

longitudinal speed. Therefore, the vehicle’s lateral handling behaviour is

adaptive to its longitudinal speed and the results provide an, albeit crude,

set of parameter values based upon the mean chosen lateral acceleration

and the standard deviation values that are provided. The reason that the

proposed bounds might be viewed as crude is that the magnitude of the

standard deviation values is large with respect to the mean value. Never-

theless, they do provide a large range of parameter values to investigate

how these change driving behaviours.

This work by Ritchie was expanded upon by Herrin [48], which proposed

an empirical model for a driver’s negotiating ‘horizontal curves’. In their

paper, it is proposed that a desired longitudinal speed is an indication of

expediency while lateral acceleration is a comfort or safety parameter. It is

therefore theorised that a driver is continually balancing a desire to arrive
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to their destination as quickly as possible and a desire to do so comfortably.

Naturally, this optimal compromise will vary from driver to driver, and

also depending on a given situation. In [48], the 20 drivers were asked to

drive one of two routes twice, once imagining that they were on a leisurely

Sunday drive and in the other imagining that they were late for an impor-

tant appointment.

The proposed trade-off model between acceleration and longitudinal

velocity is:

a
′
= eβu

′

,

a
′
= 1− a

aT

, u
′
= uA − u,

therefore, a
′

is the fraction of remain allowable acceleration upto the toler-

ance accleration, aT. u
′
is clearly the deviation from the aspiration velocity

uA and β is what Herrin refers to as the reflective degree of driver experi-

ence, which is constant for a given driving scenarion. This value has the

following effect on a driver’s behaviour:

• β � 0, the driver shows an unwillingess to slow down

• β < 0, a tradeoff between longitudinal speed and lateral acceleration

• β ≈ 0, the behaviour follows the linear relation proposed by Ritchie

in [46].

An appealing aspect of this model is that it extends the model proposed

by Ritchie, while still providing the same behaviour in the appropriate

regieme. Also, in its attempt to model driver expedience, it offers the

potential to change a vehicle’s behaviour depending on the autonomous

vehicle’s driver, but also on the scenario that said driver finds themselves

in. It is to be expected that a passenger in an autonomous car would be

grateful that the vehicle adapts it behaviour should it be aware that one

is late for a meeting, for example. Much later, work by Bosetti proposed a

much extended model of a human’s control of a vehicle for lateral handling

[49, 50]. A lot of the model focussed on existing proposed model for a
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Figure 2.3: Median, 95th and 99th percentile values from the modified-

Levison criterion

human’s sensory-motor control, such as the so-called two-thirds power law,

which relates a human’s hand movements (velocity) to the traced path

curvature, such a handwriting. It was proposed to use this to model the

drivers steering inputs when driving, in which a larger steering input, and

hence hand-speed, is needed to navigate a tighter bend. The two-thirds

power law derives its name from the following experimentally observed

correlation:

ω = ακ−2/3 (2.2)

where ω is the rotational velocity of the hand, κ is the road curvature and α

is a constant found for a given task. It is hypothesised that this law explains

humans desire to control their movement via the minimum jerk principle,

i.e. minimising changes in acceleration, to achieve a trade-off in motor

control accuracy and speed depending on the task at hand. In [49], this

law is used as a guiding principle on identifying a driver’s trade-off between

acceleration and velocity; as the human’s motor control is the inner control

loop that modulates the instantaneous tolerance to acceleration.

Reymond, et al [51] proposed a model of maximum speed choice and lat-

eral acceleration behaviour of driver based upon dynamic safety margin. In
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this, they assumed that the driver steers the vehicle to ensure that the lat-

eral deviation from the path centreline was kept within safety limits. This

results in a prediction of a quadratic decrease in peak lateral acceleration

with increasing vehicle speed. Driving simulator results and experimental

results from a test track suggests that both visual and acceleration cues

play a role in driver behaviour.

Another model is the so-called modified-Levision criterion [49], in which

they propose the following model for a driver’s choice of lateral acceleration:

ay =
a0√(

1− v
v0

)2

+ 2 v
v0

2

(2.3)

which utilises two parameters, v0 and a0. By modifying a0, different driver

profiles can be considered, see Figure 2.3. The original research by Levison,

et. al. [52, 53], was motivated by attempting to develop a combined

human-vehicle model, for use as an analysis aid in projects sponsored by

the US Department of Transport’s Federal Highway Administration. In

this research which focussed on the driving of ‘rural highways’ without

interaction between other road vehicles, model data was obtained by two

driving studies. One study was undertaken by Battelle Human Factors

Transportation Center in Washington State and the other by Virginia Tech

Transportation Institute.

It must be noted that while the work by Bosetti, using real-world driving

data from the interactIVe project [54], supported the Levison criteria during

non-motorway driving conditions, they noted that Eq. (2.3) did not hold for

motorway driving. On the motorway, it was found that the acceleration

did not reduce at higher speeds. Instead, the acceleration was bounded

above by the induced centripetal acceleration for navigating a curve of a

given radius at a given speed. They theorised that due to the wider road

lanes on the motorway, the speed-acceleration trade-off is shifted to the

former. This indicates that human drivers have a number of driving modes

and change their driving style for specific driving scenarios. Therefore, it is

reasonable to assume that autonomous driving behaviour would operate a
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number of discrete driving modes. Of course, then the challenge would be

to develop a robust ‘overseer’ to ensure that the relevant operating mode

is selected for a given driving scenario.

Nevertheless, the modified-Levison criteria and corresponding driver

percentile data in [50] identifies itself as a suitable, up-to-date model to use

in the study of incorporating human factor models into control frameworks.

It is a simple model, characterizable with few parameters required and so

can provide insight for a generic vehicle implementation, yet the driving

study it is derived from over 2500 kilometres of driver-mile data [49].

Driver Steering Control

One key area of research that incorporates human factor issues with control

issues in the driving task is the development of models, both theoretical and

computational, of a human driver [55, 56]. One of the identified benefits

of accurate driver models used in steering control, for example, is that it

allows for vehicle manufacturers to evaluate objectively how design changes

modify the closed-loop driver-vehicle system [57].

In their 1985 review [58], Michon summarised the existing models of

human driving behaviour, and what still needed to be developed in the

future. In the review, Michon strongly stresses their belief that future

human factor research should be based on cognitive methods, instead of

behavioural observations. The (then recently) developing trend of cogni-

tive research in behavioural sciences, particularly psychology, was based on

a desire to understand the internal brain processes in a given situation, for

example, during driving tasks. Michon’s belief was based on the hierarchi-

cal cognitive control structure of human behaviour. Referencing their own

earlier work [59, 60], and that of Janssen [61], Michon highlights the now

well-known three-tier hierarchical model of human behaviour during the

driving task. In the proposed framework, it is theorised that the human

driver splits a driving task into three discrete levels: strategic, tactical and

control, as shown in Figure 2.4.

The strategic level comprises of the high level, general, plans made for a
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Figure 2.4: Michon’s mental model of the driving task. Adapted from [58],

it highlights how elements of the driving task are delegated and the time

scales that they occur over

given journey, for example deciding on the route to take before the driving

task actually begins. The tactical level focusses on shorter timescales,

typically on the order of a few seconds, and deals with decisions that have

to be made due to the driver’s immediate environment. Examples of this

type of behaviour are navigating parked vehicles in urban environments or

overtaking a slower moving vehicle on the motorway.

The lowest stage in this hierarchical framework is the control level,

which in this context refers to the human motor control of the vehicle

inputs. This behaviour deals with how the driver achieves the tactical and

strategic goals at a given instant, responding to physical feedback from the

steering wheel, pedals and vibrations to ensure that the vehicle remains

dynamically stable.

More recently, the Extended Control Model (ECOM) model was pro-

posed [62]. In this, the number of hierarchical layers was increased to four

levels, with Hollnagel splitting the cognitive task into targeting, monitor-

ing, regulating and tracking.

Targeting directly corresponds to the strategic level, in that it is an

open-loop process which is actively thought of over a relatively long-time

scale. Monitoring may be thought of as covering high-level tactical pro-

cesses, supervising external information such as road signs or traffic lights

and updating the driving objectives from this information.
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Regulating can also be thought of as similar to some aspects covered in

the tactical level of Michons model. In the ECOM, regulating involves the

determination of driving modes, prioritising certain driving objectives over

others on short time-scales, to facilitate overtaking other road vehicles for

example. This level of the model is also responsible to directing the lowest-

level tracking loops and is itself a closed-loop process. Tracking itself refers

to activities that, for the skilled drivers, occurs subconsciously, without

active thought. These tasks, which are inherently part of closed-loop feed-

back action, are concerned with implementing the physical interaction with

the system, to perform the immediate regulatory task.

In both the Michon and ECOM frameworks it is clear that, for the

human driver, a hierarchical approach to driving is required. This sepa-

ration of concerns allows for decisions to be addressed in the strategic or

tactical spaces at the frequency at which they occur. The subconscious

low-level control is then allowed to function as required. From the perspec-

tive of implementing autonomous driving behaviour, a hierarchical control

framework also has a number of benefits; the modularity of individual sub-

controllers allow for a simpler design and analysis process focussing on spe-

cific aims such as path generation or reference tracking. Discrete modules

also allow for the use of individual controllers, implemented on separate

hardware, to operate at different operating frequencies. This allows for a

trade-off between operating frequency and control complexity to be made

on a case-by-case basis.

The simulation theory of cognition [63] states that humans learn mental

models of the plant they are to control (including their own body). This

leads to the obvious motivation of using MPC to develop accurate driver

models. MPC, which will be discussed in the next section, has been used

by a number of authors to successfully model driving behaviour.

To surpass the current ability of human drivers, designers of autonomous

driving systems must take full advantage of the capabilities of modern hard-

ware, sensors and control theory. It is of course beneficial to understand

how the driving task is perceived, processed and control implemented by
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human drivers in the closed-loop human-driver system. Doing so gives an

insight into how the human occupant responds to the dynamic behaviour

of the vehicle.

While it is not necessary for a successful implementation of a human

aware controller to develop an autonomous vehicle that mimics a human

driver, it is beneficial to understand how a human driver might respond in

a given situation.

2.2.3 Control Methods in Automotive Systems

In order to implement autonomous driving behaviour, it is necessary to

make use of a suitable control strategy. Kalman’s work on optimal control

in the early 1960s introduced state-space models as a method of analysing

stability in the time domain [64], in contrast to earlier ‘classical’ control

techniques analysed in the frequency domain [65, 66], such as Proportional-

Integral-Derivative (PID).

The Linear Quadratic Regulator (LQR) method [67] has been applied

to the driver steering control task [68, 69], and other vehicle dynamic ap-

plications [70].

Similar methods of optimisation based control were developed, including

Model Predictive Control (MPC), which has many theoretical and practical

benefits that make it attractive as a control strategy for autonomous driving

behaviour. This is the focus of the next section.

Model Predictive Control

Model Predictive Control (MPC), also known as Receding Horizon Control

and historically other names such as Dynamic Matrix Control, has been

around for more than three decades; it had a wide usage in industrial

settings before academic rigour had been applied to its theory [71]. Initially

it was used in the chemical processing industry, where due to the fact that

the time scales of the processes were on the order of hours, there was time

for the limited hardware of the day to calculate the appropriate control

action, which was then implemented manually by the plant operators [72].
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In the 1980s, the introduction of affordable microprocessors allowed

for the introduction of constrained optimisation into the MPC algorithms.

With MPC, a model of the system plant is used to predict the system

behaviour in the near future. At each discrete time-step of the controller,

a control sequence is computed by solving an optimal control problem,

and the first control in this sequence applied to the system plant The

attractiveness of MPC is that it can handle hard constraints on the system

state inputs and outputs, as well as the control action.

Automotive Applications of MPC

Model Predictive Control has been investigated for many different automo-

tive applications, such as engine and emission control, steering, suspensions

and mechatronic actuators, among others [73]. Some work was done ini-

tially in the mid-1990s [74], before a flurry of work was published in the late

2000s. Advances in the theory of stability and robustness of MPC along

with work being published on fast MPC methods [75], coupled with the

ever advancing speed and availability of microprocessors made sub-second

execution times possible for the controllers, and so the time-scales of the

system dynamics could finally begin to be handled by MPC.

In [76], Cole et al. compared the performance of MPC to infinite and

finite horizon LQR control strategies for the task of modelling the human

driver completing the steering control task. They noted that for a long-

enough (finite) preview horizon, the performance of LQR and MPC was

similar. Due to the lack of additional stability methods, the MPC method

they used was not stable for very short preview horizons. As this work was

attempting to accurately model driver behaviour, rather than implement a

robust controller, this is not necessarily an issue. As the MPC formulation

does not utilise control or state constraints it is not a practical option for

the general steering task, but it represents an early identification of the

applicability of MPC for the active steering task.

In 2005, Borreli et al. [77] presented a nonlinear MPC [78] formulation

for Active Steering Control (ASC), tracking smooth reference trajectories
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for the lateral displacement and yaw angle, to navigate a double lane change

manoeuvre in low grip (icy) conditions. The work is a demonstration of the

suitability of MPC for control tasks, as it handles the nonlinear dynamics

of the vehicle and tyre models. One of the key findings was that a larger

preview horizon was required for closed-loop stability at high speeds. This

introduces the complication that at higher speeds, when there is less time

to react to developing situation, it is necessary to solve a more complex

optimisation problem. For the nonlinear controller they presented, they

expected, using 2005 hardware, to be able to experimentally validate the

controller only at speeds of up to 10 m/s (36 km/h). The computational

complexity was a limiting factor of control capability, but the paper demon-

strates that MPC was becoming a viable control policy for the real-time

control problem of active steering.

In 2007, the same authors presented experimental results of the active

steering controller [79]. Due to the aforementioned complexity issues, the

vehicle could only be tested at 7 m/s (25 km/h), due to instability occurring

at 10 m/s (36 km/h).

To mitigate the control complexity, they then presented a Linear-Time

Varying (LTV)-MPC formulation, based upon successive online lineariza-

tion of the nonlinear model around the current vehicle state and control

input. Because of this, the experimental vehicle could complete the double

lane change manoeuvre at 21 m/s (75 km/h). This work is significant in

that it details early experimental results for the use of MPC for steering

control. It also highlights that while using nonlinear MPC is desirable as

it allows for a more accurate modelling of the vehicle dynamics, there are

implementation issues due to its higher model complexity that need to be

addressed.

This framework was extended in the 2008 conference paper by the same

authors, Falcone et al. [80]. They utilise the previous nonlinear ASC as

a low-level subsystem of a hierarchical framework. In addition, a smooth

reference trajectory is calculated offline, which is supplied to an MPC-

based trajectory re-planner. This re-planner uses a point-mass model for
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the vehicle dynamics and nonlinear constraints, to modify the initial path

based on the vehicles current state. Due to the lower model complexity,

the upper level module is able to optimise the vehicles future reference

trajectory, over the next 2-3 seconds, beyond the horizon of the lower-level

module. This allows for a shorter preview horizon in the low-level ASC

module, while maintaining stability. The authors then demonstrated that

a simulation model was able to navigate the double lane change manoeuvre

when controlled by the HMPC framework, at higher speeds.

There are numerous other examples of active steering control, or lane

change manoeuvring, such as Yoshida, et al. [81] who compared the per-

formance of linear (bicycle) and four-wheel vehicle models. As the subject

has become more developed, MPC for active steering has been incorporated

with torque vectoring and path planning for collision avoidance [82], and

as an assistance aid for human drivers [83]. Liu et al. considered stochastic

constraints for an LTV-MPC model which imposed a lower bound on the

probability of the vehicle remaining in its lane.

In [84], the authors present a two-tier hierarchical framework, for path

planning with speed control and active steering in motorway scenarios. Due

to the one-way nature of the traffic conditions, they were able to express

the problem as a convex optimisation problem, which allows for much faster

solution times. The effect of convexity is discussed in the later literature

review section on computational effort. The results show that utilising low-

complexity models, it is possible to successfully perform path planning and

active steering control.

These papers, among others, show that MPC is a suitable control tech-

nique for the design, analysis and implementation of autonomous driving

behaviour; particularly active steering control. The ability to specify con-

straints on control inputs and the dynamic behaviour, along with specifying

optimal behaviour in the cost function, make it a clear choice for studying

how human factor models of lateral acceleration can be incorporated into

an autonomous driving control formulation. Indeed, Boyd recognises the

utility of using optimisation in control, stating that it is “the PID control
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of the 21st century” [85].

MPC Stability

Work on proving the stability of MPC schemes began during the late 1980s

[71]. It was known that the infinite-horizon MPC law was closed loop

stabilisable, so long as the initial state was stabilisable. Calculating the

infinite horizon control law is not feasible in general however, as it requires

up to an infinite number of dimensions in the optimisation problem at each

time step. Methods were required therefore that maintain this stability

with a finite, and practical preview horizon.

An effective stability method is the inclusion of a terminal state penalty

matrix, which is appllied in the cost function to the state vector at the

preview horizon [71, 86]. Additional stability methods, such as ellipsoidal or

maximal output admissible terminal state constraint sets are not considered

[71, 72, 87, 88]. Robust MPC practices [89–92] are likewise not considered,

as the focus of the thesis does not require these additional techniques.

Computational effort

An area that was historically seen as a barrier for the practical implemen-

tation of control techniques such as MPC was the computational cost of

the underlying optimisation problem. A number of advances in both MPC

formulation and optimisation theory allow for the practical application of

MPC when high operating frequency is required.

It was Rockafellar who noted that the distinction was between convexity

and non-convexity, rather than linear and non-linear, when determining the

relative difficulty of solving optimisation problems [93]. The work of Nes-

terov and Nemirovski [94], building on works by people like Karamakar [95],

provided a detailed explanation of how Interior-Point Methodss (IPMs)

could provide polynomial-time algorithms could solve convex optimisation

problems. A polynomial time algorithm has computational complexity ex-

pressed, in big O notation, as O(nc), for a problem of input size n, with

a constant c being the leading power dependant on the problem and al-
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gorithm. Polynomial-time algorithms are desirable as the solution time

required does not increase unmanageably for larger optimisation problems.

Therefore, it is also desirable that MPC problems are formulated as

convex optimisation problems. For linear systems, with linear state and

control constraints, this is the case as they are expressed as Quadratic

Programming (QP) problems. In fact, a wide range of MPC variations can

be modelled as convex problems, specifically via SemiDefinite Programming

(SDP) [96].

Along with improvements to the underlying theoretical framework, im-

provements were made to how MPC problems could be formulated. For

linear systems, it is possible to remove the system states from the optimi-

sation (as demonstrated in [76], for example), by implicit application of the

state space model. This approach is referred to as condensed form [97].

In [75], Wang and Boyd outline a method of exploiting the structure of

a linear MPC problem, that can outperform the condensed form at large

enough preview horizons. In addition, in this full regulatory form [97], it is

possible to enforce constraints on the system states, instead of just control

inputs, and so is preferred for this thesis. In addition, using several methods

such as warm-starting, a fixed barrier parameter in the IPM algorithm and a

linear relationship between preview horizon and computational complexity,

it is possible to solve MPC problems in milliseconds, showing that MPC is

clearly a viable option for real-time control applications.

2.2.4 Vehicle Models

Analytic research into the dynamic response and stability of automobiles

began in the 1940s, before a number of papers were published in the USA

through the 1950s [98]. The researchers had a background in aerospace re-

search and stressed the importance of utilising the expertise already avail-

able from this work [99]. Early research focussed on a linear two Degree-of-

Freedom (DOF) model, known as the bicycle model, which is still popular

to this day. The bicycle model assumed that there is no load transfer be-

tween the inner and outer wheels of the vehicle, and that the steer angle of
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both wheels on an axle is the same. These assumptions allow the wheels

to be doubled-up and so the front and rear tyre characteristics have been

lumped together respectively. Although the model does not account for the

roll motion of the vehicle, it still allows for an understanding of the cars

dynamic behaviour [100]. The bicycle model assumes a constant longitudi-

nal velocity and calculates the yaw acceleration and the lateral acceleration

response to control inputs to the wheels’ steering angle.

Although the bicycle model is simple, it allows for important stability

analysis and accurately represents linear handling behaviour, which typi-

cally allows for manoeuvres up to 0.3 g of lateral acceleration [101]. This

insight into vehicle handling behaviour makes it an appropriate starting

point for validating more complex models, comparing their linear handling

behaviour before the more complex models can be used for nonlinear anal-

ysis. The linear bicycle model can easily be extended to include longitu-

dinal acceleration and nonlinear tyre models. This increases the degrees-

of-freedom of the model, as the rotational accelerations of the wheel are

required unless an external source can provide longitudinal slip values, such

as a traction controller [102].

A slightly more complex model used for vehicle dynamics is the 7-DOF

model which has seen use particularly for torque vectoring control research

[103, 104]. This extends the bicycle model, reintroducing track width and

modelling the rotational acceleration of each wheel. The roll, pitch and

heave movement of the vehicles unsprung mass is not modelled however,

and the suspension is omitted. Instead the normal force acting on each

tyre is modelled as the static weight distribution plus the effect if the lon-

gitudinal and lateral inertial accelerations. These forces can additionally

be taken as the steady state normal forces and a first order lag function can

be used to approximate the suspension dynamics [105]. A 7-DOF models

steady-state response matches those of a multi-body system [103], and so is

a useful compromise between model fidelity and ease of verification of the

simulation environment. Shim and Ghike developed an accurate 14-DOF

model that incorporated vehicle suspension and vertical movement dynam-
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ics [106]. They used the model to study the wheel ‘lift-off’ phenomenon,

without having to implement complex multi-body models.

Tyre Models

Tyre modelling focusses on attempting to model the complex behaviour

of the pneumatic tyre-road interaction. Despite their outwardly simple

appearance, the tyre construction of ‘rubber’ compound, reinforcing steel

belts and thermodynamic processes of the pressurised air within comprises

some of the most complex dynamic behaviour of a vehicle’s mechanical

systems. The seminal work in developing practical tyre models for a wide

range of applications was done by Pacejka, who proposed the semi-empirical

Magic Tyre Formula (MTF) model [98, 107].

The model gained wide acceptance by the users in the automotive indus-

try and academics in the vehicle dynamics research community alike. This

was due to its hybrid design (hence being referred to as semi-empirical),

which derived best-fit parameters from experimental data, but used fun-

damental physical parameters such as wheel slip and slip angle, as model

inputs.

2.3 Thesis Aims and Objectives

The aim of this thesis is to develop methods and tools based upon vehi-

cle control models which incorporate human driving preferences explicitly

in the control formulation. To achieve this, the following objectives are

specified:

1. Research control techniques that are available for implementing au-

tonomous driving technology.

2. Research and identify examples of human factor models that are suit-

able to modify control performance.

3. Create and verify high-fidelity models of both the vehicle plant and
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control implementations, which give an accurate and thorough rep-

resentation of vehicle dynamics.

4. Investigate and understand the effect of human factor derived control

laws on the handling of road vehicles.

5. Critically evaluate whether human factor derived control behaviour

is beneficial and viable for implementation in the immediate or near

future.

6. Identify further areas of research, based upon the findings of this

thesis, which would expand the scope of the results.

In order to bound the scope of the thesis, the analysis will be performed

at constant speed and focussing on a single simulation scenario, the double

lane change manoeuvre, which is representative of overtaking on a motor-

way.

2.4 Thesis Outline

The thesis is split into seven chapters to organise it into the key areas that

underly the work. They are summarised as follows:

Chapter 1: Introduction

The motivation for the research is presented along with a summary of

research and results presented for a general audience.

Chapter 2: Literature Review

Existing literature on the key issues, including control techniques and hu-

man factor research is examined so that the state-of-the-art can be deter-

mined. From this, the key findings are used to define a basis for the thesis

objectives. A more general history of control methodologies and vehicle dy-

namics research is also discussed to establish the background upon which

the thesis is built upon.
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Chapter 3: Vehicle Modelling and Model Verification

Vehicle models are a key component of the methodology in thesis. Mod-

els that provide an accurate representation of the vehicle behaviour and

response to control input are presented and evaluated to ensure that the

correct level of model fidelity is used to ensure that appropriate meaning

can be taken from simulated results.

Model verification and validation is used, based upon results from dy-

namic theory to ensure that higher complexity models are correctly imple-

mented and behave as expected in linear, low acceleration, conditions. Nu-

merical considerations that affect the discretisation of the models from the

fundamental continuous-time formulation are discussed, along with meth-

ods to mitigate implementation issues that arise.

Chapter 4: Model Predictive Control for Active Steering Control

The literature review identifies Model Predictive Control (MPC) as an ap-

propriate control technique to fulfil the thesis objectives. Along with an

introduction to the principles behind its operation, a standard formula-

tion for linear models and constraints is presented, and stability issues are

discussed along with typical methods that are available to overcome such

issues.

MPC is then used to demonstrate its utility with an ASC example.

MPC parameters and environmental factors that affect the closed loop

system response are explicitly demonstrated in simulation to emphasise

its utility as an effective control technique for complex situations such as

autonomous driving scenarios.

Chapter 5: Hierarchical Model Predictive Control

Limitations in MPC, identified in Chapter 4, are addressed via the exten-

sion to a Hierarchical Model Predictive Control (HMPC) framework. The

HMPC framework allows for dynamic reference trajectory planning, ensur-

ing that MPC controllers have a feasible reference to track. The benefits of

HMPC are demonstrated in simulation and key parameters are evaluated
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to ensure that the proposed set-up is an appropriate method to overcome

the limitations of MPC.

Chapter 6: Incorporating Human Factors

Human Factor models developed by experimental observation are reported

and their applicability in control law design is discussed. Using the vehicle

models developed in Chapter 3, and the HMPC framework presented in

Chapters 4 & 5, Human Factor (HF) derived behaviour is evaluated in

simulation by including HF behaviour explicitly in the control problem

formulation.

Chapter 7: Conclusions and Future Work

The thesis objectives are recalled, and the major research findings are pre-

sented. From this, future research directions are discussed.

In the thesis, the following original contributions to science will be in-

troduced:

• A demonstration through simulation that bicycle models are effec-

tive simulation tools for high-speed manoeuvres commonly used to

evaluate motorway driving scenarios.

• An effective, linear, approximation of lateral acceleration is incorpo-

rated into an MPC scheme, allowing for the transient lateral acceler-

ation of the vehicle to be accurately constrained.

• Human Factor derived acceleration models incorporated directly into

an MPC scheme, allowing for vehicle behaviour to be changed by

using existing models of human behaviour.

• A detailed study of the impact of human factor derived constraints

on the dynamic tracking ability of a vehicle navigating a double lane

change manoeuvre.

• A novel penalty function is developed to incorporate a dynamic penalty

on lateral acceleration, to enhance effectiveness when using human

factor models over a range of vehicle speeds.
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Vehicle Modelling and Model

Verification

3.1 Introduction

To evaluate the performance of any controller acting upon a vehicle sys-

tem, the closed-loop system of vehicle and controller is often simulated

in an appropriate numerical environment, at least as a first stage of the

design process, before prototypes are used to further investigate the con-

trol behaviour. In academic environments, it is often enough to evaluate

a new controller in a simulated environment, as it allows for the studying

of an archetypal controller, which exhibits the key behaviours of the sys-

tem, without having to focus attention on application specific design and

implementation issues.

To perform the numerical simulation, a mathematical representation of

the vehicle is needed. Depending on the nature of the vehicle behaviour

being studied, and the desired insight into vehicle response, there are many

different formulations available. In this chapter, tyre models are first pre-

sented, as they are fundamental to the dynamic response of any automotive

system. Then, linear and nonlinear vehicle models are detailed, and their

implementation verified. Models are first verified against expected steady

state values in the linear handling regime. The nonlinear, higher fidelity,
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models are then used to observed system behaviour in more severe handling

regimes. From this, the capability of the simpler vehicle models in these

conditions can also be evaluated. These comparative tests are undertaken

with a standardised sine-dwell manoeuvre, which is particularly effective

at exciting the vehicles lateral response [108].

Next, displacement tracking is discussed, particularly the effect of coor-

dinate linearisation, necessary for linear Model Predictive Control (MPC)

implementation, which is the focus of the next chapter.

Two final aspects related to control implementation are then discussed,

model discretisation and the effect of a discrete control input sequence

on vehicle response. Two methods of discretisation are considered; Zero

Order Hold (ZOH) and a first order Euler approximation, also known as

First Order Hold (FOH).

3.2 Model Verification and Validation

The model verification used in this thesis is based on a sequence of veri-

fication steps; the lowest complexity models are first verified in the linear

handling regime in which the assumptions made about their handling are

valid. This allows for analytical verification of the steady state behaviour.

This provides a foundation on which more complex behaviour can be

referenced against. The models used in this thesis are implementations of

established work so that the focus is on the proposed control framework

and behaviour. The use of established models means that the primary

focus of the model verification is to ensure the absence of human errors in

the software implementation.

Because of this, the higher order models are validated by observing

the steady state behaviour and comparing it to the lower order models.

The transient response is compared to published models and the physical

behaviour we would expect form classical first and second order dynamic

systems.
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3.3 Vehicle Models

There is a wide variety of vehicle models available from modern literature.

Many are specialised to try and understand specific dynamic behaviour,

such as the quarter-car model to characterise a vehicle’s ride quality [35,

109, 110] or as is the interest of this thesis, determining the lateral response

of the vehicle.

Additionally a model of the tyre is required, to characterise the inter-

action between the vehicle and the road surface. Two key tyre models are

outlined below.

3.3.1 Tyre Models

Despite a pneumatic tyres simple assembly, with no moving components or

mechanisms, the vehicles tyre exhibits some of the most complex dynamic

behaviour of the vehicle system. This is due to the composite construc-

tion of its rubber compound with steel reinforcement belts, along with the

dynamics of the compressed air within. A further consideration is the inter-

action of the tyre with the ground itself, which can have friction character-

istics that change quickly, affecting the tyres force generation capabilities.

Because of this, many models have been developed, to allow for the

study of force generation within the tyre. The models vary in their com-

plexity from simple linear models of the lateral and longitudinal tyre forces,

to empirical nonlinear models obtained from physical experiments, that al-

low for the studying of the coupled lateral-longitudinal action. Complex

multiphysics models, which use detailed Finite Element Models (FEM) are

now feasible with modern computing hardware and software tools [98].

These models have an implementation complexity, greater than required

for the successful completion of the thesis objectives, and so are not con-

sidered further. In the following, some key tyre characteristics are defined,

and the two tyre models that are used in this thesis are introduced.
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Tyre Slip

The longitudinal slip of a wheel, κ, is a measured of the relative longitudinal

movement between the wheel hub centre and the tyre contact patch. There

are a number of definitions for longitudinal slip, depending on the running

conditions of the tyre, such as if the wheel is being accelerated or braked.

In this thesis, it defined as follows:

κ =
rω − ut

|ut|
, (3.1)

which accommodates both the acceleration and deacceleration conditions

[98, Chapter 4]. ω is the rotational velocity of the wheel, r is the radius

of the tyre, taken to be constant and ut is the longitudinal velocity of the

tyre at the wheel hub. It is often expressed as a percentage value.

Slip Angle

For both the brush model and the MTF, the lateral force is parameterised

by the slip angle of the tyre. This is a measure of the deformation in the

tyre, and is calculated from the ratio of the lateral to longitudinal velocity

in the tyre:

tanα =
vt

ut

(3.2)

where α is the slip angle of the tyre. The subscript t is to denote that the

longitudinal velocity u and the lateral velocity v refers to velocity of an

individual tyre itself, and not that of the vehicle centre of mass. This can

change depending on the vehicle model, and so the specific formula will be

specified when discussing a particular vehicle model.

The Brush Model

The simplest tyre model assumes that the tyre is a disc with bristles at-

tached around its rim, hence the name [111, Chapter 13]. When an indi-

vidual bristle comes into contact with the ground, it deforms linearly like

a spring. The model assumes that the bristles tip stays in place on the

contact patch until it is lifted from the ground due to the tyres rotation.
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𝛼 𝑢𝜔

Figure 3.1: Concept of the tyre brush model.

This results in the following linear lateral tyre force, as a function of

the tyres slip angle:

Fy = −Cαα, (3.3)

where the negative sign indicates that it is a restoring force, resisting the

lateral movement in the contact patch. The brush model is unbounded, in

that its response does not saturate at large slip angles. For this reason, it

is only valid for slip angles up to around 5 or 10 degrees. For this reason,

it is only suitable when modelling low acceleration manoeuvres. Despite

this apparent limitation, it provides an adequate approximation of tyre

force response in many typical driving manoeuvres, particularly at higher

vehicle speeds, and has the benefit of being easily incorporated into linear

vehicle models.

The Magic Tyre Formula

The Magic Tyre Formula (MTF) [98, 107], is the most widely used non-

linear tyre model in both academic and industry environments. It is a

semi-empirical model in that model coefficients are fitted to slip terms de-

termined from physical experiments.

As can be seen from Figure 3.2, which shows both the longitudinal and

lateral tyre force in pure slip conditions, the MTF generates a tyre response

that quickly peaks before tending towards a constant, lower limit. This

occurs when the tyre saturates and is unable to provide further tractive or
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cornering response.

The general form of the MTF used in this thesis is:

Y (x) = µFz ·G sin
(
C tan−1

(
Bx1 − E

(
Bx− tan−1 (Bx)

)))
G = cos

(
Cc tan−1

(
Bcx2 − Ec

(
Bcx2 − tan−1 (Bcx2)

))) (3.4)

where µ is the road-tyre coefficient of friction, Fz is the normal tyre force

acting upon the road. The MTF is designed so that it can be used for both

longitudinal and lateral force calculations. As such, the term x1 refers to

the primary variable, while the x2 refers to the secondary variable. For

longitudinal tyre force calculation, κ is the primary variable and α is the

secondary. For the lateral tyre force, these variables are reversed.

The G term determines the effect that the combined slip conditions

have on the force generation. As can be seen in Figure 3.3, combined slip

conditions reduce the maximum tyre force in the primary direction. In the

example shown, when the longitudinal slip is held at 10%, the maximum

lateral tyre force is only approximately 60% of the pure side-slip condition.

Using the MTF, it is possible to determine lateral tyre stiffness values

that are used in the linear bicycle model. The slope of the MTF at the

zero-slip condition provides the basis of the stiffness value:

Cα = −2
∂Fc

∂α

∣∣∣∣
α=0

(3.5)

The factor of two is due to that, for the bicycle model, the tyre stiffness is

doubled up to represent both wheels on the axle. The negative sign is to

accommodate to the difference in sign convention.

In Fig 3.2 the MTF response is demonstrated, using the parameter

values shown in Table 3.1. Fig 3.2 (a), it can be seen that the peak lon-

gitudinal tyre force is achieved as approximately ±10% (the tyre response

is symmetric about the y-axis), before reducing to a value of 75% of the

maximum as the slip value reaches 100%.

In Fig 3.2 (b), the maximum lateral force occurs at just before 10◦,

reducing to 90% of the maximum, as the slip angle reaches 45◦.
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Table 3.1: MTF parameter values used in the thesis

Parameter Value
Bx 13.7
Cx 1.6
Ex 0.1
Bx,c 13.0
Cx,c 1.0
Ex,c −0.4
By −11.5
Cy 1.3
Ey −0.8
By,c 10.6
Cy,c 1.1
Ey,c 0.3

For both the longitudinal and lateral tyre response, the point at which

the maximum occurs and how quickly the tyre force falls away after satu-

ration is dependent on an individual tyres design and composition, and the

resulting fit of the MTF parameters.

Tyre Transience

The magic tyre formula models the steady state running conditions of

the tyre, and a common assumption is that this value is achieved quickly

enough that that simulation models assume that the steady state values are

achieved instantaneously [98, Chapter 5]. When considering vehicle control

scenarios as in this thesis, in which the steer angle can change rapidly, this

assumption may no longer be valid [98, Chapter 8].

Then, a simple method to model the changing value of the slip angle is

to assume that the slip is derived from a first-order system [98, Chapter 5].

Then, the slip angle is governed by the following Ordinary Differential

Equation (ODE):

α̇ =
u

σ
(αss − α) , (3.6)

where α is now the ‘apparent’ slip angle to be used in the tyre model and

αss is the steady-state value, given by Eq. (3.2). σ is the relaxation length

of the tyre, which can be approximated by the tyres radius [98], as is done

in this thesis.
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Figure 3.2: The Magic Tyre Formula creates a highly-nonlinear force re-

sponse
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Figure 3.3: The Magic Tyre Formula handles combined slip conditions,

where both longitudinal slip and slip angle are non-zero. The maximum

lateral tyre force decreases for larger magnitudes of longitudinal slip

3.3.2 The Bicycle Model

Perhaps the most ubiquitous, and the most established, model for lateral

vehicle dynamics, is the bicycle model. Despite being a simple model,

it characterises the fundamental handling behaviour of the vehicle. This

makes it an excellent starting point for many investigations into vehicle

dynamics, and also makes it a good choice as a plant model in control

applications, rather than just as a simulation tool.

The governing equations for the bicycle model are based on the following

assumptions:

• The vehicle is travelling at a constant velocity u, travelling at a suf-

ficiently high speed to prevent singularity in the slip angle term.

• The steer angle of the road wheels is small. Therefore, it is assumed

that the steer angle of the inside and outside wheels is the same.

• The lateral acceleration of the vehicle is small, so that weight transfer

between the inner and outer wheels can be neglected. This allows for

the tyres on each axle to be treated as single tyres acting at the centre

of each axle. This is where the model derives its name.
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Figure 3.4: The linear bicycle model. Angles shown positive

• Due to the low acceleration and small steer angles, small angle ap-

proximations can be used, such that sin θ ≈ θ and cos θ ≈ 1.

• The tyre’s lateral response is in the linear regime and not limited by

the friction coefficient, so the brush model can be used to model the

tyre force.

The resulting model is shown in Figure 3.4. From this, the equations of

motion can be for the yaw angular acceleration and lateral acceleration can

be derived from Newton’s laws of motion:

m (v̇ + uωz) = Fyf + Fyr

Izω̇z = aFyf − bFyr

(3.7)

As both the steer angles and lateral acceleration are small, the tyre forces

are assumed to be linearly proportional to the tyre slip angle:

Fyf = −Cα,fαf , Fyr = −Cα,rαr. (3.8)

Taking into account the position of the wheels, and the angular velocity

of the vehicle and using a small slip approximation, the slip angles can be

given by:

αf =
v + aωz

u
− δf , αr =

v − bωz
u

− δr (3.9)

which is the application of Eq. (3.2). In most instances, the rear wheels
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Table 3.2: Parameter values for the linear bicycle model.

Parameter Value Units
m 1,440 kg
I 2,000 kg·m2

a 1.02 m
b 1.52 m

are not actively steered and so δr = 0.

It is convenient to assemble the governing equations into state-space

form:

 v̇

ω̇z

 =

 −Cf+Cr

mu
−aCf−bCr

mu
− u

−aCf−bCr

Izu
−a2Cf+b

2Cr

Izu

 v

ωz

+

 Cf

m
Cr

m

aCf

I
− bCr

I

δf

δr


(3.10)

In this form, the vehicle model is readily solved as a system of Ordinary

Differential Equations (ODEs), and the system response is a function of

both the system state and the instantaneous control input. Table 4.1 shows

the parameter values used for the bicycle model in this thesis.

Verification

To verify the software implementation of the bicycle model, the numerical

solution to the ODE system is compared to a steady-state, constant radius

analysis. In this section, the verification is presented for front wheel steering

only (δr = 0), although the analysis is readily extended to all-wheel-steering

models. In steady state, the transient acceleration terms become zero (v̇ =

ω̇z = 0). This allows the steady state of the system in response to a step

input to the control values by inverting the state matrix of the system:

 v

ωz


ss

= −

 −Cf+Cr

mu
−aCf−bCr

mu
− u

−aCf−bCr

Izu
−a2Cf+b

2Cr

Izu

−1 Cf

m

aCf

I

 δf (3.11)

The bicycle models lateral velocity and yaw rate is simulated in response

to a step input of 0.75◦ applied after 0.5 s, with a longitudinal velocity of
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80 km/h (22.2 m/s). Along with the lateral velocity and the yaw rate of

the system, the inertial lateral acceleration is also shown, which in steady

state is equal to uωz. Figure 3.5 shows that the system quickly reaches a

steady-state, within 1 second of the steer input being applied. The lateral

acceleration reaches a value of just over 0.25 g, which means that the as-

sumptions made about low acceleration and large radius of curvature hold.
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Figure 3.5: System response of the bicycle model to a 0.75◦ step input at

80 km/h (22.2 m/s). The steady-state values calculated from Eq. (3.11)

are also shown. The system quickly approaches the predicted steady-state

values
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3.3.3 The Nonlinear Bicycle Model

While the linear bicycle model is a suitable vehicle model for many ap-

plications, it does have a number of limitations that mean that it is not

always the most appropriate model. Due to the assumptions that were

outlined previously, it is not representative of high-acceleration behaviour.

When using the bicycle model in such scenarios, the system response will

not match the physical system, as there is no tyre force saturation and

therefore the resulting cornering force is unbounded.

Therefore, the linear bicycle model is extended by utilising the MTF

instead of the brush model:

• The lateral tyre force is calculated using the MTF in pure lateral slip

conditions (κ = 0).

• The slip angle is does not use small angle approximations to provide

a more accurate model at larger steering angles.

• The normal force used in the MTF is calculated via the weight dis-

tribution of the vehicle.

• To allow for the evaluation of potentially high frequency control in-

puts, and to allow for the testing of the assumption that tyre tran-

sience is not needed in the linear model, the tyre transience is mod-

elled via Eq. (3.6).

It should be noted that the resulting model still assumes that the vehicle

dynamics can be well represented by a single-track vehicle. This is the case

when the cornering radius of the vehicle is large, as the effect of the vehicles

width on the inner and outer steer angles is negligible (i.e. Ri ≈ Ro ≈ R).

Large radius of curvature cornering is often observed during high speed

manoeuvres, such as motorway driving, which reinforces the single-track

assumption as the load transfer across the axles is low due to the low

cornering acceleration. Therefore, the normal force, which dictates the

tyres lateral and longitudinal response, is approximately equal. In low-

speed cornering manoeuvres a two-track model becomes necessary so that

these effects can be incorporated into the simulated vehicle response.
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The tyre slip angle is defined by the following equations:

tanαf =
(v + aωz) cos δf − u sin δf

u cos δf + (v + aωz) sin δf

, tanαr =
(v − bωz) cos δr − u sin δr

u cos δr + (v − bωz) sin δr

,

(3.12)

rather than relying on the small angle approximation. The normal force

acting upon a single tyre is given by:

Fn,f =
b

2 (a+ b)
mg

Fn,r =
a

2 (a+ b)
mg

As the MTF models are defined for a single tyre, Eq (3.7) has to be updated:

m (v̇ + uωz) = 2Fyf + 2Fyr

Izω̇z = 2aFyf − 2bFyr

(3.13)

to account for the fact that there are two MTF tyres acting on the front

and rear axles.

Verification

The nonlinear bicycle model is compared against the steady-state behaviour

of the linear model given by Eq. (3.11). The relevant parameters are taken

from Table 3.3. As with the linear bicycle model, a steer angle of 0.75◦

is applied to the system at 0.5 s. As expected, due to the fact that the

system response is still well within the linear handling regime, the nonlin-

ear model’s results in Figure 3.6, are almost identical to the linear model’s

in Figure 3.5. The only observable difference is the initial lateral response

at 0.5 s. Unlike the linear model, the acceleration response is not instan-

taneous due to the tyre transience present but the transient acceleration

term, v̇, rises very quickly. Despite this, the two model’s behaviour is re-

markably similar, which demonstrates that the common assumption that

a tyre achieves its steady state slip angle instantaneously is valid.
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Figure 3.6: System response of the nonlinear bicycle model to a 0.75◦ step

input at 80 km/h (22.2 m/s). The steady-state values calculated from

Eq. (3.11) are also shown. The nonlinear model approaches the steady

state values predicted by the linear model
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3.3.4 Multi-Degree-of-Freedom Model

The models detailed so far give a reasonable approximation of vehicle be-

haviour, especially in steady state. However, there is certain dynamic be-

haviours that simpler models cannot simulate. As none of the models

incorporate suspension into the vehicle design, they cannot represent ma-

noeuvres that contain wheel lift-off, i.e. scenarios in which the tyre normal

load of one or more of the wheels becomes zero. This behaviour may be

seen in high-acceleration manoeuvre, which can occur during emergency

scenarios such as collision avoidance [106]. In many instances, the con-

troller is based on a simplification of the vehicle dynamics, such as the

linear bicycle model, which are not capable of predicting this behaviour.

The use of the fourteen degree-of-freedom model allows for the evaluation

of such controllers in more extreme dynamic conditions, ensuring that the

controllers response is adequate.

Although there are models of lower fidelity that provide some of the

additional benefits, such as the seven DOF model [103] which along with

the longitudinal, lateral and yaw acceleration of the vehicles centre of mass,

models the rotation of the tyre, do not provide the additional benefits

of modelling the dynamic normal force acting on the system due to the

vehicles suspension system.

The equations defining the model, adapted from the work of Shim and

Ghike [106], are summarised here due to their length and are instead pre-

sented in Appendix A. The main assumptions made for the model are as

follows:

• The model consists of a sprung mass with six degrees-of-freedom,

with the vertical displacement and wheel rotation also considered.

• The vehicle has two axles, with a track width (tf and tr for the front

and rear track respectively) at which the tyre forces act.

• Each wheel is connected to the sprung mass via idealised spring and

damper elements.

• The profile of the road surface is assumed to be perfectly flat.
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• The role centres of the front and rear axles are assumed to be located

at a fixed distance below the sprung mass, rather than being defined

with reference to the ground.

• The roll centres are points about which the suspension forces act,

rather than being kinematic constraints on the system.

• The tyre normal force and the spring and damper forces act perpen-

dicular to the road surface and sprung mass respectively.

The model is presented in Appendix A. Due to the nature of the formu-

lation (in particular calculating the vertical acceleration of the unsprung

masses due to the damping and spring forces), the model cannot be rep-

resented as a system of ODEs (ẋ = f (x, t)) and instead is a system of

Differential Algebraic Equations (DAEs) of the form f (ẋ,x, t) = 0. There

are commercial software packages to solve these equations, such as MAT-

LAB, but the equations are in an implicit form, which means that certain

cosiderations must be made when solving the equations to ensure numer-

ical convergence [112]. Due to implicit form, vehicle models composed of

Differential Algebraic Equations (DAEs) take much longer to solve than

explicit models.

Table 3.3 shows the parameter values used for the Multi-Degree-of-

Freedom (DOF), used for the numerical results in this thesis.

Driveline Model

The scenarios encountered in this thesis do not take place over a large speed

range, and so it is assumed that when required, there is a torque value, up

to a maximum, that is instantly applicable to the system. For vehicles

with an Internal Combustion Engine (ICE), this assumption is acceptable

so long as it can be assumed that the manoeuvre takes place over a small

spped range in a single gear. This comes from the fact that if there is

only a slight change in vehicle speed, the torque response will be relatively

steady. This assumption fails if there were to be large fluctuations in torque

response over a short time duration, as this would be unrealisable for an
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Table 3.3: Parameter values for the Multi-Degree of freedom model, from

[106].

Parameter Value Units
m 1,440 kg
Ix 900 kg·m2

Iy 2,000 kg·m2

Iz 2,000 kg·m2

mu,r 80 kg
mu,f 80 kg
Iw 1 kg·m2

a 1.02 m
b 1.52 m
tf 1.50 m
tr 1.50 m
h 0.75 m
ks,f 35,000 N/m
ks,r 30,000 N/m
cs,f 2,500 Ns/m
cs,r 2,000 Ns/m
kt,f 200,000 N/m
kt,r 200,000 N/m
hrc,f 0.65 m
hrc,r 0.60 m

ICE vehicle. It can be seen from the results shown, that this situation does

not occur in the scenarios presented in this thesis.

For vehicles equipped with electric motors instead of an ICE, which

is an increasingly prevalent situation, this assumption is even more valid.

This is due to the quick response of the electric motor being able to sup-

ply a requested torque value, almost ‘instantly’ for the timescales under

consideration.

Speed Control

Unlike the constant speed models presented thus far, the Multi-DOF model

has a non-constant longitudinal (and vertical) velocity. This results in a

negative longitudinal acceleration during cornering manoeuvres, which can

be explained via observation of the acceleration terms for the Multi-DOF
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model’s unsprung mass:

ax = u̇+ ωyw − ωzv

ay = v̇ + ωzu− ωxw

az = ẇ + ωxv − ωyu

(3.14)

When the Multi-DOF model is being verified against steady state linear

values or being used for constant speed manoeuvres, it is necessary to

control the driveline torque to maintain a constant horizontal velocity.

Horizontal speed, uh, being the magnitude of the u and v components of

the vehicle’s unsprung mass velocity is used rather simply the longitudinal

velocity to match the common assumption of constant speed rather than

constant longitudinal velocity. In practice, the performance of the con-

troller is adequate with either value being used as the longitudinal velocity

is typically a one or two of orders of magnitude higher than the lateral

velocity, and so the difference between the longitudinal and horizontal ve-

locity is negligible.

A Proportional-Integral (PI) controller is used to minimise the error be-

tween the horizontal speed uh and the reference speed, which for verification

and constant speed scenarios is taken to be the initial longitudinal velocity

u0. Two gain values are used to determine a driveline torque profile. For

the integral action, the reference distance is taken to be the distance u0t

determined by the constant reference speed, while the measured value is

taken from the magnitude of the X and Y displacements. X and Y are the

vehicle’s displacement in the global coordinate frame. This error term is

then applied directly as the total driveline torque Td, Table 3.4 shows the

gain values used in this thesis.

The PI controller has the following control law:

u (t) = KP e (t) +KI

∫ t

0

e (τ) dτ, (3.15)

where e is the error term between the system state and reference value.

KP and KI are the gain values for the proportional and integral action,
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respectively. Using the above reference terms results in the following torque

value for the driveline torque:

Td = KP (uh − u0) +KI

(√
X2 + Y 2 − u0t

)
, (3.16)

To prevent excessively high torque values that could cause traction prob-

lems, a secondary driveline torque value is calculated, based upon the con-

cept of a tyre friction circle, using the remaining tyre grip ‘leftover’ from

the amount of grip used to handle any instantaneous lateral acceleration.

In this way, the maximum amount of tyre grip is used for both the lateral

and longitudinal control objectives. This second driveline torque can be

expressed as:

Td =

Tmax

√
µ2g2−a2y
µg

, |ay| ≤ µg

0, |ay| > µg

(3.17)

where Tmax is a driveline parameter which dictates the maximum torque

available; in straight-line running (ay = 0) the driveline torque reduces

to this value. In situations in which the lateral acceleration exceeds the

maximum tyre grip, i.e. a sliding scenario, Td is taken to be zero. This

formulation is adapted from Osborn and Shim’s work [103]; having been

modified to saturate at a specified torque value Tmax.

To ensure that the constraints for both methods of calculating a driv-

eline torque are always satisfied, the final driveline torque supplied to the

vehicle is taken as the smaller of the values calculated by the two methods:

Td = min (Td,1, Td,2) , (3.18)

where Td,1 is the driveline torque calculated by Eq. (3.16) and Td,2 is the

torque value calculated by Eq. (3.17).
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Table 3.4: Gain values for the driveline torque to provide horizontal speed

control.

Gain Value
KP 500
KI 75

Finally, the torque value at each individual wheel is given by [103]:

Tfi = rIOrFRTd

Tfo = (1− rIO) rFRTd

Tri = rIO (1− rFR)Td

Tro = (1− rIO) (1− rFR)Td

.

(3.19)

rIO is the torque distribution between the inner and outer wheels, defined

for a positive steer angle turn, and rFR is the distribution between the front

and rear axles. For this thesis, the inner-outer distribution is split equally,

with rIO = 0.5, and the front-rear distribution is set equal to the weight

distribution of the vehicle, rFR = 0.6.

Steady-State Verification

Figure 3.7 shows the verification of the Multi-DOF model against the bicy-

cle model’s steady-state values (Eq. (3.11)) in the linear handling regime.

Although the transient behaviour of the system is more unsettled, the sys-

tem quickly reaches the steady state values predicted by the bicycle model.

The lateral velocity exhibits damped oscillating behaviour due to the inter-

action of the sprung mass and the unsprung masses of the wheels interacting

via the spring and dampers of the suspension system.

As the Multi-DOF model exhibits more complex behaviour, it is also

necessary to validate other components or subsystems. In particular, the

suspension model needs careful validation to ensure that it is correctly rep-

resenting the system behaviour. In steady-state during a cornering radius

turn, it is possible to calculate the vertical load of the sprung mass acting
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Figure 3.7: System response of the Multi-DOF Degree of Freedom model,

with tyre transience, to a 0.75◦ step input at 80 km/h (22.2 m/s). The

steady-state values calculated from Eq. (3.11) are also shown
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Figure 3.8: System response of the Multi-Degree of Freedom model, with

tyre transience, to a 0.75◦ step input at 80 km/h

on each suspension strut by accounting for the static weight distribution

with the additional load due to the inertial acceleration [103], and assuming

that the front and rear roll moments are equal. This results in the following

system of equations:

Fz,sfi =
mb

2 (a+ b)
g − mh

2 (a+ b)
ax −

mh

2tf
ay

Fz,sfo =
mb

2 (a+ b)
g − mh

2 (a+ b)
ax +

mh

2tf
ay

Fz,sri =
mb

2 (a+ b)
g +

mh

2 (a+ b)
ax −

mh

2tr
ay

Fz,sro =
mb

2 (a+ b)
g +

mh

2 (a+ b)
ax +

mh

2tr
ay

(3.20)

Figure 3.8 shows the steady state values of the vertical forces acting

upon the sprung mass when reacting to a 0.75◦ step steer input. The

simulated strut forces respond smoothly to the steer input at 0.5 s and

reach their steady state values approximately 1 s later. The steady state

suspension forces strongly agree with the values determined by static weight

plus inertial load, demonstrating that the vehicle is successfully modelling

the force transfer through the suspension system.
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Comparison of Model performance

It can be seen that the performance of the Multi-DOF model closely matches

the steady state performance of the linear bicycle model. This shows that

Multi-DOF model has been verified to correctly model the key steady-state

behaviour. To observe the more complex dynamic behaviour of the system,

a steering input is required that excites the system appropriately. The sine-

dwell manoeuvre is commonly used in the automotive industry, in which a

sinusoidal input is applied, before being held at the negative amplitude for

a short time period.

It has been found that this is a particularly effective manoeuvre for

disturbing the system, it having been shown theoretically, that from an

optimal control perspective, it is the worst control input for the system

to minimise state disturbances [108]. Clearly, for the analysis of system

performance, this is the desired outcome.

BS ISO 19365:2016 [113] defines a sine-dwell steering input as follows:

δ(t) =


A sin (2πft) , t ≤ 0.75/f

−A, 0.75/f < t ≤ 0.75/f + td

A sin (2πf (t− td)) , 0.75/f + td < t ≤ 1/f + td

where A is the peak amplitude of the steering input, f is the steering

frequency and td is the dwell time, the time at which the steering input is

held at its negative peak amplitude. The steering input is zero for all times

outside the defined window. The values used are 2.5◦, 0.7 Hz and 0.5 s for

the peak amplitude and steering frequency respectively. The steering angle

is chosen to induce a large lateral acceleration in the vehicle, to study the

nonlinear system response. Following the test laid out in the standard, the

manoeuvre is carried out at 80 km/h (22.2 m/s).

Figure 3.9 shows the system performance of the Multi-DOF model com-

pared to the linear and nonlinear bicycle models. It can be seen that the

bicycle models represents the dynamic performance of the more complex

model well. In particular, the yaw rate response is well-modelled, which in-
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turn, and due to the high longitudinal speed, results in an accurate lateral

acceleration response. The peak magnitude of the linear bicycle model’s

lateral acceleration is 0.83 g, while the Multi-DOF model has a peak accel-

eration of 0.76 g. The maximum error between the two acceleration profiles

is 0.17 g, which is a 13% percentage error. The nonlinear bicycle model’s

maximum lateral acceleration is an even better match to the Multi-DOF re-

sponse. The maximum error is 0.10 g, a 7.8% increase over the Multi-DOF

model.

To give a more accurate representation of the Root Mean Square (RMS)

error of the lateral acceleration, it is calculated between 1 and 4 seconds of

the simulation. This is done to remove the steady state areas where there is

zero error between the multi-DOF model and the respective bicycle models.

The linear bicycle model has a RMS error of 0.08 g from the multi-DOF

model. The nonlinear bicycles model is even smaller at 0.03 g.

There is a greater difference in the models transient lateral velocity.

This can be ascribed to how the tyre force acts upon the system; in the

bicycle model, the tyre force acts directly on the vehicle body itself. In

the Multi-DOF model, the tyre forces act upon the vehicle body via the

unsprung masses of the vehicle model.

Despite the added insight that a higher fidelity model can provide, this

result shows that the bicycle models provide in this instance, an adequate

modelling of the vehicle’s lateral response. This is partly due to the test

conditions, as the test is performed at a relatively high speed, the high

lateral acceleration is achieved with a small slip angle. This means that

the tyre force generated by the linear brush model agrees closely with the

MTF model. At higher slip angles, the MTF model beings to saturate

its output which does not occur with the brush model and the system

responses would diverge.

The Multi-DOF has the disadvantage that it must be solved via implicit

solvers. This is due to the inertial load acting upon the suspension struts.

Implicit function solvers comparatively longer to simulate the system, mak-

ing them less desirable during the design and analysis phase of controller
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design. This, along with the comparative accuracy of the simulation model

makes it less desirable for use as the vehicles simulation model.
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Figure 3.9: Comparison of the lateral velocity, yaw rate and lateral accel-

eration during a sine-dwell manoeuvre at 80 km/h. The peak amplitude is

2.5◦, chosen to induce a large lateral acceleration response.
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3.4 Displacement Tracking

The earliest research into vehicle dynamics focussed on understanding and

characterising the stability of the vehicle. As such, the standard bicycle

model was designed for the study of the lateral velocity and acceleration,

along with the yaw rate. For autonomous driving applications, the models

used need to be capable of modelling the displacement of the vehicle in its

environment, and not just the distance travelled in the body-fixed frame of

the vehicle.

The coordinate transform from the body-fixed frame to a Newtonian

global reference is given by:Ẋ
Ẏ

 =

cosψ − sinψ

sinψ cosψ

u
v

 (3.21)

and so the global position of the vehicle is given by the integration of

Eq. (3.21) with respect to time. For the linear bicycle model, the following

assumptions are made:

• u̇ ≈ 0, constant longitudinal velocity

• u� v, the sideslip of the vehicle is small

• ψ is small so that the small angle approximations, sinψ ≈ ψ and

cosψ ≈ 1 are valid.

Which allows Eq. (3.21) to be simplified to:

Ẋ = u+ vψ, Ẏ = v + uψ (3.22)

The coupled term vψ in the calculation of Ẋ prevents the inertial longitu-

dinal displacement being expressed in state space form. However, based on

the previous assumptions made, and the fact that the product of two small

numbers (such as vψ) is very small compared to the much larger value u
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Figure 3.10: Linear biycle model with yaw and lateral displacement track-

ing

and can be neglected. The displacement terms are given by [76]:

Ẋ = u, Ẏ = v + uψ (3.23)

Ẋ is no longer a state of the system, and so can be removed from the model.

Also, the yaw angle of the vehicle of the vehicle is the integral of the yaw

rate. This results in the following system of equations that allows for yaw

and lateral displacement tracking:
v̇

Ẏ

ω̇z

ψ̇

 =


−Cf+Cr

mu
−aCf−bCr

mu
− u 0 0

1 0 u 0

−aCf−bCr

Izu
0 −a2Cf+b

2Cr

Izu
0

0 0 1 0




v

Y

ωz

ψ

+


Cf

0

aCf

0

 δf

(3.24)

Figure 3.11 shows the comparative performance of the nonlinear and linear

terms. The global lateral displacement of the bicycle model, controlled by

a step-input of 1◦ is shown. In Figure 3.11 (a), the lateral displacement

is shown as a function of time, and in (b) it is shown as a function of

longitudinal displacement. As expected, there is close agreement between

the two methods, particularly over what is a short timescale. By the end

of the five second simulation, the distance between the vehicles centre of

mass as determined by the two methods is seven metres.
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Over larger timescales, the error between the nonlinear and linear meth-

ods diverges. This is as the linear response is unbounded while the trigono-

metric terms in ?? bound the vehicles lateral response.
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Figure 3.11: Lateral displacement of the bicycle model at 20 m/s with a

1◦ step-input, shown as both a function of time (above) and a plot of the

vehicle in the XY plane.
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3.5 Model Discretisation

In many control instances, the system dynamics are considered at discrete

points in time rather than as continuous functions that depend on the rate

of change of the system state. In these cases, a method of discretising the

system is needed. With discretisation the continuous linear systems

ẋ = Acx+ Bcu (3.25)

is converted to the following form:

x+ = Adx+ Bdu (3.26)

where x+ denotes the successor state of the system state x after a fixed

time-step step ∆t. In the following sections, two of the most common

discretisation methods are outlined, along with the considerations to be

made when deciding on a discretisation scheme.

3.5.1 Zero Order Hold

With Zero Order Hold (ZOH) discretisation, the sampled state is equal to

the value of the continuous state at each interval ∆t. For a continuous time

system, such as Eq. (3.10), the discrete model can be calculated from the

continuous model as [114, Chapter 4]:

Ad = e∆tAc , Bd = Ac
−1 (Ad − I) Bc (3.27)

so long as Ac is non-singular. ZOH discretisation ensures that the system

state of discretised model maps directly to the continuous state at every in-

teger multiple of the time-step ∆t. Calculating the ZOH matrices is more

computationally involved than other discretisation method, in particular

due to the calculation of the matrix exponential. With the advances in

modern day computer hardware, this is no longer an issue in most appli-
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cations, especially when the state and control dimensions are in the tens

or hundreds. For the models considered in this thesis, any computational

differences are negligible.

3.5.2 Euler Approximation

A simpler discretisation is the Euler approximation, also known as FOH,

which is based on the first order Taylor series expansion of Eq. (3.25), is

leads to the following expressions for the discrete model:

Ad = I + ∆tAc, Bd = ∆tBc. (3.28)

The primary benefit of the Euler approximation is the ease with which

it can be calculated, and that it preserves the physical intuition of the

model. Apart from potentially on the main diagonal, the structure of the

state matrix is preserved with this method, while ZOH discretisation does

not preserve the continuous time structure. For large-scale systems with

considerable structure, it would be beneficial to preserve the structure of

the system to minimise the computation time of any calculation involving

the state matrix.

The main drawback of the Euler approximation is that it does not

preserve the stability of the continuous time system. For continuous time

system, stability is obtained if the real components of all the eigenvalues of

the state matrix are less than zero. For discrete time systems, stability is

obtained when the absolute value of all the state matrix eigenvalues are less

than one. Smaller values for the time-step typically decrease the magnitude

of the eigenvalues, but it is not guaranteed that the system stability will

be recovered for practical values of ∆t.

Table 3.5 shows the effect of differing time-step values on the stability of

the bicycle model. The first column shows the eigenvalues of the continuous

time system. As they are both negative values, the system is stable. The

remaining three columns show the absolute eigenvalues of the discretised

system. With a time-step of 0.5 seconds, the discrete system is unstable,
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Table 3.5: Eigenvalues of the bicycle model state matrix described by

Eq. (3.10), and for the bicycle model discretised using the Euler approxi-

mation for three time-step values. Longitudinal velocity, u, 80 km/h

Re (λ (A)) |(λ (I + ∆tA))|
∆t = 0.5 s ∆t = 0.25 s ∆t = 0.1 s

1 -6.765 2.382 0.691 0.324

2 -7.542 2.771 0.885 0.246

but even with a time-step of 0.25 seconds the discrete system is stable.

In this thesis, a time-step of 0.1 seconds is used for discrete time con-

troller designs. It can be seen in the final column that with this step size,

the discrete system is also stable. For this reason, and the ease in which

it can be implemented, the Euler method is the preferred discretisation

method in this thesis. For the remainder of the text, when a state matrix

is referred without qualification, i.e. A, it shall refer to the discrete-time

state matrix.

3.6 The Effect of Control Frequency on Sys-

tem Response

The use of digital microcontrollers to calculate control input necessitates

the use of a discrete sequence, rather than a continuous spectrum, of control

action. This discrete sequence is effectively a succession of step inputs of

varying magnitudes, and the frequency of these steps determines whether

the system response exhibits a measurable change in state over an infinites-

imal timespan.

Such discrete behaviour is unlikely to be observed on a physical sys-

tem, due to eventual realisation of the control input (such as a steering

angle command applied to the front wheels), achieved through a sequence

of electronic components and electric motors, operating on compliant me-

chanical components. The behaviour can be problematic when trying to

characterise and control transient behaviour with reduced-order simulation
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models. As an example, consider a predetermined, discrete sequence, of

steer angle values applied to the nonlinear two state bicycle model detailed

in Section 3.3.3, solved using a Runge-Kutta integration scheme using adap-

tive time-step control [115]. This ensures that the transient dynamics of

the system are accurately modelled. We apply the control sequence to sys-

tem at two frequencies to show the transient systems response dependency

on it. The input frequencies where chosen based on the settling time of

the system, approximated by calculating the eigenvalues of the linearised

bicycle models state matrix.

To demonstrate this behaviour, the sine-dwell steering function used

earlier to study the dynamic system of the behaviour of the Multi-DOF

model is used. The amplitude of the control input, 3 degrees, is chosen

as specified in the standard to provide a steady-state lateral acceleration

of 0.3 g. This continuous input can be discretised by substituting the

continuous time variable, t, for its discretised output, τ . Figure 3.12 (a)

shows the control sequence for the given frequencies. The discrete-time

variable is calculated by

τ =
1

f
bt · fc

where b·c denotes the floor function.

Figure 3.12 (a) shows the discretised steering input compared to the

continuous time steering input. Figure 3.12 (b) shows the lateral accel-

eration of the simulation model when controlled by the discrete steering

inputs. With the 10 Hz control input, the sine dwell manoeuvre has an

obviously stepped profile, and that the vehicle response is a sequence of

peaks as the steering input changes.

At 100 Hz, the input profile looks smooth to the human eye, and the ac-

celeration response is smooth as the control input value changes before the

system has fully settled from the previous response. Despite the stepped ac-

celeration response at 10 Hz, the lateral displacement response (not shown)

is smooth. In addition, a 100 Hz steering frequency is too computation-

ally prohibitive for implementation and so is not used. For the rest of

the thesis, a 10 Hz operating frequency is used for the steering controller.

70



CHAPTER 3. VEHICLE MODELLING

(a) The discrete sine-dwell steering input.

(b) The lateral acceleration response of the biycle model at 80 kph.

Figure 3.12: The lateral acceleration response of the two state bicycle model

when subjected to a sine-dwell steering input applied at discrete time-

instances. With a control input of 10 Hz, a stepped response in lateral

acceleration can be observed, which is not observed at higher frequencies.
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Despite the stepped acceleration response at 10 Hz, the lateral displace-

ment response (not shown) is smooth and a 100 Hz steering frequency is

to computationally prohibitive for implementation in this research.

3.7 Conclusions

In this chapter, a number of vehicle models have been presented and veri-

fied. They provide a framework for both the simulation of vehicle behaviour

and as linear plant models for use in control design and implementation.

In particular, it was shown that for first-order response behaviour, such as

yaw rate response, the linear bicycle model has impressive agreement with

a much more complex Multi-DOF vehicle model which includes suspension

effects and a nonlinear tyre model. The maximum lateral acceleration error

between the two models, during the sine-dwell manoeuvre, was 0.17 g, a

13.6% under-prediction by the linear bicycle model. Despite this, the RMS

average error between the two lateral acceleration profiles is only 0.06 g

over the entire manoeuvre. For the work presented in the remainder of

the thesis, the focus is on developing and evaluating human factor aware

vehicle behaviour, during the normal driving conditions. Because of this,

the vehicles lateral acceleration will typically be less than 0.3 g, well within

the valid range of linear bicycle model behaviour.

The bicycle model showed limitations with the modelling of integral

terms. It was shown that it was a poor estimator of lateral displacement in

the global XY -plane for any time-scales greater than a couple of seconds.

Displacement tracking is a crucial element of autonomous driving and shows

that careful consideration when implementing reference tracking of these

terms.

For these reasons, the linear bicycle model will be used as the control

plant as it allows for the MPC control problem to be solved quickly, effi-

ciently and with a globally optimal solution. These issues will be discussed

in the next chapter. For the simulation model, the nonlinear bicycle model,
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with tyre transience, will be used. This allows for accurate displacement

in the global coordinate frame. The tyre transience allows for the study of

applying a discrete control sequence to the simulation vehicle at a relatively

high frequency and helps to provide a more realistic system response by

smoothing the acceleration profile.

The high-acceleration sine-dwell manoeuvre also showed that it is not

necessary to make use of a more accurate, and correspondingly much more

complex, simulation model to to complete the thesis objectives. By using

the simpler nonlinear bicycle model, more time can be spent on the analysis

of the controller behaviour, than a moderate increase in model fidelity with

much longer simulation times. For a further and more complete analysis it

would be necessary to use a higher-fidelity simulation model, so that other

factors that influence ride comfort, such as body roll, can be taken into

account.

Model discretisation was also studied, with a focus on the Zero Order

Hold (ZOH) and Euler methods. ZOH offers a direct mapping between the

continuous time model and the discrete model at the discrete time inter-

vals. As it preserves system properties of continuous-time model, such as

stability, it is an attractive possibility. The computational cost of calculat-

ing matrix exponentials in its formulation made it potentially prohibitive,

but with the power of modern computer hardware, this would appear to

be no longer an issue.

The Euler method by comparison is a much simpler model and is not

guaranteed to preserve system stability for larger time-steps. It does pre-

serve any structure, such as sparsity, of the system. For large scale systems,

this could be of great benefit, but for the vehicle model applications of this

thesis, this has no material effect. Its primary benefit is perhaps its simplic-

ity and ease of implementation, especially as for practical time-step values

considered in this thesis for autonomous driving, typically on the order of

0.1 s, the discrete models are still stable, as was demonstrated with the

linear bicycle model. For the primary reason of simplicity, the Euler ap-

proximation will be used as the sole discretisation method for the rest of
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the thesis.

The effect that controller discretisation was further considered when

the effect of controller actuation frequency was studied for when a discrete

control input is applied to a continuous-time plant. It was shown, that if

the sampling time of the controller is too large, a step response behaviour

is observed in the response.

74



Chapter 4

Model Predictive Control for

Active Steering Control

4.1 Introduction

Autonomous driving behaviour, such as Active Steering Control (ASC), is

a complex task and undertaken in an environment that cannot be fully de-

termined ahead of time, with many unknown variables present, even in less

challenging automotive scenarios, such as highway driving. This presents a

distinct challenge, in which the operating regime of the autonomous vehicle

cannot be exhaustively studied ahead of time.

A suitable technique, which can react to its current operating environ-

ment is needed. Model Predictive Control (MPC) is one such technique. In

particular, the ability for MPC to handle state and control constraints ex-

plicitly in the control problem formulation makes it a particularly powerful

framework for autonomous driving.

With MPC, a model of the system plant is used to predict the system

behaviour in the near future. Optimisation of the control inputs is then per-

formed to minimise the deviation of the predicted future state compared to

reference values. Once the optimal control sequence has been determined,

the first control input from the sequence is applied to the system.

At the next call to the controller, the system state is sampled again, and

75



CHAPTER 4. MPC FOR ACTIVE STEERING CONTROL

the process is repeated. This method of repeatedly solving an optimisation

problem online, with measurements of the system state updated every time-

step, is how MPC provides feedback control, and prevents the accumulation

of errors dues to model-system mismatch propagating through time.

The use of a predictive model also allows MPC to show proactive, rather

than reactive, control. MPC anticipates future undesirable behaviour and

takes steps to mitigate behaviour before it occurs, but it is the use of

mathematical optimisation is that allows for what is perhaps MPC raison

d’être: constraints. Linear MPC can be implemented as a Quadratic Pro-

gramming (QP) problem, allowing for any linear combination of predicted

system state and control action to be constrained. This allows, so long

as there is a feasible solution, for a control designer to impose constraints

upon the system, that ensure a system response that is within a predeter-

mined operating regime. This feature of MPC will be exploited later to

incorporate the preference of individual drivers explicitly into the control

problem; allowing for a multitude of driving styles to be accommodated by

a single, unified, control framework.

The remainder of this chapter is as follows: firstly, the formulation of

linear MPC used for the remainder of the thesis is then presented, be-

fore considerations needed to ensure system stability are discussed. Some

preliminary results of an MPC application are then presented, with ASC

used to perform a lane change step manoeuvre. The flexibility of MPC

with respect to system configuration and constraints is then demonstrated,

with results compared for both front-wheel steering and all-wheel steering

control. The state space model, with displacement reference tracking de-

veloped in Chapter 3 is used as the controller’s plant model. The ASC

controller is evaluated in simulation with the nonlinear bicycle model used

as the simulation model.

Then, the effect of a standard stabilising feature; a terminal state

penalty matrix is shown. The examples shown also demonstrate that the

reference provided to an MPC controller can have affect performance and

stability.
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This enforces the notion that for autonomous driving behaviour, ref-

erence generation and reference tracking must be considered as two parts

of a single problem. Any successful autonomous driving application must

consider both aspects as equal challenges in the design process. This key

observation is the foundation for the work in Chapter 5, where a hierarchi-

cal MPC framework is explored.

4.2 Formulation

This thesis utilises a linear MPC formulation, which is outlined below.

Consider a discrete state space model, such as one discussed in Section

3.5. The vector x ∈ Rn is the system state vector, and u ∈ Rm is the

control vector. The system also has a vector of outputs y ∈ Rq. The linear

prediction model for the system is then given by:

x+ = Ax+ Bu

y = Cx+ Du
(4.1)

The term x+ denotes the successor system state, one discrete time-step

into the future. The matrices A ∈ Rn×n and B ∈ Rn×m are called the state

matrix and control matrix respectively, while C ∈ Rq×n and D ∈ Rp×m are

the output and feedforward matrices. In many cases, and for the remained

of this thesis, the feedforward matrix is zero. For this reason, the term

y = Cx (4.2)

is used, instead of Eq. (4.1), to state the system output. Indeed, for this

thesis, full state output is assumed, such that y = x (C = In), and the

output is simply referred to as the system state.

With this model, it is possible to predict the future system state up to

the preview horizon, which is N discrete time-steps in the future. Then
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the following defines the regulatory MPC problem, PN (x):

minimise
U

J =
N∑
i=1

‖yi − yr
i‖

2
Q + ‖ui−1‖2

R (4.3a)

subject to x0 = x̃0, (4.3b)

xi+1 = Axi + Bui, (4.3c)

yi = Cxi, (4.3d)

xi ∈ X i = 1, ..., N, (4.3e)

ui ∈ U i = 0, ..., N − 1, (4.3f)

yi ∈ Y i = 1, ..., N (4.3g)

In this optimisation problem, the goal is to find the optimum control

sequence U := {ui | i = 0, . . . , N − 1} that minimises the cost function

J . The vector xri denotes the state reference value at the i-th time-step.

‖x‖2
M = xTMx denotes the square of the M-weighted norm, where M is

a positive-definite matrix such that xTMx > 0 for all values of x. These

weighted terms allow for the prioritisation of different system behaviours.

The state penalty matrix is Q ∈ Rn×n and the control penalty matrix is

R ∈ Rm×m. It is common for the penalty matrix to be a diagonal matrix,

in which case the individual state or control variables are penalised, rather

than linear combinations of them.

Large values in the state penalty matrix encourages the controller to

minimise the tracking error of that respective state and increases the feed-

back action of the controller. It is by the selection of these weights that

the closed-loop action of the controller can be modified.

Large penalty weights on the control inputs discourage control action,

which allows for both the prioritisation of certain control actuators over

others, along with the possibility of allowing small steady-state tracking

errors to prevent a hunting behaviour of the control inputs.

Equations (4.3b) to (4.3g) define the constraints on the system. Equa-

tion (4.3b) initialises the predicted state at the start of the control problem

to the measured system state, denoted x̄. This is the mechanism that al-
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lows for feedback control in MPC. Equations (4.3c) and (4.3d) force the

system state and output to evolve as specified by the prediction model.

Equations (4.3e), (4.3f) and (4.3g) are the state and control constraints.

Typical implementations for the constraints are as upper and lower bounds

on each variable or constraining them via polytopic or ellipsoidal con-

straints. It is also common to constrain the maximum change in con-

trol variables between time-steps, commonly referred to as slew-rate con-

straints. For a linear MPC formulation, the constraint sets X ,U and Y can

be represented by linear inequalities:

X := {x | Pxx ≤ hx} ,

U := {u | Puu ≤ hu} ,

Y := {y | Pyy ≤ hy} ,

(4.4)

where the matrices P and h for each constraint set are of appropriate

dimensions.

Once an optimal solution to the MPC problem has been found, the

control vector from the first time-step of the control sequence is then applied

to the system. At the next call to the MPC controller, the system state is

measured again, and the optimisation problem is solved starting from the

updates system state. This process results in the implicit, nonlinear, MPC

control law [71]:

κN (x0) := u0 (4.5)

with u0 being the first control input vector from the optimal control se-

quence U . In summary, at each discrete time-step, a control sequence is

computed by solving an optimal control problem, and the first control in

this sequence applied to the system plant.

This formulation, referred to as regulatory form [97], represents one ap-

proach, of many, for defining the MPC problem. Depending on the specific

aims of the control design, there are other methods, such as the condensed

form, removes the system states from the formulation through successive

application of the state transition equation Eq. (4.3c), see for example, [76].
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However, as PN can be formulated as a standard QP (see Appendix C), ef-

ficient solution methods exist and so the condensed form is not necessarily

quicker to solve [75], despite potentially having a significantly smaller size;

which could benefit hardware constrained implementations. This formula-

tion, which removes the ability to constrain system states, is inappropriate

for the thesis aims and so is not considered further.

4.2.1 Stability

The MPC framework defined above allows for the implementation of a con-

troller that can effectively track a reference trajectory while subject to state

and control constraints. This basic formulation does not guarantee, a sta-

ble closed-loop control system. Depending on several system and controller

parameters, the controller might not be able to maintain system stability

without additional considerations in the MPC control formulation.

Some of the techniques used to provide stability will be discussed in this

section. However, as the aims of this thesis are focussed on exploring how

MPC as a strategy can implement effective personalised driving behaviour,

the emphasis will be to highlight matters that need to be considered when

implementing an MPC controller, and whether the techniques have any

effect on task performance, rather than focussing on a specific stabilisation

implementation for any of the proposed control strategies in this thesis.

The simplest stabilisation technique is to simply ensure that the pre-

diction horizon is sufficiently long. This intuitively aids system stability;

allowing the controller to consider more of the future states and deter-

mine a control input which stabilises the long-term future of the system.

In general, for a stabilisable linear system with a fixed reference state, an

infinite prediction horizon guarantees a stable system without any other

stabilisation considerations [90]. In most cases however, it is not feasible to

perform this infinite prediction and summation of future states. In prac-

tice, it is often enough to choose a sufficiently large finite value for the

preview horizon. Unfortunately, there is no method to determine precisely

how large a preview horizon needs to be, although certain heuristics do
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exist, particularly with regards to the system state and control dimensions

[116].

The temptation is to choose an overly conservative value, that far ex-

ceeds the necessary value, to ensure stability even when encountering un-

usual initial conditions or reference that were not considered when devel-

oping the MPC controller. The problem then is that the time required to

calculate the optimal control action is tightly coupled to the preview hori-

zon value. For the solution of a linear MPC algorithm, using a generic QP

solver, the computational complexity is O(N3); proportional to the cube of

the preview horizon [117]. Specialised QP solvers that exploit the unique

structure of the MPC problem can reduce this proportionality to just the

preview horizon value O(N) [118], but there is still a limit to the maximum

value that can be used for the preview horizon, before the computational

cost is prohibitive.

For these reasons, in practice it is not enough to use the preview horizon

as the lone stabilisation technique, except for simple or small-scale systems.

It is, however, still a crucial aspect of controller design in other stabilisation

techniques, as will be seen later. A common stabilisation technique is the

use of a terminal state penalty. With this technique, the state penalty ma-

trix, Q, is replaced at the final prediction step of the optimisation routine,

with the terminal weight matrix, Qf , resulting in a new cost function for

the optimisation problem:

J = ‖xN − xrN‖
2
Qf

+
N−1∑
i=1

‖xi − xri‖
2
Q +

N−1∑
i=0

‖ui‖2
R (4.6)

One choice for Qf is the solution to theDiscrete Algebraic Riccati Equa-

tion (DARE), as it was shown that for linear systems, this recovers the cost

of the future states beyond the preview horizon, of the infinite-horizon opti-

mal control problem by assuming that Linear Quadratic Regulator (LQR)

optimal state feedback is used after the preview horizon [86, 117].

The utility of using this as the terminal state penalty matrix is clear,

by recovering the remainder of the infinite-horizon cost, the controller is
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stable, without having to increase the preview horizon. This, and the fact

that the DARE can be solved a priori, allow a design that can be easily

implemented with current hardware, as the computational complexity of

the control problem can be minimised during the design phase.

In this thesis, a preview horizon of sufficient length is used to help sta-

bilise the system for the software simulations used, but no proof of stability

is presented. Therefore, additional stability measures, such as a terminal

state constraint set discussed in Chapter 2, are not required for the com-

pletion of this thesis objectives as the system has adequate stability, and

so are not implemented.

4.2.2 Demonstrating the Control Performance

To demonstrate the benefits of MPC in autonomous driving scenarios, Ac-

tive Steering Control (ASC) is demonstrated, where MPC is used to cal-

culate a sequence of steer angles to track a set of reference lateral dis-

placement and yaw trajectories, along with the yaw velocity and lateral

displacement. First, the controller will be used to track a step change in

lateral displacement, with a constant, zero, yaw trajectory without state

or control constraints. The simulation is then repeated with these con-

straints active to show their effectiveness. Then, a more realisable lateral

displacement reference will be used, created by using an exponential sig-

moid function. This allows for a reasonable yaw reference tracking value

to be generated. Finally, the plant model will be changed to include rear

steering, demonstrating how MPC allows for the control of multi-input,

multi-output systems.

The linear bicycle model, with displacement and yaw tracking, pre-

sented in Eq. (3.24) is used for the plant model terms A and B. It is

discretised using the forward Euler method, Eq. (3.28), using a time-step,

∆t of 0.1 s. The parameter values used are the same as those in Chapter 3

Table 4.1.

The nonlinear bicycle model is used as the simulation model, again with

the same parameter values shown in Table 3.1 and Table 3.3. The following
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Table 4.1: Parameter values for the linear bicycle model.

Parameter Value Units
m 1440 kg
I 2000 kg·m2

a 1.02 m
b 1.52 m

Table 4.2: MPC parameter values.

Parameter Value Units
N 20 -
u 5 ◦
∆u 10 ◦/s

terms were used as the penalty matrices:

Q =


5 0 0 0
0 25 0 0
0 0 10 0
0 0 0 5

 , B = 1, (4.7)

chosen from experience to provide good tracking performance, with the lat-

eral displacement prioritised to ensure good path following characteristics.

Step-change reference tracking

Figure 4.1 shows the system states of the simulation model, along with

the corresponding reference values. Figure 4.1 (b) shows that, despite the

nature of the reference, the MPC action results in a smooth lateral dis-

placement profile with minimal overshoot. More interesting to note is the

timing of the lane change manoeuvre; for the first two seconds of the sim-

ulation, the controller takes no action, as it is not aware of the change in

reference profile. At t = 3 s, the Y reference at prediction step N becomes

Ŷ , and so the controller begins to take a small control action to minimise

the error. As time progresses, more of the lateral reference is equal to Ŷ so

the controller uses a larger steer angle to minimise this error. The resulting

control profile can be observed in Figure 4.2 (a).
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Figure 4.1: Vehicle state response to tracking a step change in lateral

displacement. The reference trajectories for the other states are zero. The

only stability consideration is ensuring a sufficiently long preview horizon

(N = 20)
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(a) The corresponding control input profile for an AFS controller

(b) Lateral acceleration of simulation vehicle

Figure 4.2: Control input and lateral acceleration of the vehicle with uncon-

strained MPC formulation. Without slew rate constraints on the control

input, or state constraints, the MPC controller takes aggressive action to

track the reference as closely as possible. The resulting lateral acceleration

profile is not suitable for autonomous driving applications
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As a result of using predicted future behaviour, rather than observed

past behaviour, the controller begins to act before the step change, meaning

that the vehicle has less response lag when tracking the reference trajectory.

Figure 4.2 (b) shows the lateral acceleration of the simulation vehicle.

The peak value of over 0.8 g is exceptionally high for passenger vehicles and

might not actually be realisable for physical systems. Even if so, it would

be an unacceptable response for passengers. This highlights the need to

properly constrain an MPC problem, ensuring that not only is the control

action realisable for the system, but results in a vehicle response that is

acceptable to its occupants.

Including lateral acceleration constraints

To demonstrate that the MPC controller can achieve these goals of ensuring

a realisable and acceptable system response, simulation results for the same

scenario with updated state and control constraints are presented. The

first is to add slew-rate constraints, so that the maximum change in steer

angle between time-steps is limited, resulting in a control sequence that

can be readily applied by the control actuators. It also places an implicit

constraint on v̇, limiting any excessive change in lateral acceleration.

Rather than an implicit constraint on the acceleration, it would be

preferable to be able to place an explicit constraint on ay. The lateral

acceleration is given by:

ay = v̇ + uωz. (4.8)

In the MPC scheme, u is assumed to be constant and is therefore a system

parameter. The yaw rate ωz is a system state and so readily constrained.

The transient, body fixed lateral acceleration, v̇, is slightly more difficult

to handle as the system rate vector is not considered in the discrete MPC

scheme.

As obvious approximation is to use a finite-difference method for v̇. For

example, the first order, backward finite difference formula results in:

ay,i ≈ vi − vi−1 + uωz, ∀i = 1, . . . , N (4.9)
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and allows for the measured lateral velocity at i = 0 to be used. This

however results in a coupling of states between time steps that must be

accounted for in the optimisation problem formulation. This formulation

is addressed in Appendix C. In a more general form, by first denoting the

first order approximation of the rate vector ẋ as ∆x, we can express the

combined state-rate constraint as:

D∆xi + Exi ≤ ci (4.10)

where D ∈ Rp×n, E ∈ Rp×n, c ∈ Rp and p is the number of constraints,

∆xi = xi − xi−1. This constraint can include pure transient constraints,

obtained by setting the elements of the relevant row(s) of E to zero.

Figure 4.3 shows the resulting system states when the lateral accelera-

tion constraint is applied, with an upper and lower bound of 0.3 g applied

to the system. Figure 4.3 (b) shows that the control still tracks the step

change accurately, and that stability is maintained. The more obvious

change in system behaviour can be observed in the yaw rate shown in Fig-

ure 4.3 (c) and the resulting yaw angle in Figure 4.3 (d). To limit the

lateral acceleration, the controller saturates the yaw rate at 8 ◦/s for a

longer period of time, compared to in the unconstrained case which peaked

at 23 ◦/s for a shorter duration.

Figure 4.4 shows the control sequence and resulting lateral acceleration

during the step change manoeuvre. At the lower limit, there is a small con-

straint violation of 0.5% of the acceleration bound. This can be attributed

to either the solution tolerance of the MPC’s underlying optimisation rou-

tine, or a difference in predicted and simulated lateral acceleration which

could arise from the magic tyre formula, or tyre transience present in the

simulation model. Nevertheless, this small violation is acceptable for the

control application, and demonstrates that linear MPC is effective at con-

straining one of the more critical system behaviours.
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Figure 4.3: Vehicle state response to tracking a step change in lateral

displacement with acceleration constraint. The system output, particularly

the yaw rate, changes significantly in the presence of the state constraint

imposed to limit lateral acceleration
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(a) The corresponding control input profile for an AFS controller

(b) Lateral acceleration of simulation vehicle

Figure 4.4: The linear lateral acceleration constraint successfully constrains

the simulation vehicle’s lateral acceleration
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Terminal state penalty matrix as a stabilising feature

It has already been shown in the results previously presented that for a

sufficiently long preview horizon N confirms the expected trend of helping

to stabilise the AFS controller. As discussed earlier in Section 4.2.1, this

is not guaranteed and so often MPC formulations often include explicit

features to improve or provide system stability.

The use of a stabilising state penalty matrix is presented as a simple

example. The MPC controller has bound and slew-rate constraints on the

front steer angle, so that the ’standard’ formulation of MPC is unstable

when N = 10, which equates to a time horizon Tp of 1 s. Figure 4.5 shows

the system trajectory when Qf is chosen to be the solution to the DARE.

Even for what is a short preview horizon, it can be seen that the use of

the terminal penalty weight allows for the controller to maintain stability

throughout the manoeuvre.

In practice, it would not be advisable to use such a short preview horizon

due to the presence of a terminal state penalty matrix and the purpose

of the above example was merely to highlight the effect of Qf . As Qf

can be calculated offline during the design-phase of the controller, it is

a highly valuable asset in the MPC formulation, particularly as it has

minimal to no impact on optimisation complexity depending on the solver

implementation.
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Figure 4.5: Vehicle state response with terminal penalty weight Qf and

preview horizon N = 10. The system maintains stability and has good

reference tracking of the lateral step change
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MPC for All-Wheel Steering

Along with the anticipated safety and efficiency benefits of successful au-

tonomous driving, it also allows for the use of non-traditional control de-

signs. An example of this is independent All-Wheel Steering (AWS). Al-

though there are a few rare implementations of AWS in production vehicles,

the steering angle of the rear axle is determined by the steering wheel angle

chosen by the driver. This constrains the control authority of the steered

axle, as a consistent system response must be provided, so that it meets

the drivers expectations. By contrast, in a fully autonomous vehicle with

independent steering, there is no need for there to be a consistent mapping

between the front and rear control actions. Instead, the control can be cho-

sen to optimise the system states, to provide a better passenger experience

and possibility of further improving vehicle efficiency and safety.

A brief demonstration of MPCs ability to utilise additional control ac-

tuators. To do so, the vehicle models control matrix is updated to include

the effects of the steered rear axle:

B =

 Cf

m
Cr

m

aCf

I
− bCr

I


with the control vector updated to include the rear steer angle, uT = (δf , δr).

The steer change manoeuvre is repeated with this updated model, while

the control penalty matrix updated to R = I2, the two-by-two identity

matrix, chosen so that the controller utilises both steering angles equally.

The state penalty matrix is updated to

Q =


5

5
250

50


to better prioritise the system states now that there are two control actu-

ators. The yaw angle penalty is increased, to encourage the controller to

exhibit crabbing behaviour to change lane, decreasing lateral acceleration.

Figure 4.6 shows the system states when tracking the step change ref-
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erence. It can be seen in (d) that the peak yaw angle decreases from 5 to

12 degrees. In (b) it can be seen that it takes longer to complete the lane

change, as the vehicle has to rely more on the lateral acceleration v, rather

than the change in heading.

Figure 4.7 shows the control sequence, of the front and rear steer an-

gle, and the resulting lateral acceleration. Even though the MPC controller

has the same lateral acceleration constraint, in this scenario they are redun-

dant, as the decreased vehicle yaw rate results in lower lateral acceleration

manoeuvre.
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Figure 4.6: AWS vehicle respose to tracking a step function.
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(a) The control sequence for the front and rear steer angles

(b) Lateral acceleration of simulation vehicle

Figure 4.7: The linear lateral acceleration constraint successfully constrains

the vehicle’s lateral acceleration
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Smooth reference tracking

So far, the AFS controller has been tracking a step-change in lateral dis-

placement. Clearly, this sudden change in reference is not physically real-

isable, nor is it desirable in practice. This motivates the development of a

more gradual and smoother displacement trajectory, and the studying of

the effect it has on the vehicles dynamic response.

A smooth, analytically defined reference also allows for the derivation

of non-zero reference trajectories for the remaining system states. The full

derivation of these can be found in Appendix B, but it is based on the

following assumptions:

• The lateral displacement, Y , is the primary reference and the other

variables can be derived from it.

• The lateral displacement step takes the form of a smooth, exponen-

tial, sigmoid function.

• The yaw angle is equal to the tangent angle of the lateral displace-

ment’s gradient dY/dX and the X-axis.

• The yaw rate is the time based derivative of the yaw angle.

• The lateral velocity in the body fixed frame v can be derived from

the linearisation of the local-to-global coordinate transform.

This set of reference trajectories is used to demonstrate the effect that

tracking has on both creating a system response that is desirable, and the

effect that they can have on system stability.

Figure 4.8 again shows the system response of the simulation model,

along with their respective reference values. The midpoint of the lateral

displacement values occurs at five seconds to match the location of the

previous step-change event. The MPC constraints used match the first

scenario shown, i.e., on the control bounds only.

Figure 4.8 (b) shows that the controller can track the lateral displace-

ment reference (which has the largest weight upon it) very closely. The

vehicle also demonstrates good yaw angle and yaw rate tracking. In Fig-

ure 4.8 (a), the controller is not able to track the lateral velocity reference
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accurately, but it does not have a material effect on overall performance.

Figure 4.9 shows the secondary benefit of a smooth state reference. As

there is no sudden change in error, the control sequence shown in Fig-

ure 4.9 (a) gradually adapts to minimise tracking errors. Figure 4.9 (b)

shows that the lateral acceleration is much lower than the step change re-

sults. The maximum values still exceed the lateral acceleration constraint

that was previously imposed. This highlights that while reference trajec-

tories change behaviour, constraints are always an important part of the

design problem.

97



CHAPTER 4. MPC FOR ACTIVE STEERING CONTROL

Figure 4.8: Vehicle state response to tracking a smooth step function. The

only stability consideration is a sufficiently long preview horizon (N = 20)
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(a) The corresponding control input profile for an AFS controller

(b) Lateral acceleration of simulation vehicle

Figure 4.9: Control sequence and corresponding lateral acceleration when

tracking a smooth step reference. Due to the characteristics of the reference

curve, the lateral acceleration stays below 0.3 g without an acceleration

constraint
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The influence of reference tracking on system stability

It has been shown that the state reference trajectory can change the system

output substantially, and so it follows that it also has the potential to alter

the stability of the system. Fortunately, the refence trajectory can be

chosen to have a positive effect on system stability, as will now be shown.

Three variations on the MPC controller for the AFS application are shown.

In all three simulations, the only constraint is on the control bounds. This

is only to emphasise the effects of the other stabilising measures, rather

than it being a preferable control implementation. The preview horizon

is reduced from 20 steps to 10, inducing system instability in the nominal

case so that the stabilising measures can be analysed.

For the first and second simulations, the controller tracks the step-

change in lateral displacement, while the final simulation uses the smooth

state references. The second simulation makes use of a stabilising terminal

state penalty matrix, while the other two do not.

Figure 4.10 (a) shows the lateral displacement of the three simulation

runs. For the first, with no stabilising features and tracking a step reference,

the system is unstable with an unbounded lateral output. Utilising Qf in

the second simulation run regains system stability, but there is significant

oscillatory overshoot in the system response. This is further highlighted in

the lateral acceleration results shown in Figure 4.10 (c), where the lateral

acceleration oscillates in and out of the nonlinear handling regime (lateral

acceleration above a magnitude of 0.3 g), as it attempts to find a control

sequence that can track the sudden, and imminent, change in displace-

ment reference. This behaviour, even if ultimately stable and short-lived,

is unacceptable in passenger vehicles, except in the most dire emergency

situations.

In contrast, the MPC scheme using the smooth state reference has no

issues when the preview is shortened from 20 steps to 10. This is due

to the fact that, at every advancing call to the MPC controller, using the

updated reference, there is always a feasible state and control sequence, and

furthermore, the optimal sequence are close to the initial starting point of
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the optimisation solver.

These results taken together show, that for any successful implemen-

tation of autonomous driving behaviour utilising an MPC framework, it

must utilise effective reference trajectories. This key observation will be

used as the foundation for the work presented in the next chapter, which

will investigate and present methods of implementing reference trajectories

that are suitable for this role.
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Figure 4.10: Demonstration on the effect of both explicit stabilising tech-

niques and reference trajectory on system stability. In all cases, the pre-

view horizon is 10. Without a stabilising terminal state penalty matrix,

the vehicle is unstable when attempting to track a step change in lateral

displacement and thus the system response increases overtime with un-

bounded error. When a stabilising state-penalty matrix is used (Qf ), the

vehicle regains stability but there is some overshoot and in tracking the

displacement and the lateral acceleration in (c) can be seen to be quite

large. By using a smooth reference trajectory, the vehicle can track lateral

displacement change without any additional stabilising measures and the

lateral acceleration is much lower than in the step-change scenarios
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4.3 Conclusions

In this chapter, MPC has been shown to be an attractive control method-

ology due to its ability to prioritise specific system behaviours, track ref-

erence trajectories and is capable of handling constraints explicitly in the

formulation. Additionally, the flexibility of MPC was demonstrated in Sec-

tion 4.2.2 where the ASC formulation was changed to all-wheel steering by

updating the controllers state matrix. The state penalty matrix also up-

dated to make the best use of the new control authority and the maximum

yaw angle of the vehicle was reduced by nearly 60%. To keep the focus on

incorporating human factor issues, only front-wheel ASC shall be used for

the remainder of this thesis.

The fact that the combined state constraints can be directly specified

allows for the completion of one of the thesis objectives; to study if human

factor derived constraints can be included explicitly in the control formu-

lation. A method of including an approximation of the vehicles lateral

acceleration was shown. The approximation is of sufficient quality to allow

for an accurate representation of the vehicles lateral acceleration during

standard acceleration manoeuvres. This allows for the study and applica-

tion of human factor derived acceleration constraints using a linear MPC

framework, which will be done in Chapter 6.

The effects of a standard stabilisation method on vehicle performance

was studied. For example, it was shown that the terminal state penalty

matrix, Qf , determined by the DARE, improves system stability without

increasing the online computational complexity of the controller. In Sec-

tion 4.2.2 it was demonstrated in the simulation for step-change reference

tracking, Qf could restore closed-loop stability when the preview horizon

was reduced to 10 steps (1 second). Due to the benefits of this feature, it

shall be used in all subsequent MPC implementations in this thesis.

It was shown that, along with the terminal stability matrix, the refer-

ence state trajectory profile has a major influence in both control quality

and closed-loop stability of the vehicle. In Section 4.2.2 it was shown that
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along with control specific issues, the reference trajectory provided to the

controller was shown to be equally important, as using a smooth, instead

of a step-change reference, also maintained system stability. The necessity

of providing appropriate reference trajectories motivates finding a method

to dynamically determine such a reference. This will be the focus of the

next chapter.
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Chapter 5

Hierarchical Model Predictive

Control

5.1 Introduction

It has been shown that Model Predictive Control (MPC), with its abil-

ity to incorporate constraints explicitly into the problem formulation, is a

promising control technique for autonomous driving applications. It was

shown in Chapter 3, Section 3.4 that although linear approximations of

coordinate tracking diverge quickly from the true value, MPC with a linear

tracking model still performs well when tracking such a reference. This is

due to the resampling process that takes place every time the controller

is called, in which the error that accumulates through the prediction pro-

cess is effectively reset. This enables the use of linear prediction models in

the problem formulation, instead of resorting to more accurate, but more

complex, nonlinear models to create a Nonlinear Model Predictive Control

(NMPC) formulation.

Despite this inherent robustness to linearisation errors, it was seen in

Chapter 4 that the reference trajectory supplied to the controller has a

sizeable effect on its performance. Not only does it affect the nature of the

system response, in that a smooth reference is more likely to result in a

smooth system response, it influences system stability. It was shown that
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using a smooth reference trajectory improved system stability, as the lack

of sudden changes in the reference trajectory ensured that there was always

a feasible control sequence that satisfied the system constraints.

What is needed therefore, to ensure that autonomous driving behaviour

with MPC is successful, is that at all times, the reference trajectory pro-

vided to it is feasible, and the nonlinear aspects of global coordinate track-

ing can be handled. One such method of providing these conditions is

to treat the reference trajectory and its generation, as a tightly coupled

elements of the control process.

This concept, of treating reference generation and reference tracking as

parts of a single whole, leads to the idea of a hierarchical control framework.

Hierarchical multilayer control [119] has been used in several scenarios re-

lated to vehicle dynamics and autonomous driving functionality [80, 120].

There are several reasons for why it is an attractive control methodology

for complex tasks such as path planning and active steering control, namely

it allows for the logical splitting of the control task into separate, discrete

modules. Additionally, the hierarchical control framework is analogous to

those that exist to model human driver behaviour, such as [55, 121].

This allows for a simpler design process, as distinct aspects of route

planning and control can be considered individually. Path planning and

optimisation can focus on specific targets; be that calculating the most en-

ergy efficient route, minimising the total distance travelled, or maintaining

a desired speed. The vehicle controller can then track the reference tra-

jectory while focussing on vehicle specific constraints, or aspects of driving

relating to human comfort.

Hierarchical control easily allows for the accommodation of dynamics

with different timescales and controller frequencies [119]. The upper level

controls the slower dynamics of the system in consideration; specifying

a trajectory for the lower levels to follow by using a large value for the

preview horizon. The lower level operates at a higher frequency to control

the faster acting dynamics within the system, by using a shorter preview

horizon than the upper levels; the low-level controller can calculate the
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optimal control action over a shorter timescale.

The method of utilising different prediction horizon lengths aids the

stability of the control problem. The high-level control has an awareness of

potential events long before they come into consideration by the low-level

controller. This allows for the upper level reference generator to provide a

revised trajectory, which mitigates difficult scenarios, such as sudden step

changes to road bounds, for the lower level to track. This is done before the

lower level controller, which incorporates dynamics that are more complex,

must optimise the control variables to navigate the scenario.

In this framework, the reference trajectory component sits at the top

of the hierarchy and, by taking cues from the physical environment, cre-

ates a reference trajectory for the MPC controller to track. As with MPC,

the trajectory generation is called again at a further time step with a re-

sampled and updated system state. This hierarchical concept confers the

same advantages of MPC to the path generation process, in that the refer-

ence trajectory is updated overtime, allowing it to adapt to changes in the

vehicles environment and that as this process is performed online using cur-

rent information of the system state, accumulated errors which occur due

to modelling errors presented during trajectory generation are periodically

removed.

For successful, stable tracking, the reference trajectory should have the

following properties:

• The reference trajectory starts from the current position of the vehi-

cle. This ensures that tracking errors do not accumulate and result in

the vehicle drifting away from the reference. If this happens, then the

control problem can become infeasible as the controller cannot guide

the vehicle to a safe terminal region in the time up to the preview

horizon.

• Any reference trajectory created spans a period of time greater than

the prediction horizon of the MPC controller. MPC performance

was shown to be good and the system to be stable when there was

no sudden change in trajectory. Using a larger prediction horizon
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for path planning helps avoid drastic changes in reference trajectory

provided to the steering controller.

Therefore, the controller that is developed in this chapter, to supply the

reference trajectory to the steering controller, must satisfy these conditions

by its design. In the examples shown in the previous chapter, the MPC

controller was tracking a predetermined, static, reference path. For generic

driving scenarios this approach is not feasible, and the hierarchical con-

troller needs to be generating a path for it to track. The path created

should account for the current environment conditions, while possessing a

number of properties desirable to either the vehicle passengers or the MPC

problem formulation. In particular, it should be smooth as that was shown

earlier to have a significant effect on the closed loop stability of the system.

In this chapter, the structure of the hierarchical framework used for the

thesis is presented. Then the geometric path generation problem is given,

along with how its formulation as a Quadratic Programming (QP) allows

for its efficient solution in real-time, making it implementable as part of an

Active Steering Control (ASC) system. Implementation issues, such as the

ratio of calls between the upper and lower framework levels, are discussed.

Simulation of the proposed Hierarchical Model Predictive Control (HMPC)

are presented, and the effect of said implementation issues are explored.

5.2 Hierarchical Structure

It has already been shown that MPC is a promising control technique for

autonomous driving manoeuvres, so long as it is provided with an appro-

priate reference trajectory. Therefore, the hierarchical controller must be

equipped with a method of creating a valid reference path. The structure

of the hierarchical controller outlined in this chapter therefore consists of

two components. A lower level controller calculating an optimal front steer

angle, and an upper level controller operating at a lower frequency that

provides a reference trajectory for the lower level controller. This con-
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troller creates a geometric path in the spatial domain, and it is shown that

for constant speed situations, with driving scenarios similar to motorway

driving, this geometric path can be used directly as a time-based reference

for steering controller.

5.3 Geometric Path Generation

The first task is to determine a geometric path in the global (X, Y ) coor-

dinate frame. This allows for the determination of a path that avoids both

static and dynamic obstacles. By considering a fixed X-grid with constant

longitudinal step, the optimisation problem is to determine the appropriate

Y coordinate. In doing so, the geometric path generation problem can be

formulated as a convex optimisation problem allowing for solutions to be

found rapidly and reliably, which is necessary for real-time applications.

For constant, high-speed scenarios, this geometric path is sufficient to

use as the reference path for the MPC steering controller. This is as the

lateral velocity is much smaller than the longitudinal velocity, the longitu-

dinal velocity is a good approximation of the vehicle’s constant speed. If

the longitudinal spacing of optimisation problem, ∆X, is chosen to match

the distance travelled by vehicle over a single controller time-step, that is:

∆X = u∆t,

then the resulting vector of lateral coordinates given as the optimal solution

of the path generation problem at timestep k can be used directly as the

MPC controller’s reference. In doing so, the complexity of the optimisation

problem is reduced as only the Y coordinates need to be determined, rather

than the X and Y components.

For a non-constant speed scenario, it is possible to create a coordi-

nate reference that depends on time, X (k) , Y (k). This can be achieved

by calculating the arc-length of the reference path and then creating an

interpolation vector of distance along the path [122].
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For this optimisation problem, it is necessary for the autonomous vehicle

to be equipped with a system of sensors that can detect and determine

road bounds and obstacles. In this thesis, it is assumed that the simulation

vehicle is equipped with such functionality and can perceive its environment

without error or uncertainty.

5.3.1 HMPC Coordinate Frame

In this thesis it is assumed, without loss of generality, that the principal

direction of the road path is aligned with the global X-axis. For scenar-

ios where there is not the case, it is necessary to define a second set of

ground-fixed axes X ′Y ′ [76]. The X ′-axis is chosen so that it is aligned

with the nominal road direction so that the vehicles lateral, Y , and an-

gular, ψ, displacements are small. This ensures that the bicycle models

tracking assumptions in Section 3.4 are valid. Once this second coordinate

frame has been determined, road and object data, expressed as lateral dis-

placement constraints, can be expressed in the X ′Y ′ frame. This frame

can be updated as necessary, either at fixed time intervals, or when the

vehicles displacement in the X ′Y ′ frame becomes too large for the small

angle approximations to be valid.

5.3.2 Formulating the Geometric Path Generation Prob-

lem as a Quadratic Programming Problem

To determine a smooth path, the optimisation is formulated to minimise

the magnitude of the paths first and second derivatives, which are approx-

imated by finite differences. In this formulation, the optimisation problem

is to choose the vector of lateral displacement values (Yr ∈ Rn), which are

equally spaced along a fixed (for any single solution of the optimisation

problem) vector of X values. Here, n refers to the size of the path planning

optimisation problem, and not the size of the vehicle’s state vector.

Informally, the problem is to choose the lateral coordinate values that

minimise the total length of the path (by minimising the magnitude its gra-
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dient) and minimises how quickly the path changes direction (by minimising

the second derivative of the path), while respecting the road bounds. This

can be achieved by choosing suitable penalty matrices that are equivalent

to the squared Euclidean norm values. This then enables the geometric

path generation problem to be solved as a convex QP [123].

The penalty matrices can be formed as follows, let V ∈ Rn−1×n be

the matrix that represents the first-order finite difference coefficient matrix

that is analogous to the lateral velocity of a point mass travelling along the

path. A ∈ Rn−2×n is the second-order finite difference coefficient matrix,

representing the acceleration of the point mass along the path. If a forward

finite difference method is used, with first order accuracy is used, V and

A can be given by:

V =


1, −1,

1, −1
. . . . . .

1 −1

 , A =


−1, 2, −1,

−1, 2, −1
. . . . . . . . .

−1 2 −1


(5.1)

The penalty matrices Q1 = VTV and Q2 = ATA can be combined as

a weighted sum Q = w1Q1 + w2Q2 to define the quadratic matrix in the

quadratic programming problem. The positive scalar weights w1 and w2 are

chosen appropriately to prioritise a path of shorter distance or a smoother

path. Via a similar construction, it is possible to construct the jerk matrix

J ∈ Rn−3×n and include it into the penalty matrix Q to minimise the rate

of change of the path acceleration, but this is not considered in this thesis.

The path generation problem is constrained by upper and lower bounds

on each Y coordinate. Large values of the paths first and second derivatives

are discouraged by the penalty matrix in the cost function. One consid-

eration that does have to be taken into account is ensuring that the step

between the vehicle’s location and the first reference coordinate is not too

large. If this was not done, the first value in the lateral displacement ref-

erence trajectory could ‘jump’ to any point within the road boundaries.

Then, it would be difficult for the steering controller to track and the sta-

bility benefit of dynamic path planning would be lost.
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A simple way to do this is to introduce an additional optimisation vari-

able at the start of the optimisation vector and then constrain it to be

equal to the vehicle’s current position. In doing this, the reference path is

anchored to the current vehicle’s location and so the generated path has

a higher likelihood of being a feasible reference path compared to a static

reference path. This increases the size of the optimisation problem by one

(n→ n+ 1), but the change in complexity is negligible.

To improve the continuity of the path, the second decision variable (and

the first that would be returned as a reference to the low-level module) is

also constrained. As the yaw angle of the vehicle is approximately equal

to the gradient of the path, then the following bound constraints can be

derived by using a first order forward finite difference

dY

dX
≈ ψ =⇒ Ylb,1 = Yub,1 = Ỹ0 + u∆tψ̃0

where ψ̃0 is the measured yaw angle of the vehicle and Ỹ0 is the position of

the vehicle the The resulting formulation can be expressed as the following

QP problem:

minimise
Y r

Y rTQY r (5.2a)

subject to Ylb,1 = Ỹ0, (5.2b)

Yub,1 = Ỹ0, (5.2c)

Ylb,2 = Ỹ0 + u∆tψ̃0, (5.2d)

Yub,2 = Ỹ0 + u∆tψ̃0, (5.2e)

Ylb,i ≤ Y r
i ≤ Ylb,i, i = 3, . . . , n (5.2f)

The optimal path coordinates from time-steps 2 to n can then be used as

the reference trajectory for the steering controller.

Deriving Secondary Reference Variables from the Geometric Path

Once the optimal path has been determined, the secondary variables can

be derived. To keep the computational complexity to a minimum, these are
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derived solely from the lateral reference path. The difference between the

lateral reference as a primary reference variable and the derived secondary

variables represent a separation in how and why they are created. The

lateral displacement values characterise a path that exists in the global

XY coordinate plane. It is desirable for it to be smooth as it results in a

path that does not change direction too rapidly. This enables for the path

to be tracked by a vehicle. The derived variables, however, represent the

desired state of the vehicle as it travels along the path to its destination. For

example, for a vehicle with both front and rear steered axles at high-speed

it would be desirable for the yaw-rate of the vehicle to be very low and for

the vehicle to ‘crab’ as it tracks the lateral displacement reference, as this

improves stability at high speeds. In this instance, the yaw reference would

be different, even though the reference Y path, which can be thought to be

the desired position of the vehicle’s centre of mass, would be the same. The

terms are created using Eq. (B.6) in Appendix B. The gradient terms are

calculated via a finite-difference approximation of the reference trajectory

determined by the path generation problem.

Call Frequency of the Path Generation Problem

In a hierarchical controller, it is possible for the individual modules of

the system to have differing operating frequencies. This allows for the

individual aspects of the control task to be addressed at a rate that is most

appropriate. Where parts of the system have fast dynamics [119], they can

be controlled by a controller that has an operating frequency high enough

to control the transient behaviour of the system. Here, fast dynamics refers

to system state variables in the inner loop whose transient dynamics have

fallen close to zero by the time the outer loop controller has been called

again. For components of the system that do not change as rapidly, a slower

controller can be used. This reduces redundant computation of unnecessary

or unused control action.

The path generation component of the hierarchical controller generates

a reference path from the current position of the vehicle and responds to
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changes in the system environment, specifically in changes to the road

bounds that constrain the feasible search space for the reference path. If

the lower-level controller achieves good reference tracking, at least over the

short term, then the primary changes to the validity of a given reference

path are the bound constraints. These are less likely to change over the

time interval of the lower level controller, so it is a reasonable assumption

to call the higher-level controller with a lower frequency.

For comparison of the relative frequency of two controllers in a hierar-

chical scheme, we define a call ratio, which determines how many times a

lower-level controller is called for a single call to its parent controller,

ρ =
∆tp
∆tc

where ∆tp, the time-step of the parent controller and ∆tc , the time-step

of the lower-level child controller, are chosen so that the call ratio ρ is an

integer value. The effect that this parameter has on system performance is

investigated later in the Results section.

5.4 Path Generation and Tracking for a Dou-

ble Lane Change Manoeuvre

The hierarchical controller is presented and evaluated by navigating a dou-

ble lane change course. The double lane change manoeuvre is a typical

driving scenario, as it is representative of both overtaking manoeuvres and

emergency obstacle avoidance. These situations can occur at both low

speed and high speed, and over different length scales. Therefore, despite

being a simple manoeuvre to characterise, the double lane manoeuvre cap-

tures a broad range of driving scenarios and is an effective tool to evaluate

the performance of the HMPC design.

First, the manoeuvre is demonstrated with the path generation carried

out as a single static task at the start of the run to provide a baseline which
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later HMPC runs can be compared against.

Displacement Constraints in the Steering Controller

In Chapter 4, it was demonstrated that MPC was capable of including con-

straints on the vehicles state variables. To ensure that the vehicle remains

within the roadway throughout the simulation, the lateral is constrained

above and below at every time-step. This is achieved by modifying the

existing constraint terms in Eq. (4.10):

D =


−1 0 0 0

1 0 0 0
0 0 0 0
0 0 0 0

 , E =


0 0 −u 0
0 0 u 0
0 1 0 0
0 1 0 0

 (5.3)

where the first two rows are the existing acceleration constraints and the

last two rows are the lower and upper road bounds, which can vary at each

time-step. In this thesis, it is assumed that the HMPC is provided with an

accurate set of upper and lower displacement bounds at all times during

the simulation.

Simulation Setup

The course is defined by an upper and lower bound on the global lat-

eral value Y , see Figure 5.1, with the specific course dimensions shown

in Table 5.1. It is not possible to determine a feasible control sequence

that satisfies both the lateral displacement and acceleration constraints at

80 km/h, which was used for the results presented in Chapter 4. For this

reason, and to keep the vehicle within the linear handling regime, u is

reduced to 70 km/h for these simulation results. Equally, the lateral ac-

celeration bound could be relaxed to regain feasibility. In that case, the

resulting behaviour is unlikely to be desirable to the vehicles occupants,

and so this option was not pursued, and the lateral acceleration constraint

is kept at ±0.3 g. The upper and lower bounds, used in the constraint

vector term ci, used in Eq. (4.10), are obtained from the course bounds

(see Table 5.1) by determining the longitudinal displacement X of the ve-
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1 2 3 4 5

Figure 5.1: The double lane change manoeuvre

Table 5.1: Course dimensions for the double lane change manoeuvre

Section 1 2 3 4 5
Length [m] 15 40 25 25 55
Width [m] 3.5 6.5 3.5 6.5 3.5
Offset [m] 0 0 3 0 0

hicle at a given controllers discrete time-step, and using the corresponding

lateral displacement value. As the path planning module does not consider

the vehicle dimensions, a tighter set of bounds is used in the optimisa-

tion routine. The physical road bounds are reduced by a safety margin of

1 metre, which constrains the vehicles centre of mass to a narrower region.

This safety margin was chosen conservatively to ensure that the entirety

of the vehicle remains within the safe road bounds (although this was not

explicitly modelled).

The preview horizon values for both controllers are shown in Table 5.2.

The lower-level ASC preview horizon results in a time horizon of one second.

Consequently, at the start of the simulation, the ASC module is not ‘aware’

of the sudden change in road bounds that are occur. As was shown earlier,

the step change in reference trajectory would result in system instability,

as it would not be able to take the required action in time.

The effect can therefore be seen of the path planning module, with its

greater preview horizon; before the lower level of the controller is even

aware of future obstacles, the path planning module is allocating a path to
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Table 5.2: Preview horzion value

Controller Parameter Value
Path generation n 40
Steering N 10

avoid them.

Results

Demonstrating the effectiveness of the hierarchical control framework is

done in the following stages:

• Static path: The geometric path generated by the path generation

problem is assessed by creating a single reference path at the start

of the simulation for the steering controller to track. This is done to

demonstrate that the path generated is suitable as a reference, and

that the derived secondary variables do not reduce the stability or

performance of the closed-loop system.

• Dynamic path re-planning: The hierarchical system is evaluated with

the path being dynamically re-planned during the simulation. This

being the intended normal running of the controller, demonstrates the

effect of having a dynamic path generated from the current vehicle

position.

• The effect of re-planning frequency on system performance and track-

ing accuracy. The principle motivation for path re-planning to be un-

dertaken in the control loop is the ability to adapt to sudden changes

in the vehicle environment. How differing call ratios between the

path planning and steering modules effect the tracking capability of

the controller is investigated.

Along with evaluating the trajectory profiles qualitatively for the simula-

tions runs, the tracking performance is also measured by calculating the

Root Mean Square (RMS) error between the simulated vehicle states and

the reference trajectories. The system state is sampled at every time-step
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Table 5.3: Weighting values for path velocity and acceleration use in path

generation problem

Parameter Value
w1 1
w2 20

that the steering controller is called and the corresponding time-step from

the most recent reference trajectory generated by the path generation prob-

lem is used.

Static Reference Path

To evaluate the viability of the geometric path as time-based reference for

the constant speed steering controller; the controller is called once at the

start of the simulation, with the prediction horizon chosen so that the entire

simulation duration is covered.

Figure 5.2 shows the resulting reference trajectories for the lateral ve-

locity, displacement, yaw velocity and yaw angle. In Figure 5.2 (b), which

shows the lateral displacement reference, the road bounds are shows as

bold black lines. The optimisation bounds, which include a safety margin

to account for the vehicles width, are shown as dashed lines. Creating a

path that minimises lateral velocity and acceleration, results in a smooth

path, which touches the apex points of all corners present in the manoeu-

vre. When returning to the first lane, the path drifts below the centreline

to reduce the lateral acceleration by decreasing the path curvature.

For the remaining references, it can be seen in Figure 5.2 (a) that the

path generation problem successfully creates a path with minimal lateral

velocity. Figure 5.2 (d) shows that the finite difference approach for deter-

mining the numerical gradient of the lateral displacement with respect to

the longitudinal displacement results in a smooth yaw reference.

For the yaw rate reference, while a continuous reference is created, there

are four sharp peaks that correspond to the four corner points of the opti-

misation bounds. This can be attributed to the fact that the derived yaw

rate reference is proportional to the second derivative of the reference path
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Figure 5.2: Demonstrating the effect of the Geometric path generation

module. The preview horizon of the module was chosen to cover the entire

course (10 seconds). A smooth reference is determined for the lateral dis-

placement reference. In (b) the upper and lower road bounds, as functions

of time, are shown as the bold lines, along with the optimisation problem

bounds, which include an additional margin of ‘safety’ of 1 metre, shown

as the dotted lines
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returned by the optimisation routine. As the third derivative of the path is

not minimised in the optimisation scheme, there is no effort to stop the yaw

rate rapidly changing value. If this is undesirable for a given implementa-

tion, it can be accounted for by adding an appropriate penalty matrix and

weighting value like those in Eq. (1.1).

Figure 5.3 shows the tracking performance or the simulation vehicle.

In Figure 5.3 (a), the simulated lateral velocity of the vehicle is much

higher than the reference trajectory, with a maximum value of 0.13 m/s

compared to 0.01 m/s. This indicates that the method used to derive the

secondary variables do not provide an accurate representation of the vehicle

behaviour, resulting in poor tracking performance. The steering controller

is able to track the reference trajectory closely and matches the reference

in clipping the four apex points of the manoeuvre. Figures 5.3 (c) and (d)

show similarly good tracking performance, with the yaw rate tracking in

Figure 5.3 (c) indicating that the poor lateral velocity tracking performance

is not due to the use of numerical second derivatives, but rather, that the

method to derive the lateral velocity reference (in Appendix B) is the cause,

and is not representative of the observed vehicle behaviour of the simulation

vehicle.

In Figure 5.3 (c), the yaw velocity can be observed hunting around its

reference. This has a corresponding effect on the yaw reference tracking,

but the controller is still able to track the yaw reference well, as seen in

5.3 (d).

The reasons for this tracking behaviour can be seen in Figure 5.4. In

(a), the control sequence determined by the steering controller is shown,

with the simulation vehicles lateral acceleration and controller bounds (as

dashed lines) presented in (b). The acceleration bound is saturated briefly

around the five second mark, as the vehicle returns to the initial lane.

The acceleration bound comes close to saturation earlier in the simulation,

which suggests the reason why they yaw velocity does not have a smooth

profile. This is due to in the calculation of lateral acceleration term; the

yaw velocity is multiplied by the longitudinal velocity. Therefore, at higher
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speeds, changing the yaw velocity is the controllers primary method of

modulating the lateral acceleration. This is collaborated by the observation

that if the simulation manoeuvre is performed at lower speeds, the yaw and

yaw velocity tracking is greatly improved, with smooth response profiles.

Figure 5.3 shows the sequence of control inputs determined by the MPC

scheme and the resulting lateral acceleration of the vehicle. The lateral ac-

celeration saturates briefly between 5 and 6 seconds, as the vehicle returns

to the inside lane. If the simulation results were dominated by the satura-

tion of the acceleration bounds, the results would have been more focussed

on the stability of the MPC steering controller, which was demonstrated

in Chapter 4.
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Figure 5.3: Vehicle response to tracking the reference path created by the

geometric path generation module. In (b) the upper and lower road bounds,

as functions of time, are shown as the bold lines, along with the optimi-

sation problem bounds, which include an additional margin of ‘safety’ of

1 metre, shown as the dotted lines
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(a) Steering input profile for an AFS controller

(b) Lateral acceleration of simulation vehicle

Figure 5.4: Steering input and corresponding simulation vehicle accelera-

tion when tracking static reference
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Dynamic Re-planning

Now that the viability of using the geometric path problem as a method of

creating reference trajectories has been demonstrated, the effect of using it

dynamically in the closed-loop system is analysed. Here, the purpose is to

demonstrate that by using even a simple path planning method dynami-

cally, so that the vehicles change in position is accounted for, results in the

stabilising features of a smooth reference trajectory to be provided to the

MPC controller.

In the following simulation, the steering controller, as previously, has a

prediction horizon of ten steps. The geometric path planning module has

a prediction horizon of 40, resulting in a look-ahead time of four seconds.

The call ratio between the two modules is two. The effect of using different

call ratios will be demonstrated in the next section. By using the larger

horizon for the path generation module, the steering controller can track a

reference that avoids an obstacle, before the steering module is even aware

of it.

Figure 5.5 show the sequence of reference trajectories provided for each

individual state, throughout the simulation. Figure 5.5 (b) shows the lat-

eral displacement trajectory. This is the only value that is explicitly gen-

erated by the path planning module. It can be seen, by the fact that the

trajectories generated over subsequent time-steps all aligning closely to one

another, that the path planning module generates a feasible reference path

that the steering module is able to track comfortably. The fact that the

reference trajectories have large agreement with one another can be at-

tributed to two reasons; as the path planner is attempting to generate a

path that minimises the lateral acceleration, it is always feasible for the

AFS to track. The second reason is that the reference path is constrained

to start at the instantaneous location of the vehicle, therefore so long as

the steering controller achieves good tracking of the lateral displacement,

the new optimal path will always lie close to the previous one.

In Figure 5.5 (d), it can be seen that the derived yaw reference also

align closely to one another between reference calls. This is due to the first

124



CHAPTER 5. HIERARCHICAL MODEL PREDICTIVE CONTROL

coordinate being constrained to align in the direction of the vehicles yaw

(or heading) angle, at the time the path is called. Figure 5.5 (c) shows

that the yaw rate reference does not appear to be particular consistent,

particularly at the times when there is a large change in Y . An attempt to

constrain the third lateral displacement variable to agree with the vehicles

measured yaw-rate was not successful (as was done for yaw and lateral

displacement) and so is not shown in the thesis. As the yaw rate has

a much smaller associated time-constant compared to the yaw angle and

displacement, it changes much more rapidly between discrete time intervals

in the ASC module. This is also responsible for the oscillation observed in

the results. When a smaller time step is used for the lower level controller,

this oscillation becomes smaller, as the discretised controller becomes a

better approximation of the yaw rate.

Figure 5.6 shows the system states when tracking the sequence of refer-

ence trajectories provided by the path generation module. It can be seen

in (b) that the vehicle has a smooth lateral displacement trajectory as it

navigates the course.

The yaw angle and lateral velocity trajectories are similar to the vehicle

tracking the static reference trajectory shown in Figure 5.3. The same is

true for the yaw rate in Figure 5.6 (c), except that it tends to zero five

seconds after the start of the simulation much more slowly than the static

reference tracking run. This occurs due to the path planner being able to

create a steadier return to the initial lane.

Figure 5.7 shows the steering sequence and the lateral acceleration re-

sponse of the vehicle. Unlike in the static reference trajectory run, the

acceleration does not reach its constraint limit. This shows that by creat-

ing a reference path from the vehicles current location and heading, which

tries to minimise the paths acceleration, allows for a reduction in vehicle

acceleration. This occurs as for a given call to the path generation module,

its optimal reference is a function of the vehicles current state whereas for

the static case, the vehicle is being driven to a predetermined reference,

regardless of the tracking performance.
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Figure 5.5: The sequence of reference trajectories generated by the path

generation module. In (b) the upper and lower road bounds, as functions

of time, are shown as the bold lines, along with the optimisation problem

bounds, which include an additional margin of ‘safety’ of 1 metre, shown

as the dotted lines
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Figure 5.6: Vehicle response to tracking the dynamic reference path created

by the geometric path generation module. In (b) the upper and lower

road bounds, as functions of time, are shown as the bold lines, along with

the optimisation problem bounds, which include an additional margin of

‘safety’ of 1 metre, shown as the dotted lines
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(a) The corresponding control input profile for an AFS controller

(b) Lateral acceleration of simulation vehicle

Figure 5.7: Control input and lateral acceleration response when tracking

dynamic path planning trajectory
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The Effect of Call Frequency on Reference Tracking Performance

As the beneficial effect of using a hierarchical controller has been shown,

one of the remaining questions regards the effect that the call ratio has

on system performance. By recalculating the reference path and state

trajectories more often, the system uses the most up-to-date environmental

information and eliminates tracking errors as the path is redefined from the

vehicles location.

The drawback for using a smaller call ratio is that, depending on the

path planning algorithm being used, it may not be possible to update

the reference path in time. Even if its possible to do so, it would be an

unnecessary use of computational resource to continuously recalculate a

path if it is similar to the one that it is replacing. This could occur if the

vehicles physical environment does not change dramatically over the time

scale of the inner loop.

To investigate the effect, the double lane change simulation was per-

formed again, with seven different call ratios used between the MPC steer-

ing controller and the geometric path generation module. Otherwise, all

system parameters are kept the same. The ratios used are shown in Ta-

ble 5.4, along with the RMS tracking errors for the reference trajectories.

It can be seen, as expected, that the lateral displacement tracking error

decreases as the path is recalculated more frequently. This is by the de-

sign of the path generation problem, every time the planner is called, the

path starts from the vehicles current position, allowing for the tracking

Table 5.4: The effect of path planning call ratio on tracking performance.

The simulations are performed at 65 km/h

ρ v [m/s] Y [m] ωz [◦/s] ψ [◦]
1 0.0684 0.0045 2.1166 0.3112
2 0.0682 0.0111 1.7735 0.3963
3 0.0685 0.0201 1.8117 0.4290
4 0.0686 0.0248 1.9305 0.4325
5 0.0683 0.0223 1.5457 0.3641

10 0.0674 0.0268 1.3901 0.3638
20 0.0668 0.0409 1.6117 0.3880
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error to be (near) zero for larger parts of the manoeuvre, when called more

frequently.

The lateral velocity RMS error stays approximately constant through-

out the different simulation runs, even decreasing slightly when larger call

ratios are used. This appears to be due to the fact that, as discussed in Sec-

tion 5.4, the derived lateral velocity reference does not accurately represent

a trackable reference for the steering controller.

More interestingly, is the yaw reference, and the subsequently derived

yaw rate reference. Tracking the yaw reference, derived from the numerical

gradient, was shown to have satisfactory performance in the previous result

sections. This was partly attributed to the constraints placed upon the

second reference lateral displacement value, to constrain the path to align

with the vehicles attitude at the start of the optimal path. In the RMS

tracking error results, the yaw error decreases from 0.146 degrees when the

path is re-planned every timestep, to 0.076 degrees when the path is re-

planned every 20 time-steps. This is due to the fact that, at low call ratios,

when the path is being re-planned more frequently, the reference trajectory

is more constrained due to the constraints Eqs. (4.3b) and (4.3c) being

applied to the updated path more regularly. The results in the steering

controller struggling to track all of the references accurately. At higher call

ratios, the steering controller has more time to optimise the system states,

to minimise the tracking error, as the system enters a steady state.

For all the tracking variables, the change in RMS error values are small

and for all the call ratio results shown, the vehicle has good tracking perfor-

mance. The results show that over a period of 0.1 to 2.0 seconds, the effect

that the system call ratio has on tracking performance is not a significant

factor in determining the value to use for the hierarchical system. Instead,

the value should be chosen based upon the other factors outlined earlier.

For the remainder of this thesis, the call ratio is kept at two, providing

some reduction in the computational load but allowing for the system to

react rapidly to any changes to the vehicles environment.
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5.5 Conclusions

Hierarchical control has been added to the control framework to address

some of the limitations of the linear MPC framework. The concept of

a hierarchical framework along with its theoretical advantages have been

discussed. A two-tier application has been decided on, incorporating a

geometric path generation module to dynamically determine reference tra-

jectories for the steering controller. It is shown that, for driving scenarios of

sufficiently high-speed, the geometric reference path is suitable for constant

speed driving scenarios.

The performance of the hierarchical controller is verified, and it is shown

that the hypothetical benefits of the hierarchical framework does allow for

the usage of MPC in the proposed driving scenarios. The frameworks de-

pendency on its implementation parameters is also presented, and it was

demonstrated that system performance was robust to hierarchical control

parameters, such as call ratios. Simulation results demonstrated that while

larger call ratios decreased state tracking performance, as measured by

RMS, the decrease was not sufficient enough to be a concern. This allows

for a simple implementation of the hierarchical controller, with minimal

parameter tuning, before using it for the research of MPC-specific imple-

mentations.

Because of this, a flexible and generic framework has been developed,

which forms a strong foundation for the study of the incorporation of human

factor informed control strategy and subsequent analysis.
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Chapter 6

Incorporating Human Factors

6.1 Introduction

For the successful adoption of autonomous road vehicles, the behaviour

must be perceived by the vehicle occupant to be at least as safe as current

vehicle designs, being controlled by a human driver. Chapters 4 and 5 have

shown that Model Predictive Control (MPC), particularly when part of

a hierarchical framework, can provide a control law that is suited to the

dynamic environment encountered in autonomous driving scenarios. In

this chapter, human factors pertaining to the autonomous driving prob-

lem are studied and incorporated into the hierarchical control framework.

The effects that this has on vehicle performance is investigated, and it

is shown that human factor concerns can be included explicitly into the

control formulation. This then allows for dynamic vehicle behaviour that

can, depending on the preference of the human drivers, while maintaining

a single control implementation.

In a hierarchical framework, many aspects of the driving task play a

role in the autonomous behaviour, including the path generation module

and steering controller. The focus will be on the steering controller orig-

inally outlined in Chapter 5 by considering how to include human factor

constraints.

When considering the lateral performance of the vehicle, the lateral ac-
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celeration behaviour is critical for the human acceptance of the autonomous

driving behaviour. The vehicle occupants must feel that the vehicle is al-

ways operating safely, and that the vehicle behaviour is comfortable. Be-

cause of this, the maximum desired acceleration in normal driving scenarios,

is far below what is achievable by the vehicle, which is ultimately bounded

by the friction between the road and the vehicles tyres.

Therefore, the autonomous vehicle controller must provide a control

sequence that minimises or avoids high lateral acceleration manoeuvres.

As shown previously, by using an online optimisation scheme, MPC pro-

vides methods for both penalising unwanted behaviour, by use of the cost

function, or constricting the feasible state space, by use of inequality con-

straints, so that the vehicle behaves within human factor derived limits.

In this chapter, the relative merits of these methods are discussed, along

with the implications on the underlying control problems. Some human

factor models of acceleration and curve negotiation are recalled and var-

ious ways of including them into the Hierarchical Model Predictive Con-

trol (HMPC) framework are considered.

Simulation results are then presented, with the HMPC scheme devel-

oped in Chapter 5 modified to utilise the human factor models as acceler-

ation constraints, being used to control the nonlinear bicycle model, with

tyre transience, through a double lane change manoeuvre.

Along with an evaluation of controller performance and the effect of

the human factor models, the influence of the reference trajectories on the

effectiveness of the proposed framework is shown.

Based on these insights, the HMPC framework is again updated, to

show how with the flexibility of MPC, it is possible to adapt the system

behaviour in response to human preferences that have been established in

existing models.
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6.2 Including Human Factors in the Control

Problem

Before human factor models are discussed, a brief consideration is given

to how they might be included in the MPC formulation. One of the key

features of MPC is how it can handle constraints on the system states. In

what follows, some potential methods of enforcing the constraints are dis-

cussed. Using human factor derived constraints restricts the feasible state

space when determining the optimal control action. There are numerous

scenarios, such as collision avoidance arising in emergency situations, where

the occupants are not interested in comfort constraints and instead wish

for the full vehicle capacity to be used. It is therefore necessary that the

controller can adapt to these situations, for which different methods to

accommodate this are outlined.

One implementation is to include the human factor constraints into the

MPC optimisation problem as ‘soft’ constraints, which are constraints that

should be obeyed whenever possible, but can be violated to ensure that the

remaining constraints, now termed hard constraints, are satisfied. For ex-

ample, ensuring that the lateral acceleration constraint is observed unless

there is a lateral displacement bound constraint representing an obstacle

which requires a higher acceleration manoeuvre to avoid it. For a typical

quadratic programming problem, which linear MPC problems can be for-

mulated as (see Appendix C), soft constraints are typically implemented

by heavily penalising the soft constraint violation in the cost function [116].

This problem can be written as follows:

minimise
z, s

zTHz + fTz + ρ · s (6.1a)

subject to Fz = b, (6.1b)

Pz ≤ h, (6.1c)

P̄z ≤ h̄+ s, (6.1d)
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where P̄ and h̄ define the soft linear inequality constraints and s is the

slack variable that allows for constraint violation. ρ is the positive scalar

penalty weight for the slack variable, which must be chosen carefully so that

it dominates the error tracking terms that make up the remainder of the

cost function. The parameter must be chosen such that any small violation

of the soft constraint results in a much larger cost than that occurred

for even large state tracking errors. In doing so, the soft constraints are

only violated to ensure that the hard constraints are satisfied. It should be

noted that if in Eq. (6.1d), s is bounded above by the difference between the

physical acceleration constraint terms and the soft constraint, the system

of hard constraints can be reduced while still incorporating the friction

derived constraints, and the increase in computational complexity of the

problem is minimised.

An alternative method of including the human factor constraints, which

avoids the need of determining the penalty weight ρ, is to solve the feasi-

bility problem associated with the MPC constraints. In this, the human

factor constraints are treated as hard constraints (or simply, constraints),

and included in the linear inequality terms. The feasibility problem for the

constraint set is then expressed as:

minimise
z, s

s (6.2a)

subject to Fz = b, (6.2b)

Pz ≤ h+ s, (6.2c)

where s is now the feasibility parameter associated with the constraint set.

When non-positive, it indicates that there is at least one feasible solution

to the MPC problem. Large negative values indicate that there is spare

capacity in the constraint set, meaning that the feasible set is in some way

quite large, and that the control sequence can be chosen that provides a

good value for the MPC cost function.

For the human factor constrained problem, the more interesting scenario

is when the feasibility parameter is positive, which reveals that there is no
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admissible state and control sequence satisfying the constraints. In these

conditions, there are a number of ways to proceed; the current constraint

set could be enlarged, for example by deriving the lateral acceleration con-

straint from physical conditions rather than human preference.

As an alternative, or in addition, to using an enlarged constraint set, in-

feasibility detection could be used to trigger a number of protocols, such as

emergency braking, differential braking, or specific emergency hierarchical

frameworks to provide provision avoidance.

In practice, it might be prudent to use both of these methods in a com-

bined form, by using the slack variable implementation to obey the human

factor constraints wherever possible. In the event of a slack variable being

activated, this could be used to trigger the necessary protocols, as in the

case of the infeasibility detection. While this event is being processed, the

MPC controller with soft constraints has already determined the best pos-

sible steering action, given the conditions, attempting to avoid the obstacle

in the friction constrained scenario.

In this thesis, it is assumed that the vehicle is operating in conditions

in which an emergency will not occur, i.e., there is a feasible solution to the

MPC problem. This allows for the focus on how human factors change the

behaviour of the controller. As such, the human factor derived constraints

are simply implemented as standard linear inequality constraints.

6.3 Human Preference of Vehicle Handling

Behaviour

So far, the discussion has been focussed on how human factors, particularly

preference or tolerance to lateral acceleration, can be incorporated into the

MPC framework. It assumes that there are clear numeric values for the

human factor bound on the lateral acceleration value. The determination

of correct values for these bounds is a non-trivial task, as it will depend

on a specific individual preference. A complete industrial implementation,
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would require large-scale prototyping and trial with people from different

socio-economic groups, spanning a range of ages, to gather insight into

differing reactions to a specific vehicle or vehicle platform.

The goal would be to create a driving profile that is satisfactory to as

much of the population as possible. This would tend to a conservative con-

straint, and so, as is the case with numerous electronically controlled com-

ponents (suspension damping, gearbox shifting speed, electronic throttle

control), the manufacturer can provide various driving modes that change

the dynamic response of the vehicle. By incorporating a broader range of

dynamic driving styles, the vehicle then appeals to a larger proportion of

the population.

Fortunately, by incorporating these human factor preferences as con-

straints, the task is to determine dynamic regions to avoid (such as high

acceleration), rather than having to determine optimal lateral acceleration

references for the controller to track, which would have to cover a wide

variety of driving scenarios.

A primary objective of this thesis is to investigate how human factor

preference towards autonomous driving behaviour can be incorporated into

the control strategy and the subsequent effect it has on the control response.

As such, the focus is not on finding acceleration bounds that accurately

reflect specific values to use in an automotive application. Instead, it is

desirable to show, using representative values for the acceleration bounds

in a range of driving scenarios. These values, which cover a spectrum of

acceleration tolerance bounds, prove the utility of MPC in the application

of human factor driven constraints.

Therefore, data obtained from driving studies, which observed the driv-

ing behaviour of many drivers, across a range of driving conditions. From

this, the researchers were able to determine, that among many influences,

the longitudinal speed of the vehicle dominates in determining driver tol-

erance to lateral acceleration.

As discussed in the literature review in Chapter 2, the modified-Levison

criterion is one such model to investigate, which has the following expres-
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Figure 6.1: Median, 95th and 99.9th percentile values representing an upper

bound on lateral acceleration

sion to model an upper limit for lateral acceleration [49]:

āy =
a0√(

1− u
u0

)2

+ 2 u
u0

2

, (6.3)

where u0 is the reference velocity at which the results were determined for,

and more interestingly, a0 is the parameter which determines the driver’s

lateral acceleration tolerance. The values in Table 6.1 show representative

values for the median, 95th and 99.9th percentile of studied drivers.

Figure 6.1 shows the acceleration profiles for median, 95th and 99.9th

percentile drivers, using the data obtained from the driver studies in [49].

It shows the decreasing tolerance to lateral acceleration is shared by all

drivers. At motorways speeds, around 110-120 km/h, the difference be-

comes negligible with a 0.02 g difference between the 99.9th and median

driver profiles at 120 km/h. The characteristic curve was adapted from an

earlier empirical study [53], which had the limitation of being unbounded

at low-speeds. Figure 6.1 shows that this is not the case anymore with the

median drivers profile tolerance just exceeding 0.4 g at 30 km/h, while the

99.9th percentile profile exceeds 0.5 g.
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Table 6.1: Acceleration bound parameters using the modified Levision

model, with reference velocity u0 = 14.84 m/s, taken from [50]

a0 Units
median 4.20 m/s2

95th 4.81 m/s2

99.9th 5.22 m/s2

It should be noted that in [49], the authors identify a second behaviour

mode in pure motorway driving conditions. In this, the lateral acceleration

was bounded by the centripetal acceleration required to navigate a corner

of fixed curvature, i.e. ā = κu2, where κ is the road curvature. This

indicates that during motorway driving, certain drivers prefer to prioritise

their driving speed, rather than slowing to reduce cornering acceleration.

This behaviour was also observed in the earlier driving study by Herrin and

Neuhardt [48].

In the following results, this expression will be used as a proxy for

tolerance or acceptance, which is valid assuming that the drivers in the

study successfully navigated corners as they expected.

By using the median and percentile value shown in Table 6.1 to derive

bound limits in the linear MPC controller, the effect this has on controller

feasibility and dynamic closed-loop system response can be studied. The

three different profiles will be used to study how driving behaviour changes

across the driver preference spectrum.

6.4 Results

The linear MPC controller is evaluated for three different simulation speeds

for the median 95th and 99.9th percentile driver profiles. To ensure the val-

uation of the controller provides meaningful results the cost mentioned in

the simulation speed must be chosen to demonstrate the dynamic condi-

tions that could occur in standard driving situations.

For the simulation model, the nonlinear bicycle model is used, while
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the control plant is the linear bicycle model discretised with the Euler

approximation. As throughout the entirety of the thesis, the controller has

an operating frequency of 10 Hz.

6.4.1 Creating Reference Courses for Control Evalu-

ation

As stated previously the results profile the results profile vehicles and stan-

dard (non-emergency) driving scenarios, which means that the driving sce-

nario should be feasible for all acceleration profiles and speed combinations.

The second consideration is to ensure that the driving scenario is challeng-

ing enough. By this, it is meant that if the constraints are relaxed enough

such that the optimal control sequence is the same for all acceleration

profiles, then there would be no change in driving behaviour. While this

consistent behaviour is acceptable or even desirable for autonomous driving

vehicles, the area of interest from a research perspective is establishing the

conditions in which this behaviour diverges.

6.4.2 Evaluating Control Performance via RMS Er-

ror Tracking

It is beneficial to have a scalar quantitative measure to give a single objec-

tive metric to evaluate controller performance. One choice is to calculate

the Root Mean Square (RMS) error between the simulated system state

and the reference trajectories. This then allows for a direct comparison be-

tween for controllers assessed on the same course. A limitation with using

the dynamically generated reference path is that it does not give a complete

representation of the vehicle tracking behaviour over time. This is because,

the reference trajectory provided to the lower level of the HMPC controller

changes in part due to the tracking performance of the lower HMPC level.

It is hard therefore to identify changes in controller behaviour over time,

such as small but consistent drifts in tracking due to active constraints like

an acceleration bound.
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To mitigate against this issue, a static RMS tracking error is also de-

fined, with the previous term referred to as the dynamic RMS tracking

error. The static RMS error, attempts to account for changes in track-

ing performance over time, compared to what might have been determined

to be the optimal reference path ahead of time. To achieve this, a static

reference trajectory is determined for a given road scenario. Unlike the ref-

erence planning undertaken in the HMPC framework, the preview horizon

is chosen to cover the entire course. Calculating the error term at each

time-step is then simple as the simulated state vector at each time-step

can be used with the corresponding reference vector from the static path

to determine the error. It is emphasised that this calculation is done for

analysis purposes after the simulation is complete and that this is not the

error term that the MPC controller is trying to minimise.

In the case of the dynamic RMS tracking error, there exists a sequence

of reference trajectories provided to the lower-level MPC controller. In this

case for a given time-step, the most recent reference trajectory is used to

calculate the error vector.

6.4.3 Preliminary Results

First, the simulation results using the three acceleration constraint profiles

for the 50th, 95th and 99.9th Levison profiles is shown using the same

parameter values for the reference trajectory planning module shown in

the previous chapter. Then, the simulations performed again with the

reference path providing the minimum acceleration path, in which it is

shown that the reference path is a considerable influence on the closed loop

response. For the road conditions presented in Section 5.3, 65 km/h was

shown to be an acceptable longitudinal value. The results, for the three

acceleration bound profiles are shown in Figure 6.2. For all three profiles

it can be seen in Figure 6.2 (a) the lateral velocity is broadly the same.

It is instead the yaw rate that changes to limit the lateral acceleration as

observed in Figure 6.2 (c). The resulting acceleration profiles are shown

in Figure 6.3 (a) with all the profiles obeying the respective limits. In
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Table 6.2: Dynamic RMS tracking error for controller with constant longi-

tudindal velocity of 65 km/h

Driver percentile v Y ωz ψ
[m/s] [cm] [◦/s] [◦]

50th 0.0493 0.1255 1.8402 0.3698
95th 0.0474 0.1268 1.6674 0.3683
99.9th 0.0471 0.1297 1.7018 0.3759

Table 6.3: Static RMS tracking error for controller with constant longi-

tudindal velocity of 65 km/h

Driver percentile v Y ωz ψ
[m/s] [cm] [◦/s] [◦]

50th 0.0479 3.5454 2.2665 0.8180
95th 0.0465 1.6181 1.7127 0.4583
99.9th 0.0463 1.2480 1.5922 0.3825

Figure 6.3 (b) acceleration saturation (the ratio ay/ā) limit is shown and

the median profile can be observed to fully saturate while returning the

vehicle to the inside lane.

Ultimately, this results in the increased lateral displacement tracking er-

ror observed in Figure 6.2 (b). The 95th percentile saturates momentarily

and so has similar tracking performance to the 99.9th percentile accelera-

tion profiles acceleration profile. The median profile however saturates at

a lower magnitude, the lateral acceleration takes longer to return to zero

at the end of the simulation manoeuvre.

Tables 6.2 and 6.3 shows a summary of the dynamic and static RMS

error tracking. The dynamic tracking errors have similar values, across the

state variable, for all three runs. This is due to the capabilities of the path

planning module of the hierarchical framework, creating a reference that

the controller can accurately track, regardless of the acceleration bound

applied to the Active Steering Control (ASC) module. The static RMS

errors show how the reference has evolved over time, in particular, the

lateral displacement error for the 50th percentile is nearly three times higher

than the 99.9th percentile error. For the 50th percentile, the yaw tracking

static error is more than double the dynamic error, a consequence of the

much higher lateral displacement error. This is not observed for the other

simulation results.
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Table 6.4: Summary of acceleration data for the profile run

Driver percentile ay, RMS/g ay, RMS/ā ‖ay‖∞ /ā
[-] [%] [%]

50th 0.140 58.3 102.4
95th 0.142 51.7 101.8
99.9th 0.142 47.6 100.3

Figure 6.2: Reference tracking at 65 km/h, for the controller equiped with

median, 95th and 99.9th driver profiles. The median profile can not track

the reference trajectory as closely due its lower acceleration bounds
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Figure 6.3: Lateral aceleration of the simulation vehicle with the the three

acceleration profiles using the modified Levison criterion. The saturation

of the respective bounds is also shown, and it can be observed that the

median profile spends a larger proportion of its time saturated. The 99.9th

percentile profile is never fully saturated
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6.4.4 Tracking the Minimum Acceleration Reference

The results so far have shown the controller response when tracking the

provided, smooth, trajectory. In this section the previous reference path is

replaced with a profile that minimises the second derivative of the lateral

displacement reference. In doing so the path can be thought of as an ap-

proximation of the optimal minimum acceleration path for vehicle tracking

it.

Figure 6.4 shows the state trajectories for the acceleration profiles. In

contrast to those shown in Figure 6.2, the state projectors are exception-

ally similar for three different acceleration bounds. This can be explained

by considering, that when tracking the minimum acceleration profile, the

optimum state trajectories is feasible to all three control instances with the

differing acceleration bounds. The only observable difference between the

state trajectories occurs in the yaw velocity, around four seconds into the

simulation. This change happens to prevent the respective lateral acceler-

ation constraints being violated as the vehicle returns to the initial lane.

It can be observed in Figure 6.5 (b) that the median profile in particular

is close to saturation, which causes the change is yaw velocity.

Tables 6.5 and 6.6 show the vehicles dynamic and static tracking errors

respectively. Compared to the initial path tracking results just shown,

there is less change between the dynamic and static measure. This is

particularly evident when comparing the lateral displacement errors. When

tracking the minimum acceleration trajectory, the static RMS error for Y is

approximately three times larger than the dynamic RMS value. In contrast,

when tracking the original trajectories, the static Y RMS error range from

Table 6.5: Dynamic RMS tracking error for controller with minimum ac-

celeration reference path for front-wheel steering vehicle with constant lon-

gitudinal velocity of 65 km/h

Driver percentile v Y ωz ψ
[m/s] [cm] [◦/s] [◦]

50th 0.0498 0.0983 1.4414 0.3416
95th 0.0500 0.0940 1.3450 0.3229
99.9th 0.0500 0.0931 1.3363 0.3209
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Table 6.6: Static RMS tracking error for controller with minimum acceler-

ation reference path for front-wheel steering vehicle with constant longitu-

dinal velocity of 65 km/h

Driver percentile v Y ωz ψ
[m/s] [cm] [◦/s] [◦]

50th 0.0494 0.3067 0.9205 0.2347
95th 0.0496 0.2630 0.8578 0.2090
99.9th 0.0496 0.2554 0.8468 0.2042

Table 6.7: Summary of acceleration data for the three profiles when track-

ing the minimum acceleration reference at 65 km/h

Driver percentile ay, RMS/g ay, RMS/ā ‖ay‖∞ /ā
[-] [%] [%]

50th 0.133 55.7 100.8
95th 0.134 48.8 95.4
99.9th 0.134 45.0 90.1

ten times larger for the 99.9th percentile run to 28 times larger for the

median profiles.

As expected, this can be explained by the vehicles lateral acceleration in

the initial simulation. In Table 6.7, the vehicles acceleration data is shown.

It can be seen that only the 50th percentile data has a saturated limit. The

0.8% overshoot can be attributed to the model mismatch between controller

and vehicle simulation. For the 95th and 99.9th percentile manoeuvres,

there is a 5% and 10% capacity remaining respectively.

The median profiles static RMS Y error is 17-20% greater than the

95th or 99.9th percentile runs, suggesting that, at 65 km/h, the median

acceleration bound vehicle is close to its saturation limit, and if the sim-

ulation was performed at a higher speed, the controller would not be able

to determine a feasible control sequence that satisfies all of the constraints

imposed upon it.

It can be seen, that by comparing Figures 6.2 and 6.4 that in the me-

dian profile, the controller changes the vehicles lateral displacement output

in the standard reference trajectory run to be similar to the minimum ac-

celeration references to maintain feasibility when tracking non-minimum

acceleration references.
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Figure 6.4: State values for the minimum acceleration reference trajectory,

shown for the median (50th), 95th and 99.9th percentile. As the mini-

mum acceleration trajectory is feasible to all tolerance profiles, the vehicle

behaviour is the same for all.
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Figure 6.5: Comparison of the median (50th), 95th and 99.9th acceleration

profiles for the minimum acceleration profile curves. As the state trajectory

tracking is the same for all profiles, so is the lateral acceleration (a). In (b),

it can be seen that this results in a greater saturation of the acceleration

bound for the median driver
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6.5 Penalising Acceleration in the MPC Cost

Function

The results so far have shown that the changes in vehicle performance can

be subtle. When a minimum acceleration curve is used as the reference

trajectory, the differences become negligible. This is to be expected, if one

considers the underlying optimisation problem for the MPC formulation.

For a feasible solution, the only concern is minimising the cost function,

which for MPC is governed by minimising system tracking error and control

input. For the minimum acceleration reference, MPC tracks the trajectory

until at a sufficiently high longitudinal speed, u, there is no longer a feasible

solution that satisfies all the constraints. At this point, the standard MPC

formulation is not capable of determining an appropriate control sequence.

For non-minimum acceleration curves, such as those shown in Sec-

tion 6.4.4, the same is also true in that the controller is attempting to

track its reference and that there is a speed at which it is no longer pos-

sible. The difference is that in this instance there is still a set of feasible

routes to choose from. By using an acceleration bound like the modified

Levison criteria, which is dependent on u, the speed at which the controller

cannot track the reference changes and results in the different control pro-

files and vehicle behaviour.

From this, it can be concluded that while there are reasons why it is

desirable to use Human Factors as constraints, other factors in the overall

control framework, can render them ineffective as differentiators of au-

tonomous driving behaviour.

If this lack of variation is problematic, it leads us to consider ways of

modifying autonomous driving behaviour more markedly in response to a

given persons acceleration percentile. In doing so, the controller can be

encouraged to avoid high acceleration values when possible.

The most obvious extension is to incorporate into the cost function a

penalty on the magnitude of the lateral acceleration. To do so is straight-
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forward, as the lateral acceleration is modelled in the MPC formulation as

a linear function of system state. This allows for the existing cost func-

tion terms to be augmented to include an acceleration penalty rather than

introducing additional states or variables in the formulation.

The augmented penalty terms can be most concisely expressed by con-

sidering the formulation in Quadratic Programming (QP) form (see Ap-

pendix C for its presentation). In doing so, we can note that the predicted

acceleration vector, ay ∈ RN , can be expressed as a linear function of the

optimisation vector, z ∈ RN(m+n):

ay = Az + v, (6.4)

where

A =


0, D + E 0 0
0 −D 0 D + E

. . . . . . . . .

−D 0 D + E

 ∈ RN×N(n+m),

vT =
[
(Dx)T , 0, . . . , 0

]
∈ RN(n+m).

The matrix terms D = [1, 0, 0, 0] and E = [0, 0, u, 0] are used to cal-

culate the lateral acceleration values. Then the cost function terms can be

modified to incorporate a cost on the magnitude of the acceleration vector

by writing them as:

H̃ = H + αATA

f̃ = f + 2αATv
(6.5)

where α is the penalty weight for the lateral acceleration to be chosen. It

should be noted that if a terminal stabilising weight matrix, Qf , was used

in the original problem this must be recalculated by using the modified Q

matrix penalty in the LQR problem [86], and the H and f terms must be

changed accordingly.

An interesting observation to note is that, by inspection of Eq. (6.5), it

can be seen that there is now an explicit relationship between longitudinal
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speed u and the cost function terms. Previously, u was only present in

the MPC constraints, and so u affected the feasible states, rather than the

desirable states. Of course, if so desired it would be possible to choose α

as a function of u to remove this dependency (or even augment it). This is

investigatged in the next section.

6.5.1 Choosing the Acceleration Penalty Weight Value

Now that a method of incorporating a penalty on the lateral acceleration, it

is necessary to determine an appropriate value for α to update the matrix

terms in Eq. (6.5). For this thesis, in which the aim is to demonstrate

how human factor issues can be incorporated into the control problem

formulation, it is desirable to derive the penalty value α from the model

data chosen. One obvious choice is to make use of the a0 values from [49],

and assume that the a driver that has a higher limit on lateral acceleration

would naturally tolerate a larger average acceleration.

A small parameter study was conducted to find appropriate values for

α. First, the influence of the acceleration term in the QP matrix H̃ was

studied.

In Figure 6.6 (a), the Euclidean norm of the acceleration term (i.e.∥∥ATA
∥∥

2
) is shown for a range of longitudinal velocity values. The graph is

scaled by the norm of the original H term. The Euclidean term is useful as

it presents a scalar value that can be thought of as the maximum gain of the

matrix and represents the relative influence that the acceleration penalty

has compared to the state terms. A ratio greater than unity indicates

that the acceleration term dominates the tracking term. In these results, a

preview horizon of ten time-steps was chosen with Q = diag(5, 25, 10, 5)

and R = 1.

It can be seen that the acceleration term dominates the standard quadratic

matrix, even at the relatively low speed of 40 km/h, with its norm value

being 5 times greater. As expected, this increases with a quadratic depen-

dence on longitudinal velocity, u, indicating that a small value is required to

scale α to ensure that acceptable path tracking is achieved while penalising
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Figure 6.6: Norm of the acceleration term added to the optimisation prob-

lem’s quadratic term. It can be seen that including the terminal penalty

matrix Qf (in (b)) has a large effect on the comparative weight of the ma-

trix terms, with a large change in relative importance that can be seen by

the change in scale of the y-axis between (a) and (b).
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the lateral acceleration. That u has a positive correlation the relative im-

portance of acceleration penalty is beneficial, as it helps achieve the design

goal of matching the behaviour of the Levison curve.

An interesting variation of this is to consider replacing the final block

in H with Qf as discussed in Chapter 4, Section 4.2.1. In this, Qf must

be determined for every value of u.

Figure 6.6 (b) shows the relative of influence of the acceleration term

compared to the standard quadratic matrix term, when Qf is included. Qf

changes drastically for u increases, and that the norm value
∥∥Qf

∥∥ increases

as u gets larger an (elevenfold increase from 40 km/h to 100km/h). Using

the Qf term in the optimisation problem has been done for all previous

results, and means that without scaling α accordingly, the relative penalty

placed on lateral acceleration decreases at higher speeds. This is directly

opposed to the findings that led to the modified Levison curve characteri-

sation. It is clear therefore that α should be chosen, in the instance that a

terminal penalty matrix is chosen, so that the ATA term becomes stronger

as u increases.

It was found that be determining α as a function of u3 restored the

influence of longitudinal speed on the ratio of the two matrix norms. The

can be observed in Figure 6.7, where the weighting values was given by:

α =
u

u0

3

, (6.6)

where u0 is a reference velocity to normalise the term and to determine

when the weighting value becomes greater than one, i.e. at u0. For the

results shown in the thesis, u0 = 25 km/h.

From preliminary studies, it was seen that penalising acceleration from

a0 values with a homogenous polynomial of a0 (e.g. a2
0, a3

0) was insufficient

at differentiating vehicle behaviour. Instead it was found that an exponen-

tial function of a0 was more appropriate, resulting in the following term for

α:

α = β · e−ka0
(
u

u0

)3

, (6.7)
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Figure 6.7: Using u3 to derive α restores the positive relationship between

lateral acceleration penalty and longitudinal velocity

where β, κ > 0 are additional constants to be determined. To find ac-

curate values corresponding to human preferences, experimental studies

would have to be undertaken in driving simulators or a suitable equipped

test vehicle. For this thesis, representative values are chosen to demon-

strate how a simulation vehicles behaviour changes when equipped with

this human factor aware HMPC framework. Simulation results for this

augmented controller are shown in the next section.
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Figure 6.8: Norm of quadratic matrix term for common road speeds, using

the penalty term Eq. (6.7). Until 50 km/h, the three profiles have a very

similar matrix norm values to that without the acceleration penalty term

6.5.2 Results

The augmented cost function has a fundamental impact on the objective;

not only is the controller attempting to minimise the error between pre-

dicted and reference states, it is attempting to minimise the magnitude of

a linear combination of these states. To verify the change in formulation

and to allow for the study of the resulting vehicle behaviour, the ASC be-

haviour is first investigated without the hierarchical framework. Instead, a

simpler linear step in Y displacement is used, as in Chapter 4.

Four sets of results are presented, with a focus on the lateral acceleration

behaviour. The MPC controller, with acceleration penalty weighting, is

shown for the median, 95th and 99.9th percentile profiles along with the

standard MPC controller with acceleration bounds for the median driver,

as a reference. For this thesis, β = 100 and u0 = 25 km/h. All other

parameters are kept the same as the previous simulation run, to allow for

comparison between the two sets of results.

Figure 6.10 (a) shows the lateral acceleration of the four controller con-

figurations. Only the profile without an acceleration penalty fully saturates
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its acceleration bound at any point. In doing so, it is able to minimise the

state tracking errors. In contrast, all other profiles stay within their re-

spective bounds, and so have a smoother acceleration profile, rather than

the flattened profile seen in the results without the acceleration penalty.

Despite none of the other results saturating their respective bounds, it can

be seen that the maximum acceleration for the 95th and 99.9th profiles

exceeds the median, unweighted, profile.

One important aspect of the acceleration penalty design is that it should

encourage the controller equipped with a median profile to minimise the

acceleration more that it does for the 99.9th percentile profile. This is

valid if it is a reasonable assumption that drivers with a higher acceleration

bound tolerate a larger average acceleration.

To inspect this behaviour, the acceleration saturation is also shown,

in Figure 6.10 (b). The acceleration saturation is defined as the ratio of

the lateral acceleration of the vehicle to the controllers acceleration bound.

This allows for a direct comparison between the controllers, even though

they have different bound values. The unweighted results have the highest

saturation values. This is to be expected as there is no penalty placed

on having a consistently high acceleration that is within the acceleration

bound constraint.

Table 6.8 supports these findings, with the maximum acceleration rel-

ative to the acceleration bounds being 92%, 96% and 98% for the median,

95th and 99.9th profiles respectively. The median profile, without acceler-

ation penalty, exceeds its constraint by 3%. This small violation is due to

the mismatch between the simulation and controller vehicle models.

The RMS average acceleration saturation for the median control run is

lower, as expected, at 0.238, than the 95th and 99.9th profile run values at

0.249 and 0.258, respectively. These values are significantly lower than the

median reference profile, which has an RMS saturation value of 0.499, due

to the lack of acceleration penalty. The median profile also has the lowest

value for the RMS average of absolute acceleration. This shows that in this

sense, the acceleration penalty, and particularly the penalty weight α given
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Figure 6.9: Reference tracking for the acceleration penalty profiles

Table 6.8: Summary of weighting values and saturation values. The median

profile without acceleration profile is the last entry (β = 0)

Profile α ||ay/ā||∞ RMS(ay/ā) RMS(ay/g)
[-] [%] [-] [-]

50th 26.36 91.5% 0.238 0.057
95th 14.32 95.7% 0.249 0.068
99.9th 9.50 98.0% 0.258 0.077
50th (β = 0) 0.00 102.7% 0.499 0.120

by Eq. (6.7), have been effective at changing the vehicles driving style in

response to the human factor parameters derived in [49].

Finally, Figure 6.9 shows the lateral displacement, Y , for the four sim-

ulation runs. The behaviour is broadly similar for all, but the reference

result, without penalty, rises the last but rises the fastest, to minimise

displacement tracking error.
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Figure 6.10: Lateral acceleration for the four penalty profiles, with the

acceleration saturation shown below
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HMPC Results

Using the parameter values just used, and the acceleration penalty model

developed, the double lane change manoeuvre is simulated again. All pa-

rameters are kept the same, and the manoeuvre is performed at 65 km/h.

The parameter values from Table 5.3 are used for path generation, rather

than the minimum acceleration trajectory parameters.

Figure 6.11 shows the simulation results for the 50th, 95th and 99.9th

percentile runs. Interestingly, there is less differentiation between the three

lateral displacement trajectories compared to the results shown in Fig-

ure 6.2. This is due to the acceleration penalty included in the cost func-

tion ‘pushing the vehicle lateral response away from the reference, in an

effort to minimise acceleration. The median profile vehicle cannot adjust

its trajectory in any meaningful way as it is already saturating its acceler-

ation bound, but the other two vehicles displacement straightens as they

return to the initial lane.

Table 6.9: RMS dynamic tracking error for controller with acceleration

penalty for front-wheel steering vehicle with constant longitudinal velocity

of 65 km/h

Driver percentile v Y ωz ψ
[m/s] [cm] [◦/s] [◦]

50th 0.0504 0.0946 1.2514 0.2336
95th 0.0494 0.0859 0.8994 0.2004
99.9th 0.0491 0.0870 0.7784 0.1950
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Figure 6.11: State variables for vehicle controlled with MPC controller with

acceleration penaltyt in cost function
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Figure 6.12: Lateral acceleration and saturation of the HMPC controller

with acceleration penalty
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Table 6.10: RMS static tracking error for controller with acceleration

penalty for front-wheel steering vehicle with constant longitudinal velocity

of 65 km/h

Driver percentile v Y ωz ψ
[m/s] [cm] [◦/s] [◦]

50th 0.0489 3.6899 1.8876 0.7885
95th 0.0483 2.5638 1.3942 0.5567
99.9th 0.0481 2.1126 1.1853 0.4695

Table 6.11: Summary of acceleration data for the profile run at 65 km/h

Driver percentile ay, RMS/g ay, RMS/ā ‖ay‖∞ /ā
[-] [%] [%]

50th 0.141 58.8 102.4
95th 0.142 52.0 100.4
99.9th 0.143 48.2 99.9

6.6 Conclusions

The results in this chapter have shown that it is simple to include human

preference derived acceleration parameters directly into the model predic-

tive control problem formulation, to change autonomous driving behaviour.

Firstly, the lateral acceleration constraints, derived from driving study

data, were included. It was shown that the vehicle equipped with the 50th

percentile acceleration constraint, had a larger static RMS error than the

other profiles. Here, the static RMS error was introduced to measure how

the vehicle drifted from its reference over time. The tracking performance

for the median acceleration percentile was worse than the 95th and 99.9th

percentiles as its acceleration bound, lower than the others, saturated dur-

ing the presented double lane change manoeuvre. For example, the static

RMS Y error was 2.8 times larger than the 99.9th percentile results. This

provides an example of when it is beneficial to include, as a constraint, a

human factor derived limit on acceleration. It showed that the controller,

being able to detect that a constraint was to be violated, traded reference

tracking performance for preferred human behaviour, i.e. lower accelera-

tion.

This method of incorporating human factors as constraints does have

potential limitations however. If, for a given driving scenario, the controller
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can navigate without saturating the acceleration constraint, then the ve-

hicle performance would be the same for all acceleration percentiles. This

scenario would have occurred if the double lane change manoeuvre was

performed at a lower speed, for example.

The lack of differentiation in driving styles occurs because of how con-

straints are handled in an optimisation problem; if the constraints are sat-

isfied, then no further consideration is given to them, as ‘just’ satisfying a

constraint is as preferable to a constraint with a lot of capacity or slack.

Therefore, in the above scenario, the optimal control sequence would be

the same, regardless of the acceleration profile.

Another potential issue of including human factor issues as constraints

only was then highlighted, by creating a minimum acceleration path in

the HMPC framework. It was shown then that tracking performance was

similar for all acceleration profiles, with the RMS static error for lateral dis-

placement being only 1.2 times larger than for the 50th percentile results

compared to the 99.9th percentile. This was due to the optimal reference

path also being the lowest acceleration path. Therefore, the acceleration

constraint does not affect driving behaviour, only control feasibility. Re-

gardless of acceleration limit, the controller would track the reference until

it is able to do so. In the presented double lane change scenario, the ef-

fect of the numerical value of the acceleration constraint was to change the

longitudinal speed at which the manoeuvre becomes infeasible.

In order to provide a more varied driving behaviour for different driver

profiles, the MPC formulation was modified so that a penalty was placed

on the magnitude of lateral acceleration. Using the linear approximation

of lateral acceleration developed in Chapter 4, as a constraint, was an

apparent extension.

By formulation as a quadratic penalty, it was shown in Eq. (6.5) that

it is easily incorporated into the QP problem underlying the MPC formu-

lation. The next step was to determine a scalar weighting term so that

the acceleration term has an appropriate influence on vehicle performance.

Noting, studies on human driver performance, such as the European driv-
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ing study by Bosetti et al. [49, 50], that there is a decrease in lateral

acceleration tolerance at higher speeds and so it was decided to derive the

penalty weight that increases with longitudinal velocity. By nature of the

penalty formulation, there is an inherent quadratic penalty for increasing

longitudinal velocity, u, as shown in Figure 6.6 (a). However, a common

stability measure for MPC, the terminal state penalty matrix, had an ad-

verse effect on increasing the acceleration penalty with increasing speed.

This was shown in Figure 6.6 (b), where it was demonstrated that the rela-

tive influence of acceleration in the MPC cost function decreased at higher

speeds.

To overcome this, the penalty function Eq. (6.7) was developed. It

utilised a cubic penalty on longitudinal velocity and an exponential func-

tion on the modified-Levison parameter, a0. This allowed for the HMPC

framework to increase the acceleration penalty for all driver profiles, while

allowing for drivers with a higher tolerance to acceleration to have a rela-

tively lower penalty value.

The effectiveness of the acceleration penalty weighting function, and

including acceleration in the MPC cost function itself, was demonstrated

in tracking a lateral step change for the median, 95th and 99.9th percentile

driver profiles. All three showed a reduction in peak acceleration, with none

of them saturating their acceleration bound, which does occur without the

penalty term in the cost function. The penalty function Eq. (6.7) also al-

lowed for the 99.9th percentile to have a higher maximum acceleration, at

98% of its limit compared to the median profile which had a 92% satu-

ration. This demonstrates that a design goal of the penalty function was

successfully met; not only did the higher percentile profiles have a higher

absolute acceleration, they also had a higher average acceleration satura-

tion. This allows the HMPC controller to provide better tracking of state

variables to the occupants with a higher tolerance of lateral acceleration in

a driving scenario.

The complete HMPC performance, with dynamic path generation, was

then investigated with the double lane change manoeuvre. Compared to
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step change tracking, it was shown that the acceleration penalty was less

effective in this scenario. This was due to the issues discussed earlier; as the

given course constraints are ‘just’ feasible when the longitudinal velocity

is 65 km/h, the controller has very little capability to minimise lateral

acceleration while maintaining feasibility.

Overall, due to the ease of inclusion in the problem, including human

factor preferences into the MPC cost function provide a convenient method

of directly modifying the vehicle performance, when the given driving con-

ditions allow for it.

Incorporating the human factor conditions as constraints provides for

an effective method of preventing behaviour that vehicle occupants wish

to avoid. Implementing the behaviour as hard constraints might be overly

restrictive however, as it makes avoiding acceleration that is safe from a

tyre grip perspective as important as other constraints such as remaining

within the defined road bounds.

An additional drawback of enforcing the human factor derived be-

haviour as hard constraints arises when attempting to study the resulting

vehicle behaviour: feasibility. As the assumption that the control problem

remains feasible has to be made, care must be taken when designing the

driving scenario to do ensure this assumption holds true. This was done in

this chapter by careful selection of longitudinal velocity.

Using hard constraints also results in the counter-intuitive consequence

that for the median profile controller, which implements a more conser-

vative, and therefore assumed to be safer, driving style it is harder to

guarantee feasibility from a control theory perspective.

As discussed earlier, when studying the effect of a minimum accelera-

tion reference trajectory, the path generation problem has a large influence

on the resulting vehicle behaviour and the ability of the ASC module to

influence performance. It is apparent therefore, that the path generation

problem should also be studied for its suitability as a method to include

human factors in the HMPC framework. In doing so, the driver preferences

become a property of the path as well as a property of the autonomous ve-
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hicle. This is discussed of the Future Work section of the next chapter.
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Chapter 7

Conclusions and Future Work

The research in this thesis was based on the question ‘Is it possible to

include human factor preferences directly in the control problem for au-

tonomous driving functionality?’. This naturally leads to further questions;

namely what control techniques would be suitable for such a task? What

effect does it have on vehicle performance for a given driving task? And,

how does the inclusion of such human factors change the control specifica-

tion and implementation.

This thesis provides an investigation into these questions, by focussing

on a Hierarchical Model Predictive Control (HMPC) implementation of

Active Steering Control (ASC) with dynamic path planning, which included

human factor models of acceleration explicitly in the HMPC framework.

This proposed framework was evaluated in simulation with a double lane

change manoeuvre at motorway speeds used to observe the effect these

human factor constraints had on vehicle tracking performance. In this

chapter, conclusions are drawn from the results and the original contribu-

tions to the state-of-the-art knowledge are raised. Finally, based on this

presented research, recommendations for future work are discussed.
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7.1 Original Contributions to Knowledge

This thesis presents a control scheme that incorporates established human

factor models explicitly into an advanced Model Predictive Control (MPC)

formulation, demonstrating a convenient and effective method of changing

autonomous driving behaviour in response to individual human preference.

In particular, the work developed in the thesis that, in the author’s

opinion, represent original contributions to knowledge is in the following

areas:

• A demonstration through simulation that bicycle models are effec-

tive simulation tools for high-speed manoeuvres commonly used to

evaluate motorway driving scenarios.

• An effective, linear, approximation of lateral acceleration is incorpo-

rated into an MPC scheme, allowing for the transient lateral acceler-

ation of the vehicle to be accurately constrained.

• Human Factor derived acceleration models incorporated directly into

an MPC scheme, allowing for vehicle behaviour to be changed by

using existing models of human behaviour.

• A detailed study of the impact of human factor derived constraints

on the dynamic tracking ability of a vehicle navigating a double lane

change manoeuvre.

• A novel penalty function is developed to incorporate a dynamic penalty

on lateral acceleration, to enhance effectiveness when using human

factor models over a range of vehicle speeds.

These contributions are discussed in turn below.

Bicycle models are effective simulation tools for high-speed ma-

noeuvres

It was shown that for moderately-high (0.5 g) acceleration manoeuvres, a

non-linear bicycle model provides comparable performance as a simulation
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model to much more complex models, such as the multi-DOF model pre-

sented in Chapter 3 and Appendix A. In Section 3.3.4, it was shown that

the Root Mean Square (RMS) error between the non-linear bicycle and

the multi-Degree-of-Freedom (DOF) was 0.03 g, while maximum lateral

acceleration error during a sine-dwell manoeuvre was less than 8%.

By incorporating nonlinearities through the tyre model, it is possible

to model the saturation in cornering force that occurs in high acceleration

manoeuvres, limiting the vehicles lateral response and subsequent path

tracking capability. The nonlinear bicycle model is a much faster model to

use in simulation, due to the lack of implicit terms that arise in multi-DOF

model, which require it to be solved as a system of Differential Algebraic

Equations (DAEs).

This enables researchers and control designers to implement effective

and time-efficient simulation tools for the modelling of motorway-speed

manoeuvres.

An effective, linear, approximation of lateral acceleration in MPC

This allows for constraints on a key aspect of vehicle dynamic behaviour

to be specified in a linear MPC formulation. In Section 4.2.2, it was shown

that during a step change manoeuvre, the maximum acceleration of the

nonlinear bicycle model was successfully controlled via MPC using the lin-

ear approximation of lateral acceleration. The simulated lateral accelera-

tion only exceeded the constraint once during the lane change manoeuvre,

when the constraint was violated by 0.5%. For typical driving scenarios

this is an acceptable violation, and the constraint bound can be reduced

accordingly if necessary.

As real-time considerations can be a limiting factor for implementation,

this method of constraining a dominating factor of system response (accel-

eration) allows for QP representation and dramatically decreases the cost,

by avoiding computational performance barriers for effective implementa-

tion in hardware.
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Human Factor derived acceleration models incorporated directly

into an MPC scheme

By doing so, this thesis demonstrates the potential to leverage large amounts

of existing work in human modelling directly into the control scheme of

autonomous behaviour. Instead of existing work that attempts to model

the human driver as a part of the closed-loop control system, this work

shows how human factor models can be used to shape autonomous driving

behaviour and without attempting to replicate how humans perform the

driving task. This allows for the controller to operate in a way that is not

constrained by inherent limitations of human behaviour.

In Chapter 6, the modified-Levison criterion, presented in [49, 50],

was used to demonstrate the effect of including human-factor derived con-

straints. It was used to generate three different driver profiles (50th, 95th

and 99.9th percentile), each with a different acceleration bound. These were

used to investigate the effect this had on a vehicle navigating a double lane

change manoeuvre.

The impact of human factor derived constraints on the dynamic

tracking ability of a vehicle was investigated for a double lane

change manoeuvre

A systematic investigation into the effect of lateral acceleration was pre-

sented. The study focused on the behaviour of the vehicle at the controllers

transition regime between feasible and infeasible control sequences, which

represents the critical behaviour when evaluating performance.

It was shown that the vehicle equipped with the 50th percentile accel-

eration constraint, obtained by using Eq. (6.3), had a larger static RMS

error than the other profiles. The tracking performance for the median ac-

celeration percentile was worse than the 95th and 99.9th percentiles as its

acceleration bound, lower than the others, saturated during the presented

double lane change manoeuvre, resulting in a lower curvature path further

from the reference trajectory. The static RMS Y error of the median profile

was 2.8 times larger than the 99.9th percentile results.
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Despite these difference in lateral displacement tracking, the effective-

ness in changing behaviour was limited. At lower speeds, vehicle behaviour

is unchanged for a different acceleration percentile. It was also shown

that when tracking certain types of state-reference trajectories, such as

for minimum path acceleration, specifying human preferable behaviours as

constraints, in the low-level ASC module of the HMPC framework, is in-

effective. This is because the constraint in this instance only changes the

speed at which infeasibility occurs (for different acceleration profiles).

These conclusions show that while the control framework can easily

incorporate existing models of human behaviour, MPC constraints do not

provide a complete solution to changing vehicle behaviour as they are only

active at boundaries of vehicle behaviour. In normal driving conditions,

vehicle behaviour is not constantly held at a constraining boundary, and

control designers must consider other methods to ensure the autonomous

driving behaviour is acceptable. This motivates the next development.

Novel penalty function developed to incorporate a dynamic penalty

on lateral acceleration

The influence of incorporating a penalty on lateral acceleration, in addition

to a constraint, into the MPC problem was investigated. The effect that

this has on the properties of the Quadratic Programming (QP) underlying

MPC was shown.

From this, a penalty model was created, so that the active steering con-

trollers behaviour adapted to both vehicle speed and human tolerance of

acceleration. It was shown that this allowed for occupants with a greater

acceleration tolerance to obtain better tracking of the state reference tra-

jectories. At the same time, the approach is also reducing the peak ac-

celeration, relative to the acceleration constraint limit, for people with a

lower acceleration tolerance. In Section 6.5.2, this was demonstrated first

by tracking a step change manoeuvre, in which it was shown that the 99.9th

percentile profile had an acceleration saturation value 7% higher than the

50th percentile profile.
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For manoeuvres that are limited by other constraints, such as road

bounds, the acceleration constraint is again limited in its ability to change

driving behaviour. It was shown that during a double lane change manoeu-

vre, the lateral acceleration was effectively the same for the three profiles.

The penalty was designed to ensure that the underlying QP formu-

lation was preserved, allowing for the benefits with regards to complexity

and performance to be kept. This allows for existing implementations to be

modified to change their performance without requiring substantial modi-

fications to the underlying framework or design paradigm.

7.2 Future Work

The final objective of this thesis is to identify further areas of research, to

expand upon the work already presented. This it done by organising future

work into the following categories:

• further study of how the human factor derived preferences can be

included into the HMPC formulation

• extension of the control model to non-constant speed scenarios

• incorporation of different human factors, other than lateral accelera-

tion, into the framework

• MPC robustness and stability guarantees when including model un-

certainty.

It was shown that enforcing human factor considerations as hard constraints

in the MPC formulation can cause issues when creating test scenarios and

evaluating the simulation results. This was because if the manoeuvre was

too ‘easy’, then regardless of acceleration parameter, the vehicle would be

able to track the reference trajectory and the driving behaviour is the same.

If the constructed manoeuvre is too challenging, then it will not be possible

for one or more of the controllers to complete it and therefore comparison

is not possible.
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It also has the drawback that it makes a vehicle with a lower human

tolerance value less capable than others. From the perspective of design

intent, this is not ideal as it could trigger additional safety measures for

one profile and not the other, resulting in a fundamentally different control

approach due to a small change in human acceleration preference.

In Section 6.2, some different methods were outlined for including hu-

man factors. These methods, among others, should be investigated using

the same analysis that was presented in the thesis, so that researchers and

control designers have a more complete overview of the effect of the imple-

mentation issues available to them.

A second issue with regards to the proposed HMPC framework, is that

the application of human factor design goals was not considered in the

path generation problem. From the work of Michon and MacAdam [55,

59], among others, it is clear that the human driver, and therefore an indi-

viduals specific preference, is involved in the short term trajectory planning

of the vehicle. It was also shown in Section 6.4.4 that the reference tra-

jectory provided to the low-level ASC module had a large influence on the

framework’s ability to provide different driving styles. Therefore, perform-

ing a parameter study on the effect of changing the weighting values and

the resulting acceleration response of the vehicle are an obvious extension.

One possible method of changing vehicle behaviour is modification of the

parameter weights in the path generation problem, which control the em-

phasis that is put on path velocity (which influences the shortest distance)

and acceleration.

In the path generation problem presented, the reference path is only

constrained by the road bounds (apart from the initial coordinates so that

the path matches the vehicles initial heading). By incorporating curvature

constraints on the optimal reference path, it is possible to, for a given vehi-

cle speed, place a constraint on the paths acceleration. A natural starting

point, based on the work presented in this thesis, would be to impose a

curvature bound derived from the modified-Levison criterion. Again, as

with the ASC module, the constraints raise issues of feasibility for individ-
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ual human preferences in certain driving scenarios. As the path generation

module has a larger preview horizon than the steering controller, it is pos-

sible that path infeasibility could be used as a way of determining that the

vehicle speed needs to be reduced.

In the work of Bosetti et al. [49], building on the earlier work of Levison

[53] and Herrin [48], the observation was made that human drivers perform

a speed-acceleration trade-off to navigate bends. Due to the constant speed

analysis presented here, it is not possible to investigate the effect that this

has on the effect this trade-off has on control performance.

To investigate this, the HMPC framework should be extended to handle

non-constant longitudinal velocity, u. Using a nonlinear bicycle model,

with additional states u and X, it is possible study this (and allows for

the full nonlinear coordinate transform from xy to XY ). This has added

complexity and implementations issues, particularly as the model is non-

convex. Methods such as successive linearisation to pose the problem in

Linear-Time Varying (LTV)-MPC form are problem are promising, along

with the low-complexity approach proposed in [79].

Extending the framework to the non-constant speed case requires mod-

ification or replacement of the path-planning module. Due to the general

structure of path-planning in 2D space, the resulting optimisation prob-

lem is non-convex due to the presence of obstacles and road boundary

constraints. Sequential Quadratic Programming (SQP) is often used to

determine the path, although the result can be sub-optimal. Solvers ex-

ist that take advantage of the geometric properties of the path planning

problem to obtain solutions quickly [124, 125], allowing for effective real-

time implementation. Because of these technologies, there is an existing

methodology to investigate the effect of incorporating human factors in

non-constant speed scenarios.

In addition, using a method such as this allows for a wider range of sce-

narios to be considered. For the work presented in this thesis, the standard

double lane change manoeuvre was sufficient to demonstrate how the pro-

posed control framework changed vehicle behaviour. For a more complete
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understanding of the controllers performance across a vehicles operating

envelope, it is necessary to use different driving scenarios. These could

include lower speed driving scenarios to simulate urban driving or path

following curves at higher speeds to study how the controller affects vehicle

behaviour during rural road driving.

Along with acceleration constraints, other ride comfort factors should

be included into the HMPC framework. For example, it is known that along

with acceleration, jerk is an important aspect of comfort [39]. In the same

way that the lateral acceleration was incorporated as both a constraint

and as part of the cost function in Chapter 6, the MPC controller could be

extended to constrain or minimise the maximum lateral jerk. Other human

factor issues, such as roll oscillation [38], would require the use of a vehicle

plant that can model the relevant phenomena.

In the work presented in this thesis, it was only necessary to consider the

effect the human factor issues had on the terminal state penalty matrix.

For the physical implementation of the control framework in prototype

hardware, additional stability methods [71, 86], such as tube based methods

[126] and the effect that the human factor terms have on them need to be

characterised.

Furthermore, in the MPC formulation, it was assumed that both the

system plant state was known perfectly; that is, that there is no uncertainty

in the controller. This cannot be achieved in a real word implementation,

and so the effects of this uncertainty on the proposed human factor based

control scheme should be studied. Fortunately, there is already a signifi-

cant body of work how uncertainty can be characterised and controlled via

tractable, robust, MPC solutions and their underlying optimisation routine

[89, 96, 127–129]. These methods should be evaluated to determine their

applicability to the human factor based controller.
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Appendix A

Multi-Degree-Of-Freedom

Model

The multi-DOF model is derived from the 14 DOF model presented in

[106]. Its constituent equations are presented here for completeness and

to account for any differences in implementation. Verification plots, in

addition to those presented in Chapter 3, are also provided. When it is

possible to represent the model for all four wheel/suspension components,

e.g. there is no change in sign, the equation is presented for a single wheel

subsystem with subscript notation dropped for brevity.

A.1 Equations of Motion

Preliminaries and Notation

To begin, the following vector terms are defined for the linear, v, and

rotational, ω velocity of the sprung mass:

v =

uv
w

, ω =

ωxωy
ωz

. (A.1)

The tyre indicator set is defined as follows:

I = {‘fi’, ‘fo’, ‘ri’, ‘ro’}, (A.2)

191



APPENDIX A. MULTI-DEGREE-OF-FREEDOM MODEL

which refers to the ‘front inside’, ‘front outside’, ‘rear inside’ and ‘rear

outside’ tyres or suspension components. The terms ‘inside’ and ‘outside’

refer to the vehicle’s orientation for a positive steer-angle curve.

It will be convenient later to make use of the matrix-vector form of the

vector cross-product. Given two vectors a and b in R3, the standard vector

cross-product, a× b can be computed via [130]:

a× b = [a]× b (A.3)

where [a]× is defined to be the following skew-symmetric matrix:

[a]× :=

 0 −a3 a2

a3 0 −a1

−a2 a1 0


Sprung Mass

The sprung mass of the vehicle is assumed to be a rigid body, with body-

fixed coordinates, xyz, fixed at the centre of mass and aligned along the

principle axes. The velocities of the sprung mass in the body-fixed frame

are given by u, v and w respectively.

The six equations of motion for the vehicle body, taken about the centre

of mass, are given by:

m (u̇+ ωyw − ωzv) =
∑

Fxs,k +mg sin θ (A.4)

m (v̇ + ωzu− ωxw) =
∑

Fys,k −mg sinφ cos θ (A.5)

m (ẇ + ωxv − ωyu) =
∑

Fzs,k + Fds,k −mg cosφ cos θ (A.6)

Ixω̇x =
∑

Mxk +
Fz,sfi − Fz,sfo

2tf
+
Fz,sri − Fz,sro

2tr
(A.7)

Iyω̇y =
∑

Myk − a (Fz,sfi + Fz,sfo) + b (Fz,sri + Fz,sro)

(A.8)

Izω̇z =
∑

Mzk + a (Fy,sfi + Fy,sfo)− b (Fy,sri + Fy,sro)

(A.9)

− Fx,sfi − Fx,sfo
2tf

− Fx,sri − Fx,sro
2tr

, k ∈ I (A.10)
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where m is the sprung mass. The moments acting about the sprung mass

are given by:

Mx = Fy,shrc

My = − (Fx,sgr + Fx,sls,i)

Mz = 0.

(A.11)

Velocity transform

To determine terms in the suspension system equation, it is necessary to

determine the velocity of the vehicle body at the four strut points. The

general form is:

vs,k = Mkω + v, k ∈ I (A.12)

where Mk is unique for each corner of the vehicle body. Using Eq. (A.3),

the matrix-vector product in Eq. (A.12) can be given as ak × ω = [ak]×ω

with:

afi = (0, −tf/2, −a)T

afo = (0, tf/2, −a)T

ari = (0, −tr/2, b)T

aro = (0, tr/2, b)T

(A.13)

Tyre-Ground Contact Patch Transform

The lateral and longitudinal ground forces in the body fixed coordinate

frame are obtained by resolving the longitudinal and cornering forces at

the tyre contact patch as:

(
Fxg,k

Fyg,k

)
=

[
cos δk − sin δk
sin δk cos δk

](
Fxt,k

Fyt,k

)
, k ∈ I (A.14)

where δk is the steer angle of the tyre. In this thesis, it is assumed that the

steer angle of the front two tyres is equal, and that the steer angle of the

rear two tyres is zero.
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Contact Patch Velocities

The contact patch velocities are given by:

ug,k = cos θ (uu,k − ωy · rk) + sin θ (cosφ · wu,k + sinφ (vu,k + ωx · rk))

(A.15)

vg,k = cosφ (vu,k + ωx · rk)− sinφ · wu,k , k ∈ I (A.16)

Tyre slip angles

From the contact patch velocities, the tyres steady state slip angles are

given by:

tanαss,k =
vk
uk
, k ∈ I. (A.17)

As in Section 3.3.1, a first order transience model, Eq. (3.6), is used to

obtain the apparent tyre slip angle used to calculate the lateral and longi-

tudinal tyre forces, using the Magic Tyre Formula (MTF), Eq (3.4), using

the parameter values in Table 3.1.

Unsprung Mass Velocities

The longitudinal and lateral velocities of the unsprung mass, in the body-

fixed coordinate frame, is given by:

uu,k = us,k − ls,k · ωy, k ∈ I (A.18)

vu,k = vs,k + ls,k · ωx, k ∈ I (A.19)

The vertical velocity of the unsprung mass is given by the integration of

the following equation:

ẇu,k =
1

mu

(cosφ (cos θ (Fzg,k −mu,kg) + sin θFxg,k)− sinφFyg,k − Fdz ,k

− ks,k · xs,k − cs,k · ẋs,k −mu (vu,k · ωx − uu,k · ωy)) , k ∈ I

(A.20)
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Instantaneous Spring Deflection Rate

The suspension spring deflection rate is given by the difference between

the vertical velocity of the unsprung mass and the corresponding velocity

of the vehicle body at the strut mounting point:

ẋs,k = wu,k − ws,k , k ∈ I (A.21)

Suspension Strut Length

The instantaneous strut length is given by:

ls,k = lsi,k − (xs,k − xsi,k) , k ∈ I (A.22)

where lsi is the initial strut length and xsi is the initial suspension spring

deflection. The initial spring length is given by:

lsi,k = h− (r0 − xt,k) , k ∈ I (A.23)

The initial suspension spring compression, xsi, and initial tyre compression,

xti, for the front and rear axles are given by:

xsi,f =
mb

2 (a+ b) ks,f

, xsi,r =
ma

2 (a+ b) ks,f

(A.24)

xti,f =
(mb/2 (a+ b)) +mu,f

kt,f

, xti,fr =
(ma/2 (a+ b)) +mu,r

kt,f

(A.25)

Unsprung Mass Forces

The longitudinal and lateral forces transmitted to the unsprung mass through

the suspension strut are determined by subtracting the unsprung weight

and inertial forces from the respective forces in the tyre contact patch. The

vertical forces are determined by the forces of the suspension spring and

damper:

Fxs,k = Fxgs,k −mu (− sin θ + u̇u,k − ωzvu,k + ωywu,k) (A.26)

Fys,k = Fygs,k −mu (sinφ cos θ + v̇u,k − ωxwu,k + ωzuu,k) (A.27)
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Fzs,k = ks,k · xs,k + cs,k · ẋs,k , k ∈ I (A.28)

The presence of the u̇ and v̇ terms are what makes the model a system of

DAEs, rather than Ordinary Differential Equations (ODEs).

Jacking Forces

The term ‘jacking forces’ refer to the load transfer due to the roll centre

[106]:

Fdz ,fi = −Fdz ,fo =
Fygs,firfi + Fys,fils,fi + Fygs,forfo + Fys,fols,fo − hrcf (Fys,fi + Fys,fo)

tf

(A.29)

Fdz ,ri = −Fdz ,ro =
Fygs,rirri + Fys,rils,ri + Fygs,rorro + Fys,rols,ro − hrcr (Fys,ri + Fys,ro)

tr

(A.30)

Instantaneous Tyre Deflection Rate

The tyre deflection rate is given by the difference between the vertical

velocity at the tyre contact patch and the vertical velocity of the wheel

centre in the inertial coordinate frame. For this thesis, the vertical velocity

at the tyre contact patch is zero, due to the assumption that the road

surface is perfectly smooth and flat. The instantaneous tyre deflection rate

is therefore:

ẋt,k = − cos θ (wu,k cosφ+ vu,k sinφ) + uu,k sin θ, k ∈ I (A.31)

Tyre Radius

The instantaneous radius for a given tyre is:

r =

r0 xt ≤ 0

r0−xt
cosφ cos θ

(A.32)

where xt is determined by integration of Eq. (A.31).
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Normal tyre force in the contact patch

The normal tyre force, acting in the tyre contact patch in coordinate frame

two is given by:

Ft,k = kt,kxt,k , k ∈ I (A.33)

where kt is the tyre stiffness, and xt is the tyre deflection rate, given by the

integration of Eq. (A.31).

Angular Acceleration for Wheel

The angular acceleration of a wheel is given by:

ω̇k =
Td,k − rkFxt,k

Iw

, k ∈ I (A.34)

The torque provided to each wheel is given by Eq. (3.19), in Chapter 3.

Cardan Angles

To obtain the orientation of the vehicle in the global inertial coordinate

frame, XY Z, the vehicle’s body fixed frame is rotated first through the

roll, φ, and pitch, θ, angles before being rotated through the yaw angle, ψ.

The cardan angles φ, θ, ψ are obtained from the numerical integration of

the following equations:

φ̇ = ωx + ωy sinφ tan θ + ωz cosφ tan θ

θ̇ = ωy cosφ− ωz sinφ

ψ̇ =
ωy sinφ

cos θ
+
ωz cosφ

cos θ
.

(A.35)

The position of the vehicle’s centre of mass in the global XY Z frame is

given by referring through the yaw-angle, pitch-angle and then roll-angle.

In matrix form, the overall rotation matrix is given by:

R = RφRθRψ (A.36)
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where Rφ is the roll rotation matrix, Rθ is the pitch rotation matrix and

Rψ is the yaw angle rotation:

Rφ =

1 0 0
0 cosφ − sinφ
0 sinφ cosφ

 ,

Rθ =

cos θ 0 sin θ
0 1 0

sin θ 0 cos θ



Rψ =

cosψ − sinψ 0
sinψ cosψ 0

0 0 1


Let X = (X, Y, Z)T be the position of the vehicle in the global coordinate

frame, then the global coordinate position is given by the integration of:

Ẋ = R (t)v (A.37)

as it is assumed that at the start of the simulation, the vehicle is at the

centre of the coordinate frame. The rotation matrix is a function of time

as the cardan angles change as described in Eq. (A.35).

A.2 Model Verification

In addition to the figures presented in Section 3.3.4, the figures below are

provided to demonstrate the verification of the Multi-Degree-Of-Freedom

model. All model and simulation parameters are the same as those used in

Chapter 3.
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Figure A.1: Inertial acceleration of the vehicle body
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Figure A.2: Cardan angles of the Multi-DOF vehicle model. The roll angle

of the vehicle settles to steady state after approximately 1 s after the step

input, as the model enters the steady-state turn. The pitch angle of the

vehicle is small due to the vehicle successfully tracking the reference speed
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Figure A.3: Body-fixed velocity components of the Multi-DOF model’s

unsprung mass. The small vertical component is due to the non-zero roll

and pitch angles of the vehicle body
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Figure A.4: Angular acceleration of the wheels
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Appendix B

Smooth Lateral Reference

Trajectory

To model a smooth reference trajectory for the lateral step manoeuvre, the

following sigmoid curve is used:

Y (X) = f (X) =
Ŷ

1 + e−k(X−X0)
(B.1)

where Ŷ is the amplitude of the function, i.e., the height of the smooth step

change, k is a positive sharpness value, that determines how quickly the

function transitions to between the low and the high values of the function.

X0 is the midpoint of the curve (Y (X0) = Ŷ /2).

For the four-state biycle model, along with with the lateral displacement

it is desireable to create reference trajectories for the remaining states v, ωz

and ψ. To do this we note that the reference yaw angle is the angle between

the slope of the lateral reference trajectory and the X-axis, which can be

expressed via:

ψ = tan−1 dY

dX
. (B.2)

The yaw rate is then the time-based derivative:

ωz =
d

dt
tan−1 dY

dx
. (B.3)

For the lateral velocity, an expression can be found by rearranging the
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equation for the linear approximation of lateral displacement:

Ẏ = v + uψ → v = Ẏ − uψ (B.4)

As the four-state bicycle model assumes constant longitudinal speed, which

is much larger than the lateral velocity, the time based derivative of X is

simply u:
dX

dt
= u (B.5)

From this, the following equations for the reference trajectories can be

derived using standard calculus results:

Y = f(X)

ψ = tan−1 dY

dX

ωz =
u d

2Y
dX2

1 +
(
dY
dX

)2

v = u

(
dY

dX
− tan−1

(
dY

dX

))
(B.6)

where the first and second derivatives of the smooth step function are given

by:

dY

dX
= − kŶ e−k(X−X0)

(1 + e−k(X−X0))
2

d2Y

dX2
=
k2Ŷ e−k(X−X0)

(
e−k(X−X0) − 1

)
(1 + e−k(X−X0))

3

(B.7)

By substituting in the deriative terms of Eq.(B.7) into Eq. (B.6) the state

references for the smooth-step are obtained for any value of X. The refer-

ences can be found at time t by the simple relationship X = ut.

The terms in Eq. (B.6) for yaw angle, yaw rate and lateral velocity are

used to derive secondary references from the path generation problem in

Chapter 5. The derivative terms in that instance are calculated via finite

difference, rather than Eq. (B.7).
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Appendix C

Linear MPC Formulated as a

Quadratic Programming

Problem

The derivation of the standard MPC formulation represented in Chapter 4

is presented. The combined state and rate constraints are also included,

and the constraint sets X , U and Y are assumed to be represented by con-

vex polytopes, and a terminal penalty matrix is used along with a seperate

terminal state constraint set. The corresponding MPC definition is there-

fore:

minimise
U

J =
N∑
i=1

‖yi − yr
i‖

2
Q + ‖ui−1‖2

R (C.1a)

subject to x0 = x̃0, (C.1b)

xi+1 = Axi + Bui, (C.1c)

yi = Cxi, (C.1d)

∆ulb ≤∆ui ≤∆uub, i = 0, ..., N − 1, (C.1e)

Puui ≤ hu, i = 0, ..., N − 1, (C.1f)

Pyyi ≤ hy, i = 1, ..., N, (C.1g)

D∆xi + Exi ≤ ci, i = 1, ..., N (C.1h)
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where x ∈ Rn is the system state vector, u ∈ Rm is the control vector

and y ∈ Rq are the system outputs. ∆x represents the finite difference

approximation of the continuous-time rate vector ẋ, which in this instance

is determined by a first-order backward difference approximation. The

state constraint, Pxxi ≤ hx, i = 1, . . . , N , and the output constraint,

Pyyi ≤ hy, have been removed from the problem statement as it was

redundant; any state or output constraint can be included in the generalised

constraint Eq. (C1.h) by setting the corresponding row of D to zero.

To express the MPC formulation problem as a Quadratic Programming

(QP) problem, first the optimisation variable is defined as:

zT =
(
uT0 , x

T
1 , . . . , u

T
N−1, x

T
N

)
∈ RN(m+n),

with the corresponding set of state and control references denoted zr. The

control references are assumed to be zero.

The QP can then be expressed as:

minimize
z

zTHz + fTz

subject to Fz = b,

Pz ≤ h,

(C.2)

with the problem terms defined as follows:

H =



R 0
0 CTQC

. . .

CTQC 0 0
0 R 0
0 0 Qf


∈ RN(m+n)×N(m+n)

f = −2Hzr ∈ RN(m+n)

zr =
(
0T , yr

1
T , . . . , 0T , yr

N
T
)T ∈ RN(m+n)
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F =



−B In 0 0
0 −A −B In
0 0 0 −A

. . .

In 0 0
−A −B In


∈ RNn×N(m+n)

b =
(

(Ax0)T , 0T , . . . , 0T
)T
∈ RNn

h =
(
−uTlb, uTub,−∆uTlb, ∆uTub, c

T
1 , . . . ,

−uTlb, uTub,−∆uTlb, ∆uTub, c
T
N

)T ∈ RN(4m+p)

where blank entries within a matrix are zero and In is the n × n iden-

tity matrix. It is convienient to define the matrix inequality term, P ∈

RN(4m+p)×N(m+p), using MATLAB indexing notation [131]:

P (ji, ki) = M, i = 2, . . . , N (C.3)

ji = 2 (m+ p) (i− 1) : 2 (m+ p) i (C.4)

ki = (m+ n) (i− 2) + 1 : 2 (m+ n) + (m+ n) (i− 1) (C.5)

where M ∈ RmM×nM and mM = (4m+ p), nM = 2 (m+ n), is the block

matrix:

M =


0 0 −Im 0
0 0 Im 0
Im 0 −Im 0
−Im 0 Im 0

0 −D 0 D + E

 (C.6)

The initial block is given by:

P (1 : 4m+ p, 1 : m+ n) =


−Im 0

Im 0
−Im 0

Im 0
0 D + E

 (C.7)
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